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Preface

Independent component analysis (ICA) is a statistical and computationaideeh

for revealing hidden factors that underlie sets of random variables, nexasats, or
signals. ICA defines a generative model for the observed multivariatevdaitzh) is
typically given as a large database of samples. In the model, the data earabl
assumed to be linear or nonlinear mixtures of some unknown latent vesjadohd

the mixing system is also unknown. The latent variables are assumedussign

and mutually independent, and they are called the independent compondms of t
observed data. These independent components, also called sources or facta@s, can b
found by ICA.

ICA can be seen as an extension to principal component analysis and factor
analysis. ICA is a much more powerful technique, however, capable ohfjrttie
underlying factors or sources when these classic methods fail completely.

The data analyzed by ICA could originate from many different kinds ofiaapl
tion fields, including digital images and document databases, as well as economi
indicators and psychometric measurements. In many cases, the measurements are
given as a set of parallel signals or time series; the term blind sourceasiepas used
to characterize this problem. Typical examples are mixtures of simultarspeesh
signals that have been picked up by several microphones, brain waves rebgrded
multiple sensors, interfering radio signals arriving at a mobilengh or parallel time
series obtained from some industrial process.

The technique of ICA is a relatively new invention. It was for the finste in-
troduced in early 1980s in the context of neural network modeling. ©h1890s,
some highly successful new algorithms were introduced by several resgargbs,

Xvi



Xviii PREFACE

together with impressive demonstrations on problems like the cdgiddy effect,
where the individual speech waveforms are found from their mixtu@a. decame
one of the exciting new topics, both in the field of neural networkseeislly unsu-
pervised learning, and more generally in advanced statistics and signal j[imgcess
Reported real-world applications of ICA on biomedical signal processingjo sig-
nal separation, telecommunications, fault diagnosis, feature extrafitiancial time
series analysis, and data mining began to appear.

Many articles on ICA were published during the past 20 years in a largdbeum
of journals and conference proceedings in the fields of signal processtifigjar
neural networks, statistics, information theory, and various appbicéitlds. Several
special sessions and workshops on ICA have been arranged recently [7,0a13d 8]
some edited collections of articles [315, 173, 150] as well as some maplogon
ICA, blind source separation, and related subjects [105, 267, 149]d@veared.
However, while highly useful for their intended readership, thesstiexj texts typ-
ically concentrate on some selected aspects of the ICA methods only. Ini¢fie br
scientific papers and book chapters, mathematical and statistical preliminaries ar
usually not included, which makes it very hard for a wider audience to gdiin fu
understanding of this fairly technical topic.

A comprehensive and detailed text book has been missing, which would cover
both the mathematical background and principles, algorithmic sokjtéord practical
applications of the present state of the art of ICA. The present boateisded to fill
that gap, serving as a fundamental introduction to ICA.

It is expected that the readership will be from a variety of disciplineshs
as statistics, signal processing, neural networks, applied mathematical aed
cognitive sciences, information theory, artificial intelligence, and engingeBoth
researchers, students, and practitioners will be able to use the bookav&anade
every effort to make this book self-contained, so that a reader with alaskground
in college calculus, matrix algebra, probability theory, and statistiibe able to
read it. This book is also suitable for a graduate level universitysson ICA,
which is facilitated by the exercise problems and computer assignmems v
many chapters.

Scope and contents of this book

This book provides a comprehensive introduction to ICA as a stalsind compu-
tational technique. The emphasis is on the fundamental mathematical paipd
basic algorithms. Much of the material is based on the original researchciaud
in the authors’ own research group, which is naturally reflected in the wegbf
the different topics. We give a wide coverage especially to those digusithat are
scalable to large problems, that is, work even with a large number efrebd vari-
ables and data points. These will be increasingly used in the near fubae MCA
is extensively applied in practical real-world problems instead of theptoplems
or small pilot studies that have been predominant until recently. Regplyggome-
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what less emphasis is given to more specialized signal processing methalasip
convolutive mixtures, delays, and other blind source separation tagsigan ICA.

As ICA is a fast growing research area, it is impossible to include evsgrgrted
developmentin a textbook. We have tried to cover the central contiisiby other
workers in the field in their appropriate context and present an exteisiegraphy
for further reference. We apologize for any omissions of important dmrttons that
we may have overlooked.

For easier reading, the book is divided into four parts.

¢ Part | gives themathematical preliminaries. It introduces the general math-

ematical concepts needed in the rest of the book. We start with a crash course
on probability theory in Chapter 2. The reader is assumed to be familiar wi
most of the basic material in this chapter, but also some concepts more spe-
cific to ICA are introduced, such as higher-order cumulants and multieariat
probability theory. Next, Chapter 3 discusses essential concepts mipati

tion theory and gradient methods, which are needed when developing ICA
algorithms. Estimation theory is reviewed in Chapter 4. A complemgntar
theoretical framework for ICA is information theory, covered in Chapter 5
Part | is concluded by Chapter 6, which discusses methods related to principal
component analysis, factor analysis, and decorrelation.

More confident readers may prefer to skip some or all of the introductory
chapters in Part | and continue directly to the principles of ICA in Part Il

In Part 1, thebasic ICA model is covered and solved. This is the linear
instantaneous noise-free mixing model thatis classic in ICA, and frensore

ofthe ICAtheory. The modelisintroduced and the question of idabilfty of

the mixing matrix is treated in Chapter 7. The following chapters treétereint
methods of estimating the model. A central principle is nongaussjavtityse
relationto ICA is first discussed in Chapter 8. Next, the principlesatimum
likelihood (Chapter 9) and minimum mutual information (Chapter 1@ ar
reviewed, and connections between these three fundamental principles are
shown. Material that is less suitable for an introductory course is edver

in Chapter 11, which discusses the algebraic approach using higher-order
cumulant tensors, and Chapter 12, which reviews the early work on IC&dbas

on nonlinear decorrelations, as well as the nonlinear principal component
approach. Practical algorithms for computing the independent components
and the mixing matrix are discussed in connection with each principle., Next
some practical considerations, mainly related to preprocessing and dimensio
reduction of the data are discussed in Chapter 13, including hintattiffwners

on how to really apply ICA to their own problem. An overview and comparis

of the various ICA methods is presented in Chapter 14, which thus sumesar
Part I1.

In Part 1, differentextension®f the basic ICA model are given. This partis by
its nature more speculative than Part Il, since most of the extenisamesbeen
introduced very recently, and many open problems remain. In an introductory
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course on ICA, only selected chapters from this part may be covered. First,
in Chapter 15, we treat the problem of introducing explicit obsernatinoise

in the ICA model. Then the situation where there are more independent
components than observed mixtures is treated in Chapter 16. In Chapter 17,
the model is widely generalized to the case where the mixing process can be of
a very general nonlinear form. Chapter 18 discusses methods that estimate a
linear mixing model similar to that of ICA, but with quite differensasnptions:

the components are not nongaussian but have some time dependene#ss inst
Chapter 19 discusses the case where the mixing system includes canaluti
Further extensions, in particular models where the components aregerlo
required to be exactly independent, are given in Chapter 20.

e Part IV treats somapplications of ICA methods. Feature extraction (Chap-
ter 21) is relevant to both image processing and vision research. Braimignag
applications (Chapter 22) concentrate on measurements of the electrical and
magnetic activity of the human brain. Telecommunications applications are
treated in Chapter 23. Some econometric and audio signal processing applica-
tions, together with pointers to miscellaneous other applicationsieatetl in
Chapter 24.

Throughout the book, we have marked with an asterisk some sectiaharth
rather involved and can be skipped in an introductory course.

Several of the algorithms presented in this book are available as midtain
software through the World Wide Web, both on our own Web pages arse thb
other ICA researchers. Also, databases of real-world data can be found there fo
testing the methods. We have made a special Web page for this book,a@hietins
appropriate pointers. The address is

www. ci s. hut . fi/projects/icalbook

The reader is advised to consult this page for further information.

This book was written in cooperation between the three authors. Aatien
was responsible for the chapters 5, 7, 8, 9, 10, 11, 13, 14, 15, 180181, and 22;
J. Karhunen was responsible for the chapters 2, 4, 17, 19, and 23;Evi@i@ was
responsible for the chapters 3, 6, and 12. The Chapters 1 and 24 wasnaihtly
by the authors.

Acknowledgments

We are grateful to the many ICA researchers whose original contributionsthe
foundations of ICA and who have made this book possible. In paaticwie wish to
express our gratitude to the Series Editor Simon Haykin, whosgestnd books on
signal processing and neural networks have been an inspiration to useyedrs.



PREFACE XXi

Some parts of this text are based on close cooperation with other menhioeirs o
research group at the Helsinki University of Technology. Chapter 21gshkabased
on joint work with Patrik Hoyer, who also made all the experimentdat thapter.
Chapter 22 is based on experiments and material by RicardaridigSection 13.2.2
is based on joint work with Jaakka@&Hh and Ricardo Vigrio. The experiments in
Section 16.2.3 were provided by Razvan Cristescu. Section 20.3 is baseihbn j
work with Ella Bingham, Section 14.4 on joint work with Xavier Giaakopoulos,
and Section 20.2.3 on joint work with Patrik Hoyer and Mika Inki. Cleafd9 is
partly based on material provided by Kari Torkkola. Much of Chapter 17 isdas
on joint work with Harri Valpola and Petteri Pajunen, and Section 24 .diig yvork
with Kimmo Kiviluoto and Simona Malaroiu.

Over various phases of writing this book, several people have kiagitged to
read and comment on parts or all of the text. We are grateful for this &cBtigham,
Jean-Francois Cardoso, Adrian Flanagan, Mark Girolami, Antti Honkidano
Hurri, Petteri Pajunen, Tapani Ristaniemi, and Kari Torkkola. Leila Kstivhelped
in technical editing, while Antti Honkela, Mika limoniemi, Merja Oja,caiapani
Raiko helped with some of the figures.

Our original research work on ICA as well as writing this book has been mainl
conducted atthe Neural Networks Research Centre of the Helsinki UnjefSich-
nology, Finland. The research had been partly financed by the project “BLESS" (
ropean Union) and the project “New Information Processing Principles” (&ad
of Finland), which are gratefully acknowledged. Also, A. H. wishes amihGite
Nyman and Jukka gkkinen of the Department of Psychology of the University of
Helsinki who hosted his civilian service there and made part of thengrjibssible.

AAPO HYVARINEN, JUHA KARHUNEN, ERKKI OJA

Espoo, Finland
March 2001






Introduction

Independent component analysis (ICA) is a method for finding underigictors or
components from multivariate (multidimensional) statistical dataatilistinguishes
ICA from other methods is that it looks for components that are Istdlkistically
independentandnongaussianHere we briefly introduce the basic concepts, appli-
cations, and estimation principles of ICA.

1.1 LINEAR REPRESENTATION OF MULTIVARIATE DATA

1.1.1 The general statistical setting

A long-standing problem in statistics and related areas is how to findtabii
representation of multivariate data. Representation here means that we someho
transform the data so that its essential structure is made moreavisibccessible.

In neural computation, this fundamental problem belongs to the areassapen
vised learning, since the representation must be learned from the ddtavithout
any external input from a supervising “teacher”. A good representation asaals
central goal of many techniques in data mining and exploratory data analysis
signal processing, the same problem can be found in feature extracttbalsanin
the source separation problem that will be considered below.

Let us assume that the data consists of a number of variables that weiseveas
together. Let us denote the number of variablesdgnd the number of observations
by T. We can then denote the data by(¢) where the indices take the values
i=1,...,mandt = 1,...,T. The dimensions andT can be very large.



2 INTRODUCTION

A very general formulation of the problem can be stated as follows: Whatcoul
be a function from amn-dimensional space to arrdimensional space such that the
transformed variables give information on the data that is otherwideh in the
large data set. That is, the transformed variables should be the uindddgtorsor
componentshat describe the essential structure of the data. It is hoped that these
components correspond to some physical causes that were involved irotiesgr
that generated the data in the first place.

In most cases, we consider linear functions only, because then the indtigret
of the representation is simpler, and so is its computation. Thusy evanponent,
sayy;, is expressed as a linear combination of the observed variables:

yi(t) = Zw,;jmj(t), fori=1,..n,7=1,...m 1.1)
J

where thew;; are some coefficients that define the representation. The problem
can then be rephrased as the problem of determining the coefficigntsUsing
linear algebra, we can express the linear transformation in Eq. (1.1) asrix mat
multiplication. Collecting the coefficients;; in a matrixW, the equation becomes

Y1 (t) z1(t)

n0) | gy |20 w2

yn(t) T (1)

A basic statistical approach consists of consideringitf{é) as a set of" real-
izations ofrn random variables. Thus each sgtt),t = 1,...,T is a sample of
one random variable; let us denote the random variable;byin this framework,
we could determine the matriW by the statistical properties of the transformed
componentg;. In the following sections, we discuss some statistical propertags t
could be used; one of them will lead to independent component analysis.

1.1.2 Dimension reduction methods

One statistical principle for choosing the matWX is to limit the number of com-
ponentsy; to be quite small, maybe only 1 or 2, and to determWeso that the
y; contain as much information on the data as possible. This leads to a fafmily
techniques called principal component analysis or factor analysis.

In a classic paper, Spearman [409] considered data that consisted of scliael per
mance rankings given to schoolchildrenin different branches of studyleonented
by some laboratory measurements. Spearman then deterfn®dfinding a single
linear combination such that it explained the maximum amount of the i\ariat
the results. He claimed to find a general factor of intelligence, thus fogrfector
analysis, and at the same time starting a long controversy in psygholog
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Fig. 1.1 The density function of the Laplacian distribution, whishaitypical supergaussian
distribution. For comparison, the gaussian density isrgivg a dashed line. The Laplacian
density has a higher peak at zero, and heavier tails. Bothitienare normalized to unit
variance and have zero mean.

1.1.3 Independence as a guiding principle

Another principle that has been used for determirWgs independence: the com-
ponentsy; should be statistically independent. This means that the value of any one
of the components gives no information on the values of the other coemp®.

In fact, in factor analysis it is often claimed that the factors are independent,
but this is only partly true, because factor analysis assumes that the atata h
gaussian distribution. If the data is gaussian, it is simple to ¢immhponents that
are independent, because for gaussian data, uncorrelated components are always
independent.

In reality, however, the data often does not follow a gaussian disioi, and the
situation is not as simple as those methods assume. For example, mawpreal
data sets haveupergaussiawlistributions. This means that the random variables
take relatively more often values that are very close to zero or very large hér ot
words, the probability density of the data is peaked at zero and has helajaae
values far from zero), when compared to a gaussian density of the same variance. A
example of such a probability density is shown in Fig. 1.1.

This is the starting point of ICA. We want to firslatistically independertom-
ponents, in the general case where the datargaussian

1.2 BLIND SOURCE SEPARATION

Let us now look at the same problem of finding a good representatiom o
different viewpoint. This is a problem in signal processing that alsows the
historical background for ICA.
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1.2.1 Observing mixtures of unknown signals

Consider a situation where there are a number of signals emitted by Hoyseal
objects or sources. These physical sources could be, for example, diffeagmt b
areas emitting electric signals; people speaking in the same room, thttsemi
speech signals; or mobile phones emitting their radio waves. Assurtieifihat
there are several sensors or receivers. These sensors are in differanhppsd that
each records a mixture of the original source signals with slighffemint weights.

For the sake of simplicity of exposition, let us say there are thregeying
source signals, and also three observed signals. Denatg(bly 2> (t) andz; () the
observed signals, which are the amplitudes of the recorded signals gbdimte,
and bysi (t), s2(t) andss(t) the original signals. The;(t) are then weighted sums
of thes;(t), where the coefficients depend on the distances between the sources and
the sensors:

z1(t) = a1151(t) + a1252(t) + aizss (1) (1.3)
Tr9 (f) = (12181(75) + (122.92(t) + 12353 (f)
I3 (t) = as31S51 (t) + aggsg(t) + a33S3 (t)

Thea;; are constant coefficients that give the mixing weights. They are assumed
unknownsince we cannot know the valuesaf without knowing all the properties

of the physical mixing system, which can be extremely difficult in genefidie
source signals; are unknown as wellsince the very problem is that we cannot
record them directly.

As an illustration, consider the waveforms in Fig. 1.2. These areetlinear
mixtureszx; of some original source signals. They look as if they were completely
noise, but actually, there are some quite structured underlying seigntals hidden
in these observed signals.

What we would like to do is to find the original signals from the tanes
z1(t),z2(t) andzs(t). This is the blind source separation (BSS) probleiind
means that we know very little if anything about the original sources.

We can safely assume that the mixing coefficienjsire different enough to make
the matrix that they form invertible. Thus there exists a maWixwith coefficients
w;j, such that we can separate theas

s1(t) = w121 (t) + wiwa(t) + wizws(t) 1.4)
s2(t) = warx1 (t) + woowa(t) + wozws(t)
Sg(t) = W3121 (t) + w3222 (t) + w333 (t)

Such a matriXW could be found as the inverse of the matrix that consists of the
mixing coefficientss;; in Eq. 1.3, if we knew those coefficients;.

Now we see that in fact this problem is mathematically similar to the orerevh
we wanted to find a good representation for the random data(ir), as in (1.2).
Indeed, we could consider each sigmg(t),t = 1,...,T as a sample of a random
variablez;, so that the value of the random variable is given by the amplitudes of
that signal at the time points recorded.
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Fig. 1.2 The observed signals that are assumed to be mixtures of soedeglying source
signals.

1.2.2 Source separation based on independence

The question now is: How can we estimate the coefficienjsin (1.4)? We want
to obtain a general method that works in many different circumstances, aadtin f
provides one answer to the very general problem that we started with:ndiradi
good representation of multivariate data. Therefore, we use very geneisticaht
properties. All we observe is the signals, x> andx3, and we want to find a matrix
W so that the representation is given by the original source signas, andss.

A surprisingly simple solution to the problem can be found by aering just
the statistical independence of the signals. In fact, if the signalsargaussianit
is enough to determine the coefficientg, so that the signals

y1(t) = w11 () + wiawe () + wizzs(t) (1.5)
Y2 (t) = worm1 (1) + waswa (t) + wazzs(t)
Y3 (t) = W31T1 (t) + W32Z2 (t) + w333 (t)

are statistically independent. If the signalsy., andys are independent, then they
are equal to the original signads, s, andss. (They could be multiplied by some
scalar constants, though, but this has little significance.)

Using just this information on the statistical independence, we can ie$tictate
the coefficient matriXW for the signals in Fig. 1.2. What we obtain are the source
signals in Fig. 1.3. (These signals were estimated by the FastICAithlgothat
we shall meet in several chapters of this book.) We see that from a dataaset th
seemed to be just noise, we were able to estimate the original souredssigsing
an algorithm that used the information on the independence only. Thisaesl
signals are indeed equal to those that were used in creating the mixturigs inZ
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Fig. 1.3 The estimates of the original source signals, estimateagusnly the observed
mixture signals in Fig. 1.2. The original signals were fowedy accurately.

(the original signals are not shown, but they really are virtual@niital to what the
algorithm found). Thus, in the source separation problem, thénadigignals were
the “independent components” of the data set.

1.3 INDEPENDENT COMPONENT ANALYSIS

1.3.1 Definition

We have now seen that the problem of blind source separation boils tddimaling
a linear representation in which the components are statistically indepentien
practical situations, we cannotin general find a representation where th@nentp
are really independent, but we can at least find components that are as independent
as possible.

This leads us to the following definition of ICA, which will be codsered
in more detail in Chapter 7. Given a set of observations of random variables
(z1(t), z2(2), ..., x5 (t)), wheret is the time or sample index, assume that they are
generated as a linear mixture of independent components:

Ir (f) S1 (1’)

200y 82:(75) (1.6)

n(?) sn(t)

whereA is some unknown matrix. Independent component analysis now corisists o
estimating both the matriA and thes; (), when we only observe the;(¢). Note
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that we assumed here that the number of independent compené&nequal to the
number of observed variables; this is a simplifying assumption siratt completely
necessary.

Alternatively, we could define ICA as follows: find alinear transformatjiven by
amatrixW asin (1.2), so thatthe random variables = 1, ..., n are as independent
as possible. This formulation is not really very different from themious one, since
after estimatingj, its inverse givedv.

It can be shown (see Section 7.5) that the problem is well-defined, thieis,
model in (1.6) can be estimated if and only if the componeptse nongaussian
This is a fundamental requirement that also explains the main differeneedet
ICA and factor analysis, in which the nongaussianity of the data isak&nt into
account. In fact, ICA could be consideredramngaussian factor analysisince in
factor analysis, we are also modeling the data as linear mixtures of saheeying
factors.

1.3.2 Applications

Due to its generality the ICA model has applications in many different asease
of which are treated in Part IV. Some examples are:

¢ Inbrain imaging, we often have different sources in the brain emitedighat
are mixed up in the sensors outside of the head, just like in the bhsit
source separation model (Chapter 22).

¢ In econometrics, we often have parallel time series, and ICA could decompose
them into independent components that would give an insight to thetste
of the data set (Section 24.1).

¢ Asomewhat different application is in image feature extraction, whensave
to find features that are as independent as possible (Chapter 21).

1.3.3 How to find the independent components

It may be very surprising that the independent components can be estimated f
linear mixtures with no more assumptions than their independence. Nawilligy

to explain briefly why and how this is possible; of course, this isttaén subject of
the book (especially of Part II).

Uncorrelatedness is not enough The first thing to note is that independence

is a much stronger property than uncorrelatedness. Consideringigksblirce sep-
aration problem, we could actually find many different uncorrelated repregmgat

of the signals that would not be independent and would not separateuhees.
Uncorrelatedness in itself is not enough to separate the componentss @lsis the
reason why principal component analysis (PCA) or factor analysis cannot separat
the signals: they give components that are uncorrelated, but litte.mo
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Fig. 1.4 A sample of independent compo-ig. 1.5 Uncorrelated mixtures; andz-.
nentss; and s> with uniform distributions. Horizontal axis:z1; vertical axis:z».
Horizontal axis:s;; vertical axis:ss.

Let us illustrate this with a simple example using two independemipoments
with uniform distributions, that is, the components can have anyeglnside a
certain interval with equal probability. Data from two such componentpktted
in Fig. 1.4. The data is uniformly distributed inside a square tuthe independence
of the components.

Now, Fig. 1.5 shows twancorrelated mixturesf those independent components.
Although the mixtures are uncorrelated, one sees clearly that the digtrik are not
the same. The independent components are still mixed, using an ordl@giaing
matrix, which corresponds to a rotation of the plane. One can also sea figt iL.5
the components are not independent: if the component on the horizoistdleexa
value that is near the corner of the square that is in the extreme rigbtclearly
restricts the possible values that the components on the vertical axisean h

In fact, by using the well-known decorrelation methods, we can transéomnyn
linear mixture of the independent components into uncorrelated comgspimanhich
case the mixing is orthogonal (this will be proven in Section 7.4T2)us, the trick
in ICA is to estimate the orthogonal transformation that is left afexadrelation.
This is something that classic methods cannot estimate because they aretased
essentially the same covariance information as decorrelation.

Figure 1.5 also gives a hint as to why ICA is possible. By locatingetihges of
the square, we could compute the rotation that gives the original coemg®. In the
following, we consider a couple more sophisticated methods for astimICA.

Nonlinear decorrelation is the basic ICA method One way of stating how
independence is stronger than uncorrelatedness is to say that independdigse imp
nonlinear uncorrelatedness$f s; ands, are independent, then any nonlinear trans-
formationsg(s;) andh(s2) are uncorrelated (in the sense that their covariance is
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zero). In contrast, for two random variables that are merely uncorrelated, such
nonlinear transformations do not have zero covariance in general.

Thus, we could attempt to perform ICA by a stronger form of decorrefatiy
finding a representation where tlye are uncorrelated even after some nonlinear
transformations. This gives a simple principle of estimating tlagrbaW:

ICA estimation principle 1: Nonlinear decorrelation. Find the matiW¥ so that
for anyi # j, the componentg; andy; are uncorrelatecandthe transformed
componentg(y;) andh(y;) are uncorrelated, whegeandh are some suitable
nonlinear functions.

This is a valid approach to estimating ICA: If the nonlinearities argerly chosen,
the method does find the independent components. In fact, computinigesanl
correlations between the two mixtures in Fig. 1.5, one would immegiats that
the mixtures are not independent.

Although this principle is very intuitive, it leaves open an impottgaoestion:
How should the nonlinearitiegandh be chosen? Answers to this question can be
found be using principles from estimation theory and informati@ot. Estimation
theory provides the most classic method of estimating any statisticdkimdhe
maximum likelihoodhethod (Chapter 9). Information theory provides exact measures
of independence, such amitual informatior(Chapter 10). Using either one of these
theories, we can determine the nonlinear functigasdh in a satisfactory way.

Independent components are the maximally nongaussian comp onents
Another very intuitive and important principle of ICA estimationmigximum non-
gaussianity (Chapter 8). The idea is that according to the central liedrém,
sums of nongaussian random variables are closer to gaussian that thelaigs.
Therefore, if we take a linear combinatign= )", b;z; of the observed mixture
variables (which, because of the linear mixing model, is a linear combimafithe
independent components as well), this will be maximally nongaussiareduals
one of the independent components. This is because if it were a real endfttwo
or more components, it would be closer to a gaussian distributientalthe central
limit theorem.

Thus, the principle can be stated as follows

ICA estimation principle 2: Maximum nongaussianity. Find the local maxima
of nongaussianity of a linear combinatigh= Zl b;z; under the constraint
that the variance of is constant. Each local maximum gives one independent
component.

To measure nongaussianity in practice, we could use, for exampl&utiesis
Kurtosis is a higher-order cumulant, which are some kind of generaizatof
variance using higher-order polynomials. Cumulants have integeatgebraic and
statistical properties which is why they have an important part intieerty of ICA.

For example, comparing the nongaussianities of the components gitiea ayes
in Figs. 1.4 and 1.5, we see that in Fig. 1.5 they are smaller, and thus.B cannot
give the independent components (see Chapter 8).

An interesting point is that this principle of maximum nongaussjashows
the very close connection between ICA and an independently developed technique
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calledprojection pursuit In projection pursuit, we are actually looking for maximally
nongaussian linear combinations, which are used for visualization badmirposes.
Thus, the independent components can be interpreted as projection diresuions.

When ICA is used to extract features, this principle of maximum nongguiss
also shows an important connectiongparse codinghat has been used in neuro-
scientific theories of feature extraction (Chapter 21). The idea in spaxiieg is
to represent data with components so that only a small number of them are"acti
at the same time. It turns out that this is equivalent, in some sitgtto finding
components that are maximally nongaussian.

The projection pursuit and sparse coding connections are related to a dekp res
that says that ICA gives a linear representation thadsisstructured as possible
This statement can be given a rigorous meaning by information-thecaetzepts
(Chapter 10), and shows that the independent components are in many ways easi
to process than the original random variables. In particular, independapioorents
are easier to code (compress) than the original variables.

ICA estimation needs more than covariances There are many other meth-
ods for estimating the ICA model as well. Many of them will be treated is th
book. What they all have in common is that they consider some statthtit are not
contained in the covariance matrix (the matrix that contains the covariancesdret
all pairs of thez;).

Using the covariance matrix, we can decorrelate the components in thegrdin
linear sense, but not any stronger. Thus, all the ICA methods use smmeof
higher-order statisticswhich specifically means information not contained in the
covariance matrix. Earlier, we encountered two kinds of higher-ordernmtion:
the nonlinear correlations and kurtosis. Many other kinds can be usedlas wel

Numerical methods are important In addition to the estimation principle, one
has to find an algorithm for implementing the computations needed. Bedasise t
estimation principles use nonquadratic functions, the computatieeded usually
cannot be expressed using simple linear algebra, and therefore they caitelaequ
manding. Numerical algorithms are thus an integral part of ICA estimatiethods.
The numerical methods are typically based on optimization of some olgectiv
functions. The basic optimization method is the gradient method. a@fcplar
interest is a fixed-point algorithm called FastICA that has been tailoredaoiethe
particular structure of the ICA problem. For example, we could usk bbthese
methods to find the maxima of the nongaussianity as measured by thatebsdlie
of kurtosis.
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1.4 HISTORY OF ICA

The technique of ICA, although not yet the name, was introduced in the E28Ds
by J. Herault, C. Jutten, and B. Ans [178, 179, 16]. As recently reviewed hgrdu
[227], the problem first came up in 1982 in a neurophysiologicalragttiln a
simplified model of motion coding in muscle contraction, the outpuytg)andz. (t)
were two types of sensory signals measuring muscle contractior; &)dnds. (t)
were the angular position and velocity of a moving joint. Then it isutoeasonable
to assume that the ICA model holds between these signals. The nensiamsy
must be somehow able to infer the position and velocity signdls, s»(¢) from the
measured responses(t), - (t). One possibility for this is to learn the inverse model
using the nonlinear decorrelation principle in a simple neural netwidécault and
Jutten proposed a specific feedback circuit to solve the problem. Thisagpis
covered in Chapter 12.

All through the 1980s, ICA was mostly known among French researchéts, w
limited influence internationally. The few ICA presentations in inédional neural
network conferences in the mid-1980s were largely buried under the defuige
terest in back-propagation, Hopfield networks, and Kohonen’s Self-@iggriviap
(SOM), which were actively propagated in those times. Another related fiatd w
higher-order spectral analysis, on which the first international warshas orga-
nized in 1989. In this workshop, early papers on ICA by J.-F. Card66p dnd
P. Comon [88] were given. Cardoso used algebraic methods, especiaky-oigter
cumulant tensors, which eventually led to the JADE algorithm [72].e Tke of
fourth-order cumulants has been earlier proposed by J.-L. Lacoume [REgignal
processing literature, classic early papers by the French group are [22Z80)$389].

A good source with historical accounts and a more complete list of referénces
[227].

In signal processing, there had been earlier approaches in the related problem of
blind signal deconvolution [114, 398]. In particular, the resutsdiin multichannel
blind deconvolution are very similar to ICA techniques.

The work of the scientists in the 1980's was extended by, among othets-
chocki and R. Unbehauen, who were the first to propose one of the pseseost
popular ICA algorithms [82, 85, 84]. Some other papers on ICA antasgeparation
from early 1990s are [57, 314]. The “nonlinear PCA’ approach was introdogétk
present authors in [332, 232]. However, until the mid-1990s, i€Aained a rather
small and narrow research effort. Several algorithms were proposed thiatdyor
usually in somewhat restricted problems, but it was not until laterttie@atigorous
connections of these to statistical optimization criteria were exposed.

ICA attained wider attention and growing interest after A.J. Bell and Ejhdsvski
published their approach based on the infomax principle [35, 36] inrige90’s.
This algorithm was further refined by S.-I. Amari and his co-workemsgitie natural
gradient[12], and its fundamental connections to maximum likelihoahatibn, as
well as to the Cichocki-Unbehauen algorithm, were established. A couplean
later, the present authors presented the fixed-point or FastICA algoi®i0, 192,
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197], which has contributed to the application of ICA to large-scalelprob due to
its computational efficiency.

Since the mid-1990s, there has been a growing wave of papers, wpssimad
special sessions devoted to ICA. The first international worksho@Amias held in
Aussois, France, in January 1999, and the second workshop followetén2D00
in Helsinki, Finland. Both gathered more than 100 researchers workingAmand
blind signal separation, and contributed to the transformation ofttiC#a established
and mature field of research.
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Random Vectors and
Independence

Inthis chapter, we review central concepts of probability theory, sitagjsnd random
processes. The emphasis is on multivariate statistics and random vediatters
that will be needed later in this book are discussed in more detail, imgudor
example, statistical independence and higher-order statistics. The readsuised
to have basic knowledge on single variable probability theoryhab fundamental
definitions such as probability, elementary events, and random variablesraliar.
Readers who already have a good knowledge of multivariate statistics ipamagt
of this chapter. For those who need a more extensive review or mimm@iation on
advanced matters, many good textbooks ranging from elementary ones to advanced
treatments exist. A widely used textbook covering probability, ramdariables, and
stochastic processes is [353].

2.1 PROBABILITY DISTRIBUTIONS AND DENSITIES

2.1.1 Distribution of a random variable

In this book, we assume that random variables are continuous-valuesksthted
otherwise. Theumulative distribution function (cdf), of a random variable: at
pointx = z; is defined as the probability that< zg:

Fy(zo) = Pz < x0) (2.1)

Allowing zy to change from-oc to oo defines the whole cdf for all values of
Clearly, for continuous random variables the cdf is a nonnegative awedsing
(often monotonically increasing) continuous function whose valeds lihe interval

15
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m

Fig. 2.1 A gaussian probability density function with meanand standard deviation.

0 < F,(z) < 1. From the definition, it also follows directly th#, (—oc) = 0, and
F,(+x) = 1.

Usually a probability distribution is characterized in terms of its dgrfanction
rather than cdf. Formally, therobability density function (pdf), (z) of a continuous
random variable: is obtained as the derivative of its cumulative distribution funttio

_ dF,(x)
T dx

Pa(T0) (2.2)

T=IQ

In practice, the cdf is computed from the known pdf by using the inveis¢éionship

Fuw) = [ pa(ede 2.3)
For simplicity, F, (x) is often denoted by'(x) andp. (x) by p(x), respectively. The
subscript referring to the random variable in question must be used wbnfusion
is possible.

Example 2.1 The gaussian (or normal) probability distribution is used in nwuasr
models and applications, for example to describe additive noise. Isitgéinction
is given by

Pe(@) = ——— exp (—ﬂ) (2.4)
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Here the parametern (mean) determines the peak point of the symmetric density
function, andr (standard deviation), its effective width (flatness or sharpness of the
peak). See Figure 2.1 for an illustration.

Generally, the cdf of the gaussian density cannot be evaluated in closedgiomgn
(2.3). The terml/v2no? in front of the density (2.4) is a normalizing factor that
guarantees that the cdf becomes unity whgn— oo. However, the values of the
cdf can be computed numerically using, for example, tabulated values of thre err
function

erf(z) = \/%_ﬁ /Ow exp (—52—2> d¢ (2.5)

The error function is closely related to the cdf of a normalized gaussiaritgefios
which the meamn = 0 and the variance? = 1. See [353] for details.

2.1.2 Distribution of a random vector

Assume now that is ann-dimensionatandom vector
X:(:Ela:E?v"' 7mn)T (26)

whereT denotes the transpose. (We take the transpose because all vectorsankhis b
are column vectors. Note that vectors are denoted by boldface lowercase)ldtters
components;, x», ... , x, Of the column vectoxk are continuous random variables.
The concept of probability distribution generalizes easily to such a randtor.
In particular, the cumulative distribution function »fis defined by
Fy(x0) = P(x < xq) (2.7)

where P(.) again denotes the probability of the event in parenthesesxand
some constant value of the random vectorThe notationk < x, means that each
component of the vector is less than or equal to the respective component of the
vectorxg. The multivariate cdf in Eq. (2.7) has similar properties to that ahgle
random variable. Itis a nondecreasing function of each component, with \gilugs
in the interval0 < Fy(x) < 1. When all the components &f approach infinity,
Fy(x) achieves its upper limit; when any component; — —oo, Fx(x) = 0.

The multivariate probability density functign (x) of x is defined as the derivative
of the cumulative distribution functiof (x) with respect to all components of the
random vectok:

0 0 0

~ Ox1 Oz Om,

Px(X0) (2.8)

Hence

FX(XU):/ px(x)dx:/ , / , / vn’px(x)d.rn...dmgdml
J —o0 J—o0 J—00 J —o0 (29)
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wherez ; is theith component of the vector,. Clearly,

+oo
/ px(x)dx =1 (2.10)
J —00
This provides the appropriate normalization condition that a trukivariate proba-
bility densitypy(x) must satisfy.

In many cases, random variables have nonzero probability density fusctity
on certain finite intervals. An illustrative example of such a case isptes below.

Example 2.2 Assume that the probability density function of a two-dimensional
random vectow = (z,y)" is

32-x)(z+y), €l0,2], yel0,1]
_ _ 7 9 P B 9

z\Z) = Pz y\T,Y) =
Pe(2) = Pay(2,9) {0, elsewhere
Let us now compute the cumulative distribution functionzof It is obtained by
integrating over botlr andy, taking into account the limits of the regions where the
density is nonzero. When either< 0 ory < 0, the density, (z) and consequently
also the cdf is zero. In the region where< » < 2 and0 < y < 1, the cdf is given

by

R = Foya) = [ [ 2 o+ nasay

1

_§T T+ *17‘27—7‘
—7.,y Tty 37 4.,y

In the region wherd) < =z < 2 andy > 1, the upper limit in integrating ovey
becomes equal to 1, and the cdf is obtained by insegtiag 1 into the preceding
expression. Similarly, in the regian > 2 and0 < y < 1, the cdf is obtained by
insertingz = 2 to the preceding formula. Finally, if both > 2 andy > 1, the
cdf becomes unity, showing that the probability dengifyz) has been normalized
correctly. Collecting these results yields

0, z<0ory <0

Say(r+y—i2? —tay), 0<2<20<y<l1
Fo(z) = 2a(1+ 32 — 12?), O<ae<2,y>1

2y(3 + 3v), r>20<y<1

1 x> 2andy > 1

2.1.3 Joint and marginal distributions

The joint distribution of two different random vectors can be handfed similar
manner. In particular, leg be another random vector having in general a dimension
m different from the dimension of x. The vector andy can be concatenated to
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a "supervectorz” = (x”,y7), and the preceding formulas used directly. The cdf
that arises is called thjeint distribution functionof x andy, and is given by

Fyy(x0,¥0) = P(x <%0,y < ¥o) (2.11)

Herex, andy, are some constant vectors having the same dimensioxnsady,
respectively, and Eq. (2.11) defines the joint probability of the exert x, and
y <¥yo.

Thejoint density functiomx y(x, y) of x andy is again defined formally by dif-
ferentiating the joint distribution functiof y (x,y) with respect to all components
of the random vectors andy. Hence, the relationship

X0 Yo
Frey (X0,¥0) = / / Dy (€, m)dndE (2.12)

holds, and the value of this integral equals unity when bgth+ co andy, — oc.
The marginal densitiepy(x) of x andpy (y) of y are obtained by integrating
over the other random vector in their joint density, (x, y):

Px(x) = /:)O Px,y (X, m)dn (2.13)
py(y) = / T (€, y)de (2.14)

Example 2.3 Consider the joint density given in Example 2.2. The marginal densi-
ties of the random variablasandy are

pe@) = [ Fe-ae+nay. zel.

2 +3z-2%) z€]0,2]
o elsewhere

_J3@2+3y), yelo1]
0, elsewhere

2.2 EXPECTATIONS AND MOMENTS

2.2.1 Definition and general properties

In practice, the exact probability density function of a vector or scalaegatandom
variable is usually unknown. However, one can use instead expectafisosne
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functions of that random variable for performing useful analyses anckgsing. A
great advantage of expectations is that they can be estimated directly fralatéhe
even though they are formally defined in terms of the density function.

Let g(x) denote any quantity derived from the random vectorThe quantity
g(x) may be either a scalar, vector, or even a matrix. €Rpectatiorof g(x) is
denoted by Eg(x)}, and is defined by

(o]

E{g(x)} = / g() P () dx (2.15)

— 00

Here the integral is computed over all the componenis ©he integration operation

is applied separately to every component of the vector or element of the matrix

yielding as a result another vector or matrix of the same sizg(xf = x, we get the

expectation Ex} of x; this is discussed in more detail in the next subsection.
Expectations have some important fundamental properties.

1. Linearity. Letx;,7 = 1,... ,m be a set of different random vectors, amgl
i =1,...,m, some nonrandom scalar coefficients. Then
E{) axi} =) aE{x;} (2.16)
i=1 i=1

2. Linear transformationLet x be anm-dimensional random vector, agd and
B some nonrandorh x m andm x [ matrices, respectively. Then

E{Ax} = AE{x}, E{xB}=E{x}B (2.17)

3. Transformation invarianceLety = g(x) be a vector-valued function of the
random vectok. Then

/OC ypy(y)dy = /OO g(x)px(x)dx (2.18)

J =00 J =00

Thus Ey} = E{g(x)}, even though the integrations are carried out over
different probability density functions.

These properties can be proved using the definition of the expectateatop
and properties of probability density functions. They are imporzuctvery helpful
in practice, allowing expressions containing expectations to be dietplivithout
actually needing to compute any integrals (except for possibly in thetese).

2.2.2 Mean vector and correlation matrix

Momentsf a random vectok are typical expectations used to characterize it. They
are obtained wheg(x) consists of products of componentsxof In particular, the
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first moment of a random vecteris called themean vectoim, of x. It is defined
as the expectation of:

o]

my = E{x} = / xXpx (x)dx (2.19)

J —oa
Each component,,, of then-vectormy is given by

[e.e] (o]

Tipx (x)dx = / TiPa, (xi)dx; (2.20)

J =00

ma, = E{a;} = /

J =00

wherep,, (z;) is the marginal density of thi#h component; of x. This is because
integrals over all the other componentsxofeduce to unity due to the definition of
the marginal density.

Another important set of moments consistofrelationsbetween pairs of com-
ponents ofx. The correlation;; between théth andjth component ok is given
by the second moment

rij = E{ziz;} :/ fﬂifﬂ_ipx(x)dXZ/ / TiTjP,a; (Tiy Tj)dzjda;
= —o0 J—o (2.21)

Note that correlation can be negative or positive.
Then x n correlation matrix

R, = E{xx"} (2.22)

of the vectorx represents in a convenient form all its correlationg, being the
elementin rowi and columnj of Ry.
The correlation matriRx has some important properties:

1. Itis asymmetrianatrix: R, = RI.
2. ltis positive semidefinite
a’Ryea >0 (2.23)

for all n-vectorsa. Usually in practiceR, is positive definite, meaning that
for any vector # 0, (2.23) holds as a strict inequality.

3. All the eigenvalues oR are real anchonnegativépositive if Ry is positive
definite). Furthermore, all the eigenvectorsR§ are real, and can always be
chosen so that they ansutually orthonormal

Higher-order moments can be defined analogously, but their discusspasts
poned to Section 2.7. Instead, we shall first consider the correspooelitigal and
second-order moments for two different random vectors.
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2.2.3 Covariances and joint moments

Central moments are defined in a similar fashion to usual moments, buteha
vectors of the random vectors involved are subtracted prior to comptlimex-
pectation. Clearly, central moments are only meaningful above the first.ofthe
guantity corresponding to the correlation mafitx, is called thecovariance matrix
C, of x, and is given by

Cy = E{(x — my)(x — m,)"} (2.24)
The elements
cij = E{(zi — my)(z; —my)} (2.25)

of then x n matrix C, are calledcovariancesand they are the central moments
corresponding to the correlations;; defined in Eq. (2.21).
The covariance matriC, satisfies the same properties as the correlation matrix
Rx. Using the properties of the expectation operator, it is easy to see that
R, = Cx + mxm. (2.26)

X

If the mean vectom, = 0, the correlation and covariance matrices become the
same If necessary, the data can easily be made zero mean by subtracting the
(estimated) mean vector from the data vectors as a preprocessing step.allss &
practice in independent component analysis, and thus in later chapters, plg sim
denote byCy the correlation/covariance matrix, often even dropping the subscript
for simplicity.

For a single random variable the mean vector reduces to its mean value=
E{z}, the correlation matrix to the second mome#itE}, and the covariance matrix
to thevarianceof z

o = E{(z —m,)’} (2.27)

The relationship (2.26) then takes the simple forfag =02 + m2.
The expectation operation can be extended for funciiggssy) of two different
random vectors andy in terms of their joint density:

Egy) = [ [ exypeytxy)iy dx (2.28)

The integrals are computed over all the componenisarfidy.
Of the joint expectations, the most widely used aredfoss-correlation matrix

R, = E{xy"} (2.29)

1in classic statistics, the correlation coefficiepts = ﬁ are used, and the matrix consisting of
“11Cg 7

them is called the correlation matrix. In this book, the etation matrix is defined by the formula (2.22),

which is a common practice in signal processing, neural oedsy and engineering.
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Fig.2.2 Anexample of negative covarianceFig. 2.3  An example of zero covariance be-
between the random variablesandy. tween the random variablasandy.

and thecross-covariance matrix
CXy = E{(X - mx)(y - my)T} (2.30)

Note that the dimensions of the vectar&indy can be different. Hence, the cross-
correlation and -covariance matrices are not necessarily square matrices, aaethey
not symmetric in general. However, from their definitions it follogasily that

R.y =RJ,, Cxy=Cl, (2.31)

If the mean vectors aof andy are zero, the cross-correlation and cross-covariance
matrices become the same. The covariance mélix, of the sum of two random
vectorsx andy having the same dimension is often needed in practice. It is easy to
see that

Cixty = Cx + Cxy + Cyx + Cy (2.32)

Correlations and covariances measure the dependence between the random vari-
ables using their second-order statistics. This is illustrated byolteniing example.

Example 2.4 Consider the two different joint distributions, , (z,y) of the zero
mean scalar random variablesandy shown in Figs. 2.2 and 2.3. In Fig. 2.2,
andy have a clear negative covariance (or correlation). A positive valuenodstly
implies thaty is negative, and vice versa. On the other hand, in the case of Fig. 2.3,
it is not possible to infer anything about the valueydfy observinge. Hence, their
covariance:,, ~ 0.
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2.2.4 Estimation of expectations

Usually the probability density of a random vectors not known, but there is often
available a set o samplesx;, xs, ... ,xg fromx. Using them, the expectation
(2.15) can be estimated by averaging over the sample using the fordd@ [
1 K
Elg(x)} ~ 2 D _s(x) (2.33)

J=1

For example, applying (2.33), we get for the mean veeigr of x its standard
estimator, thesample mean

| K
My = - ; X (2.34)

where the hat ovain is a standard notation for an estimator of a quantity.

Similarly, if instead of the joint densityx  (x,y) of the random vectors and
y, we knowK sample pairgxi,y1), (x2,¥2),- .-, (Xk,yx), We can estimate the
expectation (2.28) by

K
Elg(x,y)} ~ % > 805.)) (2.35)

j=1

For example, for the cross-correlation matrix, this yields the estimdtrmula

K
N 1 T
Ray = }7:; ;¥ (2.36)

Similar formulas are readily obtained for the other correlation type icegR x«,
Cxx, andCyy.

2.3 UNCORRELATEDNESS AND INDEPENDENCE

2.3.1 Uncorrelatedness and whiteness

Two random vectors andy areuncorrelatedf their cross-covariance matri,,
iS & zero matrix:

Cyy = E{(x —m,)(y —-my)"} =0 (2.37)
This is equivalent to the condition

Ryy = E{XyT} = E{X}E{yT} = mme (2.38)

Y
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In the special case of two different scalar random variablasdy (for example,
two components of a random vect;, » andy are uncorrelated if their covariance
Cay IS ZETO:

oy = E{(x —my)(y —my)} =0 (2.39)
or equivalently
rzy = E{zy} = E{z}E{y} = m,;m, (2.40)

Again, in the case of zero-mean variables, zero covariance is equivalent to zero
correlation.

Another important special case concerns the correlations between the congponent
of a single random vector given by the covariance matri®, defined in (2.24). In
this case a condition equivalent to (2.37) can never be met, because each camponen
of x is perfectly correlated with itself. The best that we can achieve is that elifter
components at are mutually uncorrelated, leading to the uncorrelatedness condition

Cy=E{(x my)(x my)’}=D (2.41)
HereD is ann x n diagonal matrix

D =diagci1, 22, -+ ,Cnn) = diaQ(Uil , 052, 0l (2.42)

T

whosen diagonal elements are the varianegs = E{(z; — m,,)’} = ¢;; of the
components; of x.

In particular, random vectors having zero mean and unit covariance (and hence
correlation) matrix, possibly multiplied by a constant variamée are said to be
white Thus white random vectors satisfy the conditions

my =0, Ry=Cyx=1I (2.43)

wherel is then x n identity matrix.
Assume now that an orthogonal transformation defined by ann matrix T is
applied to the random vectar. Mathematically, this can be expressed

y = Tx, whereT”T = TTT =1 (2.44)

An orthogonal matrixT' defines a rotation (change of coordinate axes) inrthe
dimensional space, preserving norms and distances. Assuming thathite, we
get

my, = E{Tx} = TE{x} = Tm, =0 (2.45)
and

C, = R, = E{Tx(Tx)"} = TE{xx"}T"
= TR, T =TT? =1 (2.46)
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showing thaty is white, too. Hence we can conclude that wgteness property is
preserved under orthogonal transformationn fact, whitening of the original data
can be made in infinitely many ways. Whitening will be discussed in metaild
in Chapter 6, because it is a highly useful and widely used preprocessipgnst
independent component analysis.

It is clear that there also exists infinitely many ways to decorrelate thygnati
data, because whiteness is a special case of the uncorrelatedness property.

Example 2.5 Consider the linear signal model
x=As+n (2.47)

wherex is ann-dimensional random or data vect@,ann x m constant matrixs
anm-dimensional random signal vector, anénn-dimensional random vector that
usually describes additive noise. The correlation matrix tfen becomes

R, = E{XXT} = E{(As +n)(As + n)T}
= E{Ass’ AT} + E{Asn”} + E{ns" AT} + E{un”}
= AE{ss"}JA" + AE{sn"} + E{ns"}JA" + E{nn"}
= AR, AT + AR, + Ry AT + Ry, (2.48)

Usually the noise vectat is assumed to have zero mean, and to be uncorrelated with
the signal vectos. Then the cross-correlation matrix between the signal and noise
vectors vanishes:

R.n = E{sn’} = E{s}E{n"} =0 (2.49)
Similarly, R,s = 0, and the correlation matrix of simplifies to
R, = ARAT + R, (2.50)

Another often made assumption is that the noise is white, which meagsHaer
the components of the noise vectoiare all uncorrelated and have equal variance
o2, so that in (2.50)

R, =o’1 (2.51)

Sometimes, for example in a noisy version of the ICA model (Chaptgrthé
components of the signal vectorre also mutually uncorrelated, so that the signal
correlation matrix becomes the diagonal matrix

D, = diagE{s?}, E{s},... ., E{s2}) (2.52)

wheresy, sa,.. . , s, are components of the signal vector Then (2.50) can be
written in the form

Ry, = ADA" + %1 = Z E{s?}a;a] + o°T (2.53)

i=1
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wherea; is theith column vector of the matriA.

The noisy linear signal or data model (2.47) is encountered frequensigiral
processing and other areas, and the assumptions maslamen vary depending
on the problem at hand. It is straightforward to see that the resultgeden this
example hold for the respective covariance matrices as well.

2.3.2 Statistical independence

A key concept that constitutes the foundation of independent componepsanial
statisticalindependenceFor simplicity, consider first the case of two different scalar
random variables andy. The random variable is independent of, if knowing the
value ofy does not give any information on the valuexofFor examplez andy can
be outcomes of two events that have nothing to do with each other, amasignals
originating from two quite different physical processes that are in ap related to
each other. Examples of such independent random variables are the value of a dice
thrown and of a coin tossed, or speech signal and background noiseatirigifrom
a ventilation system at a certain time instant.

Mathematically, statistical independence is defined in terms of probalditgid
ties. The random variablesandy are said to béndependenif and only if

Pay(2,Y) = p2()py (y) (2.54)

In words, the joint density, ,(x,y) of x andy must factorize into the product

of their marginal densitiep, (z) andp,(y). Equivalently, independence could be

defined by replacing the probability density functions in the defini{2.54) by the

respective cumulative distribution functions, which must also befaeble.
Independent random variables satisfy the basic property

E{g(2)h(y)} = E{g(=)}E{h(y)} (2.55)

whereg(z) andh(y) are any absolutely integrable functionsicindy, respectively.
This is because

Efo(hw)} = [ h / " @) h()pay (,y)dyd (2.56)

= [ s@pat)ds [ 1w, )y = Elg()ERRG))
Equation (2.55) reveals that statistical independence is a much strangerty than
uncorrelatedness. Equation (2.40), defining uncorrelatedness, isexbfaim the
independence property (2.55) as a special case whergjbottandh(y) are linear
functions, and takes into account second-order statistics (correlationgamances)
only. However, if the random variables have gaussian distributimiependence
and uncorrelatedness become the same thing. This very special propertgsibgau
distributions will be discussed in more detail in Section 2.5.

Definition (2.54) of independence generalizes in a natural way for more than
two random variables, and for random vectors. key,z, ... , be random vectors
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which may in general have different dimensions. The independence conftitio
X,y,%,...,isthen

Px,y.z. (XY, 2, ... ) = px(X)py (¥)pa(2) - .. (2.57)

and the basic property (2.55) generalizes to

E{ex(x)gy(y)8.(z) ... } = E{gx(x)}E{gy(y)}E{g.(2)} ...
(2.58)

wheregx (x), gy (y). andg,(z) are arbitrary functions of the random variablesy,
andz for which the expectations in (2.58) exist.

The general definition (2.57) gives rise to a generalization of the stdmddion
of statistical independence. The components of the random veet@ themselves
scalar random variables, and the same holds/fandz. Clearly, the components
of x can be mutually dependent, while they are independent with respect to the
components of the other random vectgrandz, and (2.57) still holds. A similar
argument applies to the random vectgrandz.

Example 2.6 First consider the random variablesindy discussed in Examples 2.2
and 2.3. The joint density af andy, reproduced here for convenience,

;(277‘)(7'_‘_1/)/ TE[OIQ],UE[Ovl]
0, elsewhere

pamy(xa y) = {

is not equal to the product of their marginal densitigéz) andp, (y) computed in
Example 2.3. Hence, Eq. (2.54) is not satisfied, and we conclude #raty are not
independent. Actually this can be seen directly by observing that thedemgity
fx.y(z,y) given above is not factorizable, since it cannot be written as a product of
two functionsg(z) andh(y) depending only on: andy.

Considerthen the joint density of a two-dimensional random vecter(z; , z»)”
and a one-dimensional random vecyot y given by [419]

(Z‘] + 31‘2):{/ T1,22 € [07 1]7 Y€ [O 1]
0, elsewhere

Pxy(X,y) = {
Using the above argument, we see that the random vextarsly are statistically
independent, but the componentsandz, of x are not independent. The exact
verification of these results is left as an exercise.

2.4 CONDITIONAL DENSITIES AND BAYES’' RULE

Thus far, we have dealt with the usual probability densities, joersities, and
marginal densities. Still one class of probability density functiomssists of con-
ditional densities. They are especially important in estimation theench will
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be studied in Chapter 4. Conditional densities arise when answerirfglibwing
guestion: “What is the probability density of a random vectagiven that another
random vectow has the fixed valug,?” Hereyy is typically a specific realization
of a measurement vectgr

Assuming that the joint densipk y (x, y) of x andy and their marginal densities
exist, theconditional probability density of giveny is defined as

Pxy (%, )
Pxly(X]y) = ——"~ (2.59)
x\y( | ) py(y)
This can be interpreted as follows: assuming that the random vegdies in the
regionyg <y < yo+Ay, the probability thak lies in the regiorx, < x < xg+Ax
iS x|y (X0|yo)Ax. Herexy andy, are some constant vectors, and bath andAy
are small. Similarly,

Pxy(X,Y)
«(ylx) = —=—="== 2.60
In conditional densities, the conditioning quantiyin (2.59) andx in (2.60), is
thought to be like a nonrandom parameter vector, even though it is gcéu@hdom
vector itself.

Example 2.7 Consider the two-dimensional joint densipy ,(z,y) depicted in
Fig. 2.4. For a given constant valug, the conditional distribution

ooy = Pe(0.y)

Hence, itis a one-dimensional distribution obtained by "slicing" tirt distribution
p(z,y) parallel to they-axis at the point: = z,. Note that the denominatpg () is
merely a scaling constant that does not affect the shape of the conditistnigludion
Py|=(y|To) as a function ofj.

Similarly, the conditional distributiom,, (=|yo) can be obtained geometrically
by slicing the joint distribution of Fig. 2.4 parallel to theaxis at the poiny = y,.
The resulting conditional distributions are shown in Fig. 2.5le valuery = 1.27,
and Fig. 2.6 fory, = —0.37.

From the definitions of the marginal densitiggx) of x andpy (y) of y givenin
Egs. (2.13) and (2.14), we see that the denominatorsin (2.59) &) &e obtained
by integrating the joint density y (x, y) over the unconditional random vector. This
also shows immediately that the conditional densities are true prdafyatehsities
satisfying

/ " iy (Ely)de = 1, / " py(mx)dn = 1 (2.61)

If the random vectors andy are statistically independent, the conditional density
Px|y(x|y) equals to the unconditional densjty(x) of x, sincex does not depend
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Fig. 2.4 A two-dimensional joint density of the random variableandy.

in any way ony, and similarlypy . (y|x) = py(y), and both Egs. (2.59) and (2.60)
can be written in the form
Pxy(X,¥) = px(%)py (¥) (2.62)

which is exactly the definition of independence of the random vegtarsdy.

In the general case, we get from Egs. (2.59) and (2.60) two differenéssipns
for the joint density ofk andy:

Px,y (X, ¥) = Py jx(¥[X)Px (X) = pxjy (X]¥)Py () (2.63)
From this, for example, a solution can be found for the density obnditioned on
x:
px\y(x|y)py (y)
Px (%)

where the denominator can be computed by integrating the numerator icaeges

py\x(y|x) = (264)

pelx) = [ " iy (xm)py (m)dn (2.65)

— 00
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Fig. 2.5 The conditional probability den- Fig. 2.6 The conditional probability den-
sity py . (y|z = 1.27). sity .|, (z|ly = —0.37).

Formula (2.64) (together with (2.65)) is callBayes’ rule This rule is important
especially in statistical estimation theory. There typically, (x|y) is the conditional
density of the measurement vecigwith y denoting the vector of unknown random
parameters. Bayes’ rule (2.64) allows the computation ofgtbsterior density
py|x(y|x) of the parameterg, given a specific measurement (observation) vector
and assuming or knowing thgior distributionpy (y) of the random parameteys
These matters will be discussed in more detail in Chapter 4.

Conditional expectations are defined similarly to the expectations defaméidr,
but the pdf appearing in the integral is now the appropriate canditidensity. Hence,
for example,

oo

E{g(xy)ly} = / &(€.¥)pary (E]y)dE (2.66)

This is still a function of the random vectgr, which is thought to be honrandom
while computing the above expectation. The complete expectation esfect to
bothx andy can be obtained by taking the expectation of (2.66) with respect to

E{g(x.y)} = E{E{g(x.¥)ly}} (2.67)

Actually, this is just an alternative two-stage procedure for compukia expectation
(2.28), following easily from Bayes’ rule.

2.5 THE MULTIVARIATE GAUSSIAN DENSITY

The multivariate gaussian or normal density has several special proplestiesake it
unigue among probability density functions. Due to its importaneeshall discuss
it more thoroughly in this section.
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Consider amr-dimensional random vectot. It is said to be gaussian if the
probability density function ok has the form

- 1 1 o
Px(X) = e (der o172 P <_§(X ~my) Gy (x —my)

) (2.68)

Recall thatn is the dimension ok, m, its mean, andC, the covariance matrix of
x. The notationlet A is used for the determinant of a matr in this caseCy. It
is easy to see that for a single random variab(e = 1), the density (2.68) reduces
to the one-dimensional gaussian pdf (2.4) discussed briefly in Exa2npleNote
also that the covariance mat®, is assumed strictly positive definite, which also
implies that its inverse exists.

It can be shown that for the density (2.68)

E{x} = m,, E{(x — my)(x — mx)T} = Cy (2.69)

Hence callingn, the mean vector an@, the covariance matrix of the multivariate
gaussian density is justified.

2.5.1 Properties of the gaussian density

In the following, we list the most important properties of theltivariate gaussian
density omitting proofs. The proofs can be found in many books;feeexample,
[353, 419, 407].

Only first- and second-order statistics are needed Knowledge of the mean
vectormy and the covariance matri€, of x are sufficient for defining the multi-
variate gaussian density (2.68) completely. Therefore, all the higlderaroments
must also depend only an, andC,. This implies that these moments do not carry
any novel information about the gaussian distribution. An impdrtansequence of
this fact and the form of the gaussian pdf is that linear processing netiasdd on
first- and second-order statistical information are usually optimafjéorssian data.
For example, independent component analysis does not bring out angévingpm-
pared with standard principal component analysis (to be discussed latgaufssian
data. Similarly, linear time-invariant discrete-time filters used in ctasttistical
signal processing are optimal for filtering gaussian data.

Linear transformations are gaussian If x is a gaussian random vector and
y = Ax its linear transformation, thep is also gaussian with mean vector, =
Am, and covariance matri€, = AC,A”. A special case of this result says that
any linear combination of gaussian random variables is itself gaussias.rdsilt
again has implications in standard independent component analysis: fiassible
to estimate the ICA model for gaussian data, that is, one cannot blieglyrate
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gaussian sources from their mixtures without extra knowledge dcfdabeces, as will
be discussed in Chapter 7.

Marginal and conditional densities are gaussian Consider now two random
vectorsx andy having dimensiona andm, respectively. Let us collect themin a
single random vectat” = (xT, yT) of dimension: + m. Its mean vectom, and
covariance matrixC, are

_(mMyx _ Cx ny
mz_(my>, cz_{cyx CJ (2.70)

Recall that the cross-covariance matrices are transposes of each@her:C/ ., .

Assume now that has a jointly gaussian distribution. It can be shown that the
marginal densitiepx (x) andpy (y) of the joint gaussian densip (z) are gaussian.
Also the conditional densitieg, |, andpy, aren- andm-dimensional gaussian
densities, respectively. The mean and covariance matrix of the conditiorgityden
Py|x are

m

x = My + nyC;] (x — my) (2.71)

y

Cyix = Cy — CyxC; ' Cyy (2.72)

Similar expressions are obtained for the meag,, and covariance matri€, |, of
the conditional density,|,,.

Uncorrelatedness and geometrical structure. We mentioned earlier that
uncorrelated gaussian random variables are also independeptoperty which is
not shared by other distributions in general. Derivation of this irtgyt result is left
to the reader as an exercise. If the covariance matgof the multivariate gaussian
density (2.68) is not diagonal, the componentxdre correlated. Sinc€, is a
symmetric and positive definite matrix, it can always be represented fortine

Cx=EDE" = Z Aiejel (2.73)
i=1

HereE is an orthogonal matrix (thatis, arotation) having asits colusne,, . .. , e,
then eigenvectors 0€,, andD = diag A\, A2, . .. , A,) is the diagonal matrix con-
taining the respective eigenvalugs of C,. Now it can readily be verified that
applying the rotation

u=E"(x —m,) (2.74)
2|tis possible, however, to separate temporally correl@edwhite) gaussian sources using their second-

order temporal statistics on certain conditions. Suchrtigles are quite different from standard indepen-
dent component analysis. They will be discussed in Chater 1
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to x makes the components of the gaussian distributianwficorrelated, and hence
also independent.

Moreover, the eigenvaluels and eigenvectors; of the covariance matrixC,
reveal the geometrical structure of the multivariate gaussian diststhuThe con-
tours of any pdf are defined by curves of constant values of the densiéy bivthe
equationpy(x) = constant. For the multivariate gaussian density, this is equivalent
to requiring that the exponent is a constant

(x —my)TC M (x —my) =¢ (2.75)
Using (2.73), it is easy to see [419] that the contours of the naultite gaussian
are hyperellipsoids centered at the mean veaiqr. The principal axes of the

hyperellipsoids are parallel to the eigenvecteysand the eigenvalues; are the
respective variances. See Fig. 2.7 for an illustration.

A

Fig. 2.7 lllustration of a multivariate gaussian probability dewgsi

2.5.2 Central limit theorem

Still another argument underlining the significance of the gaussiaribdison is
provided by the central limit theorem. Let

k
TE=) 2 (2.76)
i=1
be a partial sum of a sequengeg } of independent and identically distributed random
variablesz;. Since the mean and variancexgf can grow without bound as — oo,
consider instead af,, the standardized variables

g, = Sh " Maw (2.77)

Oz,
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wherem,, ando,, are the mean and variancexf.

It can be shown that the distribution g9f converges to a gaussian distribution
with zero mean and unit variance when- oc. This result is known as theentral
limit theorem. Several different forms of the theorem exist, where assumptions on
independence and identical distributions have been weakened. The central limi
theorem is a primary reason that justifies modeling of many random pheossen
gaussian random variables. For example, additive noise can often beeredsid
arise as a sum of a large number of small elementary effects, and is theretoadipat
modeled as a gaussian random variable.

The central limit theorem generalizes readily to independent and identically dis
tributed random vectors; having a common meam, and covariance matriC,,.
The limiting distribution of the random vector

k
i = % ;(zi ~my,) (2.78)

is multivariate gaussian with zero mean and covariance m@tyix

The central limit theorem has important consequences in independent component
analysis and blind source separation. A typical mixture, or componeiieofiata
vectorx, is of the form

m

T; = Z AijSj (279)

J=1

wherea;;, j = 1,...,m, are constant mixing coefficients ang, j = 1,... ,m,

are them unknown source signals. Even for a fairly small number of sources (say,
m = 10) the distribution of the mixture, is usually close to gaussian. This seems
to hold in practice even though the densities of the different sourcéardrem each
other and far from gaussianity. Examples of this property can be fouGtapter 8,

as well as in [149].

2.6 DENSITY OF A TRANSFORMATION

Assume now that botk andy aren-dimensional random vectors that are related by
the vector mapping

y = g(x) (2.80)

for which the inverse mapping

x=g '(y) (2.81)

exists and is unique. It can be shown that the dengity) of y is obtained from the
densitypy (x) of x as follows:

1
~ |det Jg(g ' (y

py(y) il px(g' (¥)) (2.82)
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HereJg is theJacobian matrix

9g91(x) 8g2(x) .. 9gn(x)
Ox1 Ox1 Ox1
9g91(x) 8g2(x) ..  9gn(x)
Jeo = | T (2.83)
Dor(x)  Bgr(x) . Dga(x)
Oxn Oxn Oxn

andg;(x) is thejth component of the vector functig(x).
In the special case where the transformation (2.80) is linear and naesirsp
thaty = Ax andx = A~ 'y, the formula (2.82) simplifies to

(A ly) (2.84)

py(Y) = | detA|px
If x in (2.84) is multivariate gaussian, thgralso becomes multivariate gaussian, as
was mentioned in the previous section.

Other kinds of transformations are discussed in textbooks of pililyabheory
[129, 353]. Forexample, the suns z:+y, wherer andy are statistically independent
random variables, appears often in practice. Because the transformation bdteveen t
random variables in this case is not one-to-one, the preceding results berapplied
directly. But it can be shown that the pdf efbecomes the convolution integral of
the densities of andy [129, 353, 407].

A special case of (2.82) that is important in practice is the so-called pildpab
integral transformation. I, (x) is the cumulative distribution function of a random
variablex, then the random variable

2= F,(z) (2.85)

is uniformly distributed on the interv@, 1]. This result allows generation of random
variables having a desired distribution from uniformly disti#di random numbers.
First, the cdf of the desired density is computed, and then the invarsgformation
of (2.85) is determined. Using this, one gets random variabledth the desired
density, provided that the inverse transformation of (2.85) can bguted.

2.7 HIGHER-ORDER STATISTICS

Up to this point, we have characterized random vectors primarily usiiggbcond-
order statistics. Standard methods of statistical signal processingsed bn uti-
lization of this statistical information in linear discrete-time sysseffiheir theory is
well-developed and highly useful in many circumstances. Neverthelesdintiied
by the assumptions of gaussianity, linearity, stationarity, etc.

From the mid-1980s, interest in higher-order statistical methodaréo grow
in the signal processing community. At the same time, neural netwakarbe
popular with the development of several new, effective learning paradignbasic
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idea in neural networks [172, 48] is distributed nonlinear processfritpe input
data. A neural network consists of interconnected simple computationalaatied
neurons. The output of each neuron typically depends nonlinearly onptgs.
These nonlinearities, for example, the hyperbolic tangent(tgnhalso implicitly
introduce higher-order statistics for processing. This can be seenganding the
nonlinearities into their Taylor series; for example,

1 3 2 5
tanh(u) = u Y + TEY (2.86)
The scalar quantity: is in many neural networks the inner product w”x of the
weight vectow of the neuron and its input vectar Inserting this into (2.86) shows
clearly that higher-order statistics of the components of the vectoe involved in
the computations.

Independent component analysis and blind source separation requirestbé us
higher-order statistics either directly or indirectly via nonlineasti Therefore, we
discuss in the following basic concepts and results that will be needsd lat

2.7.1 Kurtosis and classification of densities

In this subsection, we deal with the simple higher-order statistfcane scalar
random variable. In spite of their simplicity, these statistics arbligigseful in many
situations.

Consider a scalar random variablavith the probability density functiop,. ().
Thejth momenty; of z is defined by the expectation

o =El}= [ @n@de  j=12.. (2.87)
and thejth central moment; of = respectively by
Wi :E{(mfal)j} = / (ffm7)7p7(£)d€ j=1,2, ...
J—oo (2.88)

The central moments are thus computed around the meanf z, which equals
its first momentn;. The second moment, = E{z?} is the average power af.
The central momentg, = 1 andu; = 0 are insignificant, while the second central
momentu, = o2 is the variance of..

Before proceeding, we note that there exist distributions for whitlhe mo-
ments are not finite. Another drawback of moments is that knowing theza dot
necessarily specify the probability density function uniquely. Faataly, for most
of the distributions arising commonly all the moments are finite thed knowledge
is in practice equivalent to the knowledge of their probability der{Sityp].

The third central moment

ps = E{(z —ma,)"} (2.89)
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is called theskewness It is a useful measure of the asymmetricity of the pdf. It
is easy to see that the skewness is zero for probability densities thatraneetric
around their mean.

Consider now more specifically fourth-order moments. Higher thartticander
moments and statistics are used seldom in practice, so we shall not diseoss t
The fourth momenty, = E{z*} is applied in some ICA algorithms because of its
simplicity. Instead of the fourth central momemt = E{(x — m,)*}, the fourth-
order statistics called thleurtosisis usually employed, because it has some useful
properties not shared by the fourth central moment. Kurtosis willdreveld in the
next subsection in the context of the general theory of cumulantst isudiscussed
here because of its simplicity and importance in independent componersiaraaiyg
blind source separation.

Kurtosis is defined in the zero-mean case by the equation

kurt(z) = E{z*} — 3[E{2*}]? (2.90)
Alternatively, the normalized kurtosis

_ E{z*}

(1) = ———= — 291

k(x) EEaE 3 (2.91)
can be used. For whitened datéz2} = 1, and both the versions of the kurtosis
reduce to

kurt(z) = &(z) = E{z*} -3 (2.92)

This implies that for white data, the fourth momer{tzE} can be used instead of the
kurtosis for characterizing the distribution of Kurtosis is basically a normalized
version of the fourth moment.

A useful property of kurtosis is its additivity. It andy are two statistically
independent random variables, then it holds that

kurt(z + y) = kurt(z) + kurt(y) (2.93)

Note that this additivity property does not hold for the fourthmemt, which shows
an important benefit of using cumulants instead of moments. Also, fosaaar
parameteg,

kurt(Bz) = B*kurt(x) (2.94)

Hence kurtosis is not linear with respect to its argument.

Another very important feature of kurtosis is that it is the simplstistical
guantity for indicating the nongaussianity of a random variable. It @ashiown that
if  has a gaussian distribution, its kurtosis Kujtis zero. This is the sense in which
kurtosis is “normalized” when compared to the fourth moment, whictoizero for
gaussian variables.

A distribution having zero kurtosis is called mesokurtic in statitliterature.
Generally, distributions having a negative kurtosis are said tsuiaussiar{or
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Fig. 2.8 Example of a zero-mean uniform density.

platykurtic in statistics). If the kurtosis is positive, the resfive distribution is
calledsupergaussiaffor leptokurtic). Subgaussian probability densities tend to be
flatter than the gaussian one, or multimodal. A typical supergaussiamlytity
density has a sharper peak and longer tails than the gaussian pdf.

Kurtosis is often used as a quantitative measure of the nongaussiaitgndom
variable or signal, but some caution mustthen be taken. The reasorttstkattosis
of a supergaussian signal can have a large positive value (the maxamnuofimity in
principle), but the negative value of the kurtosis of a subgaussgaral is bounded
below so that the minimum possible value-i€ (when variance is normalized to
unity). Thus comparing the nongaussianity of supergaussian andssgign signals
with each other using plain kurtosis is not appropriate. Howeverpkigtcan be
used as a simple measure of nongaussianity if the signals to be compadtae
same type, either subgaussian or supergaussian.

In computer simulations, an often used subgaussian distributidreisriform
distribution Its pdf for a zero-mean random variahlés

1
_Jsa TE [—a,a 295
P+(2) {0, elsewhere (2.95)

where the parameter determines the width (and height) of the pdf; see Fig. 2.8.
A widely used supergaussian distribution is thaplacian or doubly exponential
distribution. Its probability density (again assuming zero mean) is

pe(x) = %exp(—/\\w\) (2.96)
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Fig. 2.9 Examples of a Laplacian density.

The only parametex > 0 determines both the variance and the height of the peak of
the Laplacian density. It is easy to see that increasing the paramdémreases the
variance of the Laplacian distribution and makes its peak val@eatz = 0 higher;
see Fig. 2.9.

Both the uniform and Laplacian density can be obtained as special cases of the
generalized gaussian or exponential power family of pdf's [53, 256]. gdreral
expression of the densities belonging to this family is (for zero mean)

_ R )
pz () = Cexp < E{[71] (2.97)
The positive real-valued power determines the type of distribution, addis a
scaling constant which normalizes the distribution to unit area (seg. [5The
expectation in the denominator is a normalizing constant as well.) lpdnameter

v = 2, the usual gaussian density is obtained. The choieel yields the Laplacian
density, andv — oo the uniform density. The parameter values 2 in (2.97)
give rise to supergaussian densities, and 2 to subgaussian ones. Impulsive-type
distributions are obtained from (2.97) wher< v < 1.

2.7.2 Cumulants, moments, and their properties

Now we proceed to the general definition of cumulants. Assumeathigta real-
valued, zero-mean, continuous scalar random variable with probabilitytgéunsc-
tion p, (x).
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The firstcharacteristic functionp(w) of z is defined as the continuous Fourier
transform of the pdp,. (x):

o

o) = E{exp(wn)} = [ exp(awaps (a)ds (2.98)
wherey) = /-1 andw is the transformed variable correspondingito Every
probability distribution is uniquely specified by its characteristindtion, and vice
versa [353]. Expanding the characteristic functigfw) into its Taylor series yields
[353, 149]

[e%e} oo ’Ek w k oo w k
o) = [ (Z' o) >pm<m>dm=§E{z’“}%

YT \k=0

(2.99)

Thus the coefficient terms of this expansion are momefi$ Eof z (assuming that
they exist). For this reason, the characteristic funcfién) is also called thenoment
generating function

Itis often desirable to use tisecond characteristic functiaf(w) of , orcumulant
generating functioffior reasons to be discussed later in this section. This function is
given by the natural logarithm of the first characteristic function&2.9

9(w) = In(p(w)) = In(Efexp(wz)}) (2.100)

The cumulantsk;, of x are defined in a similar way to the respective moments as
the coefficients of the Taylor series expansion of the second characteuistigohn
(2.100):

n k
Jw
dw) =Y o k!) (2.101)
k=0
where thekth cumulant is obtained as the derivative
. dRo(w
ke = ()" f(k ) (2.102)
w™ w=0
For a zero mean random variahkiethe first four cumulants are
k1 =0, ky=E{2?}, k3=E{z*}, and (2.103)

ki = E{a'} - 3[E{«*})”

Hence the first three cumulants are equal to the respective moments, andrtihe f
cumulantx, is recognized to be the kurtosis defined earlier in (2.90).

We list below the respective expressions for the cumulants when the B{edn
of z is nonzero [319, 386, 149].

k1 = E{z}
ks = Ela?} — [E{z )P
k3 = E{2®} — 3E{z” }E{z} + 2[E{z}]? (2.104)

ki = Efa'} — 3[E{e?})? — 4E{+*}E{x} + 12E{a* }[E{x}]* — 6[E{a})’
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These formulas are obtained after tedious manipulations of the second ehati@ct
function¢(w). Expressions for higher-order cumulants become increasingly cample
[319, 386] and are omitted because they are applied seldom in practice.

Consider now briefly the multivariate case. bebe a random vector ang, (x)
its probability density function. The characteristic functiorkab again the Fourier
transform of the pdf

(o]

p(w) = Elexp(wx)} = [ explumips(x)dx (2.105)

— 00

wherew is now a row vector having the same dimensiorxagnd the integral is
computed over all components®f The moments and cumulantsxofire obtained
in a similar manner to the scalar case. Hence, momentsaoé coefficients of the
Taylor series expansion of the first characteristic functidw ), and the cumulants
are the coefficients of the expansion of the second characteristic fungion=
In(p(w)). In the multivariate case, the cumulants are often calteds-cumulants
in analogy to cross-covariances.

It can be shown that the second, third, and fourth order cumulants fooaresan
random vectok are [319, 386, 149]

cum(z;, z;) =E{z;z;}
cumz;, z;, xy) =E{z;z;z1}
cumz;, z;, xx, v) =E{z;z;zr2} — E{z;z; }E{zrzi} (2.106)
— E{zizi}E{z;z;} — E{z;z;}E{z;zs}

Hence the second cumulant is equal to the second morent |, which in turnis
the correlation-;; or covariance:;; between the variables andz;. Similarly, the
third cumulant curtz;, z;, z) is equal to the third moment{&;z;x; }. However,
the fourth cumulant differs from the fourth momen{sgz;x,z;} of the random
variablese;, z;, z, andz;.

Generally, higher-order moments correspond to correlations used in secoed
statistics, and cumulants are the higher-order counterparts of covariamBh.
moments and cumulants contain the same statistical information, becauskctsm
can be expressed in terms of sums of products of moments. Itis ustefiyable to
work with cumulants because they presentin a clearer way the additionahiztion
provided by higher-order statistics. In particular, it can be showndiaiulants have
the following properties not shared by moments [319, 386].

1. Letx andy be statistically independent random vectors having the same
dimension, then the cumulant of their surns x + y is equal to the sum of the
cumulants ofk andy. This property also holds for the sum of more than two
independent random vectors.

2. If the distribution of the random vector or process multivariate gaussian,
all its cumulants of order three and higher are identically zero.
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Thus higher-order cumulants measure the departure of a random vectoa fyaus-
sian random vector with an identical mean vector and covariance matrix. This
property is highly useful, making it possible to use cumulantseiracting the
nongaussian part of a signal. For example, they make it possibledoegdditive
gaussian noise corrupting a nongaussian signal using cumulants.

Moments, cumulants, and characteristic functions have several othesrfiesp
which are not discussed here. See, for example, the books [149, 319pB&G)re
information. However, it is worth mentioning that both moments andhulants
have symmetry properties that can be exploited to reduce the compatdtiad in
estimating them [319].

For estimating moments and cumulants, one can apply the procedureicechich
Section 2.2.4. However, the fourth-order cumulants cannot be estimiagady, but
one must first estimate the necessary moments as is obvious from)(2Pr@6tical
estimation formulas can be foundin [319, 315].

A drawback in utilizing higher-order statistics is that reliable estiorabf higher-
order moments and cumulants requires much more samples than for secend-ord
statistics [318]. Another drawback is that higher-order statistics earely sensitive
to outliers in the data (see Section 8.3.1). For example, a few datdesahgving the
highest absolute values may largely determine the value of kurtosgherHbrder
statistics can be taken into account in a more robust way by using theneanl|
hyperbolic tangent functiotanh(u), whose values always lie in the interyal1, 1),
or some other nonlinearity that grows slower than linearly with itaiargnt value.

2.8 STOCHASTIC PROCESSES *

2.8.1 Introduction and definition

In this sectiort we briefly discuss stochastic or random processes, defining what
they are, and introducing some basic concepts. This material is not neeblasién
independent component analysis. However, it forms a theoretical baddiridr
source separation methods utilizing time correlations and temporahiatoon in
the data, discussed in Chapters 18 and 19. Stochastic processes are dealt with
more detail in many books devoted either entirely or partly to the topée for
example [141, 157, 353, 419].

In short, stochastic or random processes are random functions of tioehaStic
processes have two basic characteristics. First, they are functiomefdefined
on some observation interval. Second, stochastic processes are rand@nsémse
that before making an experiment, it is not possible to describe exaetlyaveform
that is observed. Due to their nature, stochastic processes are well suiteel t
characterization of many random signals encountered in practical applicatiohs, su
as voice, radar, seismic, and medical signals.

3An asterisk after the section title means that the sectioncige advanced material that may be skipped.
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Fig. 2.10 Sample functions of a stochastic process.

Figure 2.10 shows an example of a scalar stochastic process represened by t
set of sample functionéz;(t)}, 7 = 1,2,... ,n. Assume that the probability of
occurrence of theth sample functior;(¢) is P;, and similarly for the other sample
functions. Suppose then we observe the set of wavef¢uy@)}, j = 1,2,... ,n,
simultaneously at some time instant ¢;, as shown in Figure 2.10. Clearly, the
values{z;(t1)}, j = 1,2,...,n of then waveforms at timeg; form a discrete
random variable withh possible values, each having the respective probability of
occurrence?;. Consider then another time instant t¢,. We obtain again a random
variable{z; (fg)} which may have a different distribution thdum; (¢1)}.

Usually the number of possible waveforms arising from an experiménfinitely
large due to additive noise. At each time instant a continuous randaatighaving
some distribution arises instead of the discrete one discussed aboweveét, the
time instantsty, ¢2, ..., on which the stochastic process is observed are discrete
due to sampling. Usually the observation intervals are equispaced, anektliting
samples are represented using integer indigé$) = z; (t1), z;(2) =x;(t2),... for
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notational simplicity. As a result, a typical representation for a sietib process
consists of continuous random variables at discrete (integer) tirteniiss

2.8.2 Stationarity, mean, and autocorrelation function

Consider a stochastic proce§s;(t)} defined at discrete times, t», ... ,t;. For
characterizing the procegs;(t)} completely, we should know the joint probability
density of all the random variablés ; (1)}, {z; (t2)}, ..., {z;(tx)}. The stochastic
process is said to bstationary in the strict sens# its joint density is invariant
under time shifts of origin. That is, the joint pdf of the procespehds only on the
differences; — t; between the time instants, ¢», . .. , ¢ but not directly on them.

In practice, the joint probability density is not known, and its eation from
samples would be too tedious and require an excessive humber of samgrei$ ev
they were available. Therefore, stochastic processes are usually charactegredin
of their first two moments, namely the mean and autocorrelation or autoaoeari
functions. They give a coarse but useful description of the digioh. Using
these statistics is sufficient for linear processing (for example filggof stochastic
processes, and the number of samples needed for estimating them remains teasonab

Themean functiorof the stochastic procegs (¢)} is defined

ma(®) = E{a0)} = [ 2(Opan =)z (0 (2.107)

Generally, this is a function of time However, when the proce$s(t)} is stationary,

the probability density functions of all the random variables cowasing to different

time instants become the same. This common pdf is denoted (ay. In such a

case, the mean function, (¢) reduces to a constant mear. independent of time.
Similarly, thevariance functiorof the stochastic proceg$s(t)}

72(0) = Ela0) —m, 0P} = [ () = ma0 g weiat)

becomes a time-invariant constarjtfor a stationary process.
Other second-order statistics of a random prodess) } are defined in a similar
manner. In particular, thautocovariance functioof the proces$z(¢)} is given by

a(t,7) = coVfa(t), 2(t — 7)] = E{[w(t) — m (8)][a(t —7) — ma(t — 7))}
(2.109)

The expectation here is computed over the joint probability densithefandom
variablese(t) andz(t — 1), wherer is the constant time lag between the observation
timest andt — 7. For the zero lag = 0, the autocovariance reduces to the variance
function (2.108). For stationary processes, the autocovariance fan@in09) is
independent of the time but depends on the lag ¢, (t,7) = ¢, (7).

Analogously, theautocorrelation functiorof the procesgz(t)} is defined by

ro(t, 7) = E{x(t)x(t — 1)} (2.110)
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If {z(t)} is stationary, this again depends on the timedamnly: r, (¢, 7) = r, (7).
Generally, if the mean functiom., (¢) of the process is zero, the autocovariance and
autocorrelation functions become the same. If thedag 0, the autocorrelation
function reduces to the mean-square functift, 0) = E{z?(¢)} of the process,
which becomes a constant(0) for a stationary procesge(t)}.

These concepts can be extended for two different stochastic processes
and{y(t)} in an obvious manner (cf. Section 2.2.3). More specifically,dfvss-
correlation functionr,, (¢, 7) and thecross-covariance function,, (¢, 7) of the
processe$z(t)} and{y(¢)} are, respectively, defined by

ray(t,7) = E{a(t)y(t — 7)} (2.111)

Cay(t,7) = E{[2(t) — ma (D]ly(t — 7) —my (t — 7))}
(2.112)

Several blind source separation methods are based on the use of crosaroevar
functions (second-order temporal statistics). These methods wilideeigbed in
Chapter 18.

2.8.3 Wide-sense stationary processes

A very important subclass of stochastic processes consistglefsense stationary
(WSS) processes, which are required to satisfy the following pragzerti

1. The mean functiom,(t) of the process is a constant, for all ¢.

2. The autocorrelation function is independent of a time shift:E)z(t — 7)}
=r.(7) forall t.

3. The variance, or the mean-square vaty€)) = E{z?(t)} of the process is
finite.

The importance of wide-sense stationary stochastic processes stentsvrdacts.
First, they can often adequately describe the physical situation. Manyigalact
stochastic processes are actually at least mildly nonstationary, meaninfefrat
statistical properties vary slowly with time. However, such processesiarally
on short time intervals roughly WSS. Second, it is relatively easy velde useful
mathematical algorithms for WSS processes. This in turn follows fionitihg their
characterization by first- and second-order statistics.

Example 2.8 Consider the stochastic process
z(t) = acos(wt) + bsin(wt) (2.113)

wherea andb are scalar random variables anda constant parameter (angular
frequency). The mean of the process) is

m,(t) = E{z(t)} = E{a} cos(wt) + E{b} sin(wt) (2.114)
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and its autocorrelation function can be written

r.(t,7) = E{z(t)z(t — 1)}

_ %E{GQ}[cos(w(Qt — 7)) + cos(—wr)]

+ %E{bQ}[— cos(w(2t — 7)) + cos(—wT)]
+ E{ab}[sin(w(2t — 7)] (2.115)

where we have used well-known trigonometric identities. Clearly,piocess:(t)
is generally nonstationary, since both its mean and autocorrelationdasaepend
on the timef.

However, if the random variablesandb are zero mean and uncorrelated with
equal variances, so that

E{a} =E{b} =E{ab} =0  E{a?} = E{p*}

the mean (2.114) of the process becomes zero, and its autocorrelationrfiyActits)
simplifies to
7. (1) = E{a’} cos(wT)

which depends only on the time lag Hence, the process is WSS in this special case
(assuming that E?} is finite).

Assume now thafz(t)} is a zero-mean WSS process. If necessary, the process
can easily be made zero mean by first subtracting its mean It is sufficient to
consider the autocorrelation functiep(r) of {x(¢)} only, since the autocovariance
functionc, (7) coincides with it. The autocorrelation function has certain properties
that are worth noting. First, it is an even function of the time#ag

Te(—T) = 14(7) (2.116)

Another property is that the autocorrelation function achieves its maximbsolute
value for zero lag:

—r,(0) <7 (1) <1y (0) (2.117)

The autocorrelation function, (7) measures the correlation of random variables
z(t) andz(t — 7) that arer units apart in time, and thus provides a simple measure
for the dependence of these variables which is independent of the tioe to the
WSS property. Roughly speaking, the faster the stochastic proceasatieetwith
time around its mean, the more rapidly the values of the autocorrelatiartion
r.(7) decrease from their maximum (0) ast increases.

Using the integer notation for the sampleg) of the stochastic process, we can
represent the last + 1 samples of the stochastic process at timesing the random
vector

x(n) = [z(n),z(n — 1),... ,z(n — m)]T (2.118)
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Assuming that the values of the autocorrelation functigi®), 7, (1), ... , 7, (m) are
known up to a lag ofn. samples, thém + 1) x (m + 1) correlation (or covariance)
matrix of the proces$z(n)} is defined by

7. (0) r2(1) r(2) e (m)
re(1) r.(0) re(1) re(m—1)
Rx - .
. . (2.119)
re(m) ry(m—-1) r;(m—-2) --- r(0

The matrixRx satisfies all the properties of correlation matrices listed in Section
2.2.2. Furthermore, it is a Toeplitz matrix. This is generally defireethat on each
subdiagonal and on the diagonal, all the elements of Toeplitz matrix arsatine.
The Toeplitz property is helpful, for example, in solving linear egpreg, enabling
use of faster algorithms than for more general matrices.

Higher-order statistics of a stationary stochastic proe€s$ can be defined in an
analogous manner. In particular, the cumulants(ef) have the form [315]

cum,, () = E{a(i)=(i +5)}
CUMy,. (4, k) = E{z(i)z(i + j)z(i + k)} (2.120)
CUM,.. (4, k, 1) = E{z())z(i + j)z(i + k)z(i + 1)}
— E{(i)r () ELe () (D)} — Efe(@)a (k) }E{z()a(D)}
~ (i) ()} () ()}

These definitions correspond to the formulas (2.106) given earlieafgeneral
random vectok. Again, the second and third cumulant are the same as the respective
moments, but the fourth cumulant differs from the fourth moment(©) = (i+j) = (i+

k)x(i +1)}. The second cumulant cum(j) is equal to the autocorrelation (j)

and autocovariance, (7).

2.8.4 Time averages and ergodicity

In defining the concept of a stochastic process, we noted that at each fixed time
instantt = ¢, the possible values(t,) of the process constitute a random variable
having some probability distribution. An important practical Ipleim is that these
distributions (which are different at different times if the processadsstationary)
are not known, at least not exactly. In fact, often all that we have is pessample of
the process corresponding to each discrete time index (since time canstopiped
to acquire more samples). Such a sample sequence is catésdization of the
stochastic process. In handling WSS processes, we need to know in mosirdgses
the mean and autocorrelation values of the process, but even they are ditemuan

A practical way to circumvent this difficulty is to replace the usual expectatid
the random variables, callethsemble averaggdsy long-term sample averagegione
averagezomputed from the available single realization. Assume that this realizat
containsK samplesi(1),z(2),... ,z(K). Applying the preceding principle, the
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mean of the process can be estimated using its time average

K

1, (K) = % > a(k) (2.121)
k=1

and the autocorrelation function for the lag valuesing

R 1 K—I

o (I, K) = . kz_:] z(k 4+ 1)z(k) (2.122)
The accuracy of these estimates depends on the numbsrsamples. Note also
that the latter estimate is computed over #ie- [ possible sample pairs having the
lag! that can be found from the sample set. The estimates (2.122) are uniuased,
if the number of paird{ — [ available for estimation is small, their variance can be
high. Therefore, the scaling factéf — [ of the sum in (2.122) is often replaced by
K in order to reduce the variance of the estimated autocorrelation vajues<),
even though the estimates then become biased [169]K As oc, both estimates
tend toward the same value.

The stochastic process is calledjodicif the ensemble averages can be equated
to the respective time averages. Roughly speaking, a random processdevigh
respect to its mean and autocorrelation function if it is stationary. A migoEous
treatment of the topic can be found for example in [169, 353, 141].

For mildly nonstationary processes, one can apply the estimation Fasr(1121)
and (2.122) by computing the time averages over a shorter time inthriag which
the process can be regarded to be roughly WSS. It is important to kegpnthi
mind. Sometimes formula (2.122) is applied in estimating the autelation values
without taking into account the stationarity of the process. The camesegs can
be drastic, for example, rendering eigenvectors of the correlation m&ri9)
useless for practical purposes if ergodicity of the process is in realityssly invalid
assumption.

2.8.5 Power spectrum

A lot of insight into a WSS stochastic process is often gained by repiiagahin
the frequency domain. Theower spectrunor spectral densitpf the process:(n)
provides such a representation. It is defined as the discrete Fourieotrarsfthe
autocorrelation sequeneg(0), r,(1),...:

(o]

Se(w) = Y ra(k)exp(—jkw) (2.123)

k=—00

where ) = /—1 is the imaginary unit andv the angular frequency. The time
domain representation given by the autocorrelation sequence of the process can
be obtained from the power spectrufp(w) by applying the inverse discrete-time
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Fourier transform

re (k) = % / Sz (w) exp(gkw)dw, E=12,...
S (2.124)

Itis easy to see that the power spectrum (2.123) is always real-valuedaenka,
periodic function of the angular frequengy Note also that the power spectrum is a
continuous function of, while the autocorrelation sequence is discrete. In practice,
the power spectrum must be estimated from a finite number of autocasrelaiiues.

If the autocorrelation values, (k) — 0 sufficiently quickly as the lag grows large,
this provides an adequate approximation.

The power spectrum describes the frequency contents of the stochastisgro
showing which frequencies are present in the process and how much power they
possess. For a sinusoidal signal, the power spectrum shows a sharptpiésak
oscillating frequency. Various methods for estimating power spectrdiaceissed
thoroughly in the books [294, 241, 411].

Higher-order spectra can be defined in a similar manner to the power spectrum
as Fourier transforms of higher-order statistics [319, 318]. Gontro the power
spectra, they retain information about the phase of signals, and hamd foany
applications in describing nongaussian, nonlinear, and nonmininhasepsignals
[318, 319, 315].

2.8.6 Stochastic signal models

A stochastic process whose power spectrum is constant for all frequenisiealled
white noise Alternatively, white noise)(n) can be defined as a process for which
any two different samples are uncorrelated:

k=0

2
Oy

ry (k) = E{v(n)v(n — k)} = {

Hereo? is the variance of the white noise. It is easy to see that the power spectrum
of the white noise isS,(w) = o2 for all w, and that the formula (2.125) follows
from the inverse transform (2.124). The distribution of thedam variablev(n)
forming the white noise can be any reasonable one, provided that thdesaanp
uncorrelated at different time indices. Usually this distribution isuased to be
gaussian. The reason is that white gaussian noise is maximally randonséecsu
two uncorrelated samples are also independent. Furthermore, such a roaiesspr
cannot be modeled to yield an even simpler random process.

Stochastic processes or time series are frequently modeled in teeatooégres-
sive (AR) processed hey are defined by the difference equation

z(n) = — Z a;z(n —1i) +v(n) (2.126)
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wherewv(n) is a white noise process, angl, . .. ,a)s are constant coefficients (pa-
rameters) of the AR model. The model ordérgives the number of previous samples
on which the current value(n) of the AR process depends. The noise teim)
introduces randomness into the model; without it the AR model wbelcompletely
deterministic. The coefficients,, ... ,ay; of the AR model can be computed us-
ing linear techniques from autocorrelation values estimated from the aleadata
[419, 241, 169]. Since the AR models describe fairly well many natwoghsstic
processes, for example, speech signals, they are used in many applicatit@8. |
and BSS, they can be used to model the time correlations in each source process
s;(t). This sometimes improves greatly the performance of the algorithms.

Autoregressive processes are a special casautifregressive moving average
(ARMA)processes described by the difference equation

z(n) + Z a;x(n —i) =v(n) + Z biv(n —1i) (2.127)

Clearly, the AR model (2.126) is obtained from the ARMA model (2)1&hen
the moving average (MAgoefficientsh,, ... , by are all zero. On the other hand,
if the AR coefficientss; are all zero, the ARMA process (2.127) reduces to a MA
process of ordetN. The ARMA and MA models can also be used to describe
stochastic processes. However, they are applied less frequently, becans¢i@st

of their parameters requires nonlinear techniques [241, 419, 411]. SAppleadix

of Chapter 19 for a discussion of the stability of the ARMA model d@ndiiilization

in digital filtering.

2.9 CONCLUDING REMARKS AND REFERENCES

In this chapter, we have covered the necessary background on the theorgdaifran
vectors, independence, higher-order statistics, and stochastic procesgies. that
are needed in studying independent component analysis and blind sourcisapar
have received more attention. Several books that deal more thorougtiythvei
theory of random vectors exist; for example, [293, 308, 353]. Stdthpocesses
are discussed in [141, 157, 353], and higher-order statistics ir].[386

Many useful, well-established techniques of signal processing, statiatid other
areas are based on analyzing random vectors and signals by means of their first- and
second-order statistics. These techniques have the virtue that thesuaiéy fairly
easy to apply. Typically, second-order error criteria (for example, the regaare
error) are used in context with them. In many cases, this leads to linegiosslthat
are simple to compute using standard numerical techniques. On the atigcrdne
can claim that techniques based on second-order statistics are optimal fdagauss
signals only. This is because they neglect the extra informatioraowt in the
higher-order statistics, which is needed in describing nongaussian deé&pdndent
component analysis uses this higher-order statistical informationisathe reason
for which it is such a powerful tool.
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Problems

2.1 Derive arule for computing the values of the cdf of the single vagighlussian
(2.4) from the known tabulated values of the error function (2.5).

2.2 Lletuzy,xs,...,2x be independent, identically distributed samples from a
distribution having a cumulative density functiéi (z:). Denote byy;, za, ... ,yx
the sample set,, s, ... , zx ordered in increasing order.

2.2.1. Show that the cdf and pdf @fx = maxX{z,,... ,zx} are

Fy (yx) = [Fa(yr)]®

Pyic () = K[Fe(yr)]™ ™ 'pa (yxc)
2.2.2. Derive the respective expressions for the cdf and pdf of the randoablari
y1 =min{zy, ... ,xx}.

2.3 A two-dimensional random vector = (z;,z»)” has the probability density
function

(x) = L(z1 +3my) 31,20 €[0,1]
<X =9 elsewhere

2.3.1. Show that this probability density is appropriately normalized.
2.3.2. Compute the cdf of the random vector
2.3.3. Compute the marginal distributiops, (z1) andp,, (z2).

2.4 Computer the mean, second moment, and variance of a random variable dis-
tributed uniformly in the intervala, b] (b > a).

2.5 Prove that expectations satisfy the linearity property (2.16).

2.6 Considem scalar random variables, i = 1,2, ... ,n, having, respectively,
the variances 2 . Show that if the random variables are mutually uncorrelated,
the variancer? of their sumy = """ | x; equals the sum of the variances of the

n
2 _ § 2
O'y = Oy,
i=1

2.7 Assume thatz; and z, are zero-mean, correlated random variables. Any
orthogonal transformation af; andz, can be represented in the form

y1 = cos(a)zy + sin(a)zs
yo = — sin(a)z + cos(a)zy
where the parameterdefines the rotation angle of coordinate axes. Lt = o7,

E{z3} = 03, and x 22} = poi0,. Find the anglex for which y; andy, become
uncorrelated.
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2.8 Consider the joint probability density of the random vecters= (z;,22)7
andy = y discussed in Example 2.6:

(.?71 + 3T2)1j T1,Ty € [0, 1], Yy € [O, 1]
0 elsewhere

px7y(x, Y) = {

2.8.1. Compute the marginal distributiops (x), py (¥), Pz, (1), andpg, (z2).
2.8.2. Verify that the claims made on the independencerpf z», andy in
Example 2.6 hold.

2.9 Which conditions should the elements of the matrix
a b
R-a]
satisfy so thaR. could be a valid autocorrelation matrix of

2.9.1. Atwo-dimensional random vector?
2.9.2. A stationary scalar-valued stochastic process?

2.10 Show that correlation and covariance matrices satisfy the relationshi (2.
and (2.32).

2.11 Workout Example 2.5 for the covariance matfix of x, showing that similar
results are obtained. Are the assumptions required the same?

2.12 Assume that the inverde ' of the correlation matrix of the-dimensional
column random vectat exists. Show that

E{xTR 'x} =n

2.13 Consider a two-dimensional gaussian random vecteith mean vectorn,
=(2,1)T and covariance matrix

2 -1
=[5 %]
2.13.1. Find the eigenvalues and eigenvector€Qf

2.13.2. Draw a contour plot of the gaussian density similar to Figure 2.7.

2.14 Repeatthe previous problem for a gaussian random vedtat has the mean
vectorm, = (—2,3)7 and covariance matrix

2 -2
=[5 7

2.15 Assume that random variablesandy are linear combinations of two uncor-
related gaussian random variableandv, defined by

r =3u—4v

y=2u+wv
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Assume that the mean values and variances of b@thdv equal 1.
2.15.1. Determine the mean valuesofaindy.
2.15.2. Find the variances of andy.
2.15.3. Form the joint density function of andy.
2.15.4. Find the conditional density of givenz.

2.16 Show that the skewness of a random variable having a symmetric peffas
2.17 Show that the kurtosis of a gaussian random variable is zero.

2.18 Show that random variables having
2.18.1. A uniform distribution in the interval—a, a], a > 0, are subgaussian.
2.18.2. A Laplacian distribution are supergaussian.

2.19 The exponential density has the pdf

o= [poms 22

wheref is a positive constant.
2.19.1. Compute the first characteristic function of the exponential distidio.
2.19.2. Using the characteristic function, determine the moments of the expon
tial density.

2.20 A scalar random variable has a gamma distribution if its pdf is given by

' Lexp(—cz) >0
) =47 (—ex) ==
0 z <0

whereb andc are positive numbers and the parameter

is defined by the gamma function
rb+1) = / yPexp(—y)dy, b> -1
0

The gamma function satisfies the generalized factorial conditiont+ 1) = bT'(b).
For integer values, this becomB&: + 1) = n!.

2.20.1. Show that ifb = 1, the gamma distribution reduces to the standard
exponential density.

2.20.2. Show that the first characteristic function of a gamma distributed rando
variable is
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2.20.3. Using the previous result, determine the mean, second moment, and
variance of the gamma distribution.

2.21 Letkg(x)andky(y) be thekth-order cumulants of the scalar random variables
x andy, respectively.
2.21.1. Show that ifzr andy are independent, then

ki(z +y) = k() + ki (y)

2.21.2. Show thatk, (8) = B* ki (), wheres is a constant.

2.22 * Show that the power spectrus§), (w) is a real-valued, even, and periodic
function of the angular frequency.

2.23 * Consider the stochastic process
y(n) =z(n+k) —z(n — k)

wherek is a constantinteger andn) is a zero mean, wide-sense stationary stochastic
process. Let the power spectrumadf) be S, (w) and its autocorrelation sequence
r2(0), 7. (1),....

2.23.1. Determine the autocorrelation sequengén) of the procesg(n).

2.23.2. Show that the power spectrum @fn) is

S, (w) = 48, (w) sin? (kw)

2.24 * Consider the autoregressive process (2.126).
2.24.1. Show that the autocorrelation function of the AR process satisfies the

difference equation
M

re(l) == airy(1—i), 1>0
i=1
2.24.2. Using this result, show that the AR coefficienfsan be determined from
the Yule-Walker equations
Ria=—ry

Here the autocorrelation matrRR, defined in (2.119) has the value= M — 1, the
vector
I'x = [TT(I)v’rT(Q)v e 7T$(M)]T

and the coefficient vector

a=[a,as,... ,aM]T

2.24.3. Show that the variance of the white noise proegss in (2.126) s related
to the autocorrelation values by the formula

M
o =14(0)+ Y aira(i)
i=1
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Computer assignments

2.1 Generate samples of a two-dimensional gaussian random wehtoring zero
mean vector and the covariance matrix

4 -1
-1 2
Estimate the covariance matrix and compare it with the theoretical onaddot-
lowing numbers of samples, plotting the sample vectors in each case.
2.1.1. K = 20.

2.1.2. K =200.
2.1.3. K = 2000.

Cy =

2.2 Consider generation of desired Laplacian random variables for simulatien pu
poses.

2.2.1. Using the probability integral transformation, give a formuadenerating
samples of a scalar random variable with a desired Laplacian distribution fr
uniformly distributed samples.

2.2.2. Extend the preceding procedure so that you get samples of two Laplacian
random variables with a desired mean vector and joint covariance madiint: Use
the eigenvector decomposition of the covariance matrix for generatingetbieed
covariance matrix.)

2.2.3. Use your procedure for generating 200 samples of a two-dimensional
Laplacian random variable with a mean vectom, = (2,—1)" and covariance

matrix
4 -1
=4
Plot the generated samples.

2.3 * Consider the second-order autoregressive model described by theedite
equation
z(n) + arz(n — 1) + asx(n — 2) = v(n)

Herex(n) is the value of the process at timgandv(n) is zero mean white gaussian
noise with variance? that “drives” the AR process. Generate 200 samples of the
process using the initial value$0) = 2:(—1) = 0 and the following coefficient values.
Plot the resulting AR process in each case.

2.3.1.ay =-0.1 and(lg = —0.8.

2.3.2.a; =01 and(lg = —0.8.

2.3.3. a1 = —0.975 andas = 0.95.

2.34.a; =01 and(lg = —1.0.



Gradients and Optimization
Methods

The main task in the independent component analysis (ICA) problemufated in
Chapter 1, is to estimate a separating makVxthat will give us the independent
components. It also became clear tNétcannot generally be solved in closed form,
thatis, we cannot write it as some function of the sample or trairehgihose value
could be directly evaluated. Instead, the solution method is basedsbifiunctions
also called objective functions or contrast functions. Solut®hso ICA are found
at the minima or maxima of these functions. Several possible ICAfanstions will

be given and discussed in detail in Parts Il and Il of this book. In gerstedistical
estimation is largely based on optimization of cost or objective funstiaa will be
seen in Chapter 4.

Minimization of multivariate functions, possibly under some caaists on the
solutions, is the subject aiptimization theory In this chapter, we discuss some
typical iterative optimization algorithms and their properties. Mgstle algorithms
are based on the gradients of the cost functions. Therefore, vector and matri
gradients are reviewed first, followed by the most typical ways toesohconstrained
and constrained optimization problems with gradient-type learningitthgas.

3.1 VECTOR AND MATRIX GRADIENTS

3.1.1 Vector gradient

Consider ascalar valued functiog of m variables

g=g(wy,...wy)=g(w)
57
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where we have used the notatien= (w, ..., w,,)T. By convention, we defines
as a column vector. Assuming the functipis differentiable, its vector gradient with
respect tow is them-dimensional column vector of partial derivatives

dg
Owq
aa_g - (3.1)
v 9y
OWom,

The notationg—‘;’j, is just shorthand for the gradient; it should be understood that it
does not imply any kind of division by a vector, which is not a well-deéi concept.
Another commonly used notation would B or Vg.

In some iteration methods, we have also reason to use second-ordenggative

define the second-order gradient of a functjonith respect tow as

(‘929 (‘929
82 F)wf DWW,
g . .
= : : (3.2)
aw . .
d%g 8%
Oy W1 e w2,

This is anm x m matrix whose elements are second order partial derivatives. It is
called theHessian matribof the functiong(w). It is easy to see that it is always
symmetric.

These concepts generalizeuvector-valuedunctions; this means am-element
vector

g(w) = : (3.3)

whose elements (w) are themselves functionsef. TheJacobian matriof g with
respect tow is

091 Ogn
61[)1 ot 61[)1
0
a_g = : (3.4)
W . .
991 Ogn
Owom, Owom,

Thus theith column of the Jacobian matrix is the gradient vectoggdfv) with
respect tow. The Jacobian matrix is sometimes denoted/gy

For computing the gradients pfoducts and quotientsf functions, as well as of
composite functionghe same rules apply as for ordinary functions of one variable.
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Thus
Aaw) - OIW) ) 1 (o) 22 (35)
elot) 21 gy w2y 2wy ()
BIOND) (g 22 @7)

The gradient of the composite functigiig(w)) can be generalized to any number
of nested functions, giving the same chain rule of differentiation iaglid for
functions of one variable.

3.1.2 Matrix gradient

In many of the algorithms encountered in this book, we have to considéar-valued
functionsg of the elements of am x n matrix W = (w;;):

g=9(W) =g(wi1, ..., wij, ..., Wmnn) (3.8)

A typical function of this kind is the determinant ¥V

Of course, any matrix can be trivially represented as a vector by scanning the
elements row by row into a vector and reindexing. Thus, when considérmg
gradient ofg with respect to the matrix elements, it would suffice to use the notion
of vector gradient reviewed earlier. However, using the separate concefzttokm
gradient gives some advantages in terms of a simplified notation and swoseti
intuitively appealing results.

In analogy with the vector gradient, the matrix gradient means a matriReof t
same sizen x n as matrixW, whoseijth element is the partial derivative gfwith
respect tav;;. Formally we can write

o9 99
69 Ow1 T Owin
ow | 5 (3.9
o] 99
OWm1 T Owmn

Again, the notation;—\;’(, is just shorthand for the matrix gradient.
Let us look next at some examples on vector and matrix gradients. Thelgsm
presented in these examples will be frequently needed later in this book.

3.1.3 Examples of gradients

Example 3.1 Consider the simple linear functional @f, or inner product

m
g(w) = Z aw; =a''w
i=1
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wherea = (a;...a,,)” is a constant vector. The gradient is, according to (3.1),

) “
g .
w : (3.10)
A
which is the vectoa. We can write
daTw
= a

ow
Because the gradient is constant (independemnt)othe Hessian matrix of(w) =
a’w is zero.

Example 3.2 Next consider the quadratic form

gw) =wlAw = Z Z Wiw; g (3.11)

i=1 j=1
whereA = (a;;) is a squaren x m matrix. We have

m m
Zj:] wia; + Y ., wia
Jg :

ow : (3.12)
Z;’l] WjAmj + Z:n:] Wi Aim,
which is equal to the vectoAw + ATw. So,
owT Aw
ow

For symmetricA, this become8Aw.
The second-order gradient or Hessian becomes

=Aw+ATw

211 Qi F G
= : : (3.13)

Am1 + A1m ... 20mm,

?>wT Aw
ow?

which is equal to the matriA + A, If A is symmetric, then the Hessianwf Aw
is equal to2A.

Example 3.3 For the quadratic form (3.11), we might quite as well take the gradien
with respect toA , assuming now that is a constant vector. The@ﬂl”— = w;w;.

Compiling this into matrix form, we notice that the matrix gradlenthem X m

matrixww”.

Example 3.4 In some ICA models, we must compute the matrix gradient of the
determinanbf a matrix. The determinant is a scalar function of the matrix elements
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consisting of multiplications and summations, and therefore itsgbderivatives are
relatively simple to compute. Let us prove the followingWf is an invertible square
m X m matrix whose determinant is denotéet W, then

9 _ Ty

This is a good example for showing that a compact formula is obtaised) the
matrix gradient; ifW were stacked into a long vector, and only the vector gradient
were used, this result could not be expressed so simply.

Instead of starting from scratch, we employ a well-known result fromrisnat
algebra (see, e.g., [159]), stating that the inverse of a m¥¥riks obtained as

1
-1 _ .
W = detWadJ(W) (3.15)
with adj(W) the so-calle&djointof W. The adjoint is the matrix
W]] Wn]
adjW) = (3.16)
Win . W

where the scalar numbei#$’;; are the so-called¢ofactors The cofactorlV;; is
obtained by first taking thén — 1) x (n — 1) submatrix ofW that remains when
the ith row andjth column are removed, then computing the determinant of this
submatrix, and finally multiplying by—1)+7,

The determinandet W can also be expressed in terms of the cofactors:

n
det W = " w; Wi (3.17)
k=1
Row: can be any row, and the result is always the same. In the cofdéigrsione
of the matrix elements of thi#h row appear, so the determinant is a linear function
of these elements. Taking now a partial derivative of (3.17) with respexte of the
elements, sayy;;, gives

OdetW Wi,
Ow;; :
By definitions (3.9) and (3.16), this implies directly that
0 det W .
= —adiw)?T
Sw o~ adlW)
But adf W)T is equal to(det W)(WT)~! by (3.15), so we have shown our result
(3.14).
This also implies that
Jlog|det W| I OldetW|  __ r
OW  |detW| W (W7) (3.18)

see (3.15). This is an example of the matrix gradient of a compositetifun
consisting of thdog, absolute value, andet functions. This result will be needed
when the ICA problem is solved by maximum likelihood estimation imgtilr 9.
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3.1.4 Taylor series expansions of multivariate functions

In deriving some of the gradient type learning algorithms, we havegort to Taylor
series expansions of multivariate functions. In analogy with the-lwedlwn Taylor
series expansion of a functigiiw) of a scalar variablev,

(w') = g(w) + @(w' —w) + 1/2d2—g(w’ —w)? + (3.19)
g g T T2 .

we can do a similar expansion for a functigfw) = g(ws, ..., wy,) of m variables.
We have

o) = glw) + (22

2
)T (w' = w) +1/2(w' — w)" 2 I (W' —w)+ ..

w (3.20)
where the derivatives are evaluated at the peint The second term is the inner
product of the gradient vector with the vectet— w, and the third term is a quadratic
form with the symmetric Hessian matré’(%. The truncation error depends on the
distancd|w’ — w||; the distance has to be smallgifw’) is approximated using only
the first- and second-order terms.

The same expansion can be made for a scalar function of a matrix variable. The
second order term already becomes complicated because the second order gradient is
a four-dimensional tensor. But we can easily extend the first order te(&20), the
inner product of the gradient with the vectof — w, to the matrix case. Remember
that the vector inner product is defined as

dg ' _ - dg o )
(a—w)T(W —w) = Z(a_w)z(wi - w;)

For the matrix case, this must become the Sufi | Z (aw) j(w}; —wij). This
is the sum of the products of corresponding elements just Ilkeeirvek:torial inner
product. This can be nicely presented in matrix form when we remember theatyor
two matrices, sayA andB,

tracd A"B) = Zm: A"B);; f: i(A

i=1 i=1 j=1

with obvious notation. So, we have

o(W') = g(W) + trace (.22

aW)T(W' - W)+ ... (3.21)

for the first two terms in the Taylor series of a functigof a matrix variable.
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3.2 LEARNING RULES FOR UNCONSTRAINED OPTIMIZATION

3.2.1 Gradient descent

Many of the ICA criteria have the basic form of minimizing a cost fimet7 (W)
with respect to a parameter matW, or possibly with respect to one of its columns
w. In many cases, there are also constraints that restrict the set of pessililens.

A typical constraint is to require that the solution vector must haveunded norm,
or the solution matrix has orthonormal columns.

For the unconstrained problem of minimizing a multivariate functitie most
classic approach is steepest descent or gradient descent. Let us consider in more
detail the case when the solution is a veotgrthe matrix case goes through in a
completely analogous fashion.

In gradient descent, we minimize a functiohlw) iteratively by starting from
some initial pointw(0), computing the gradient aff (w) at this point, and then
moving in the direction of the negative gradient or the steepest desgerduitable
distance. Once there, we repeat the same procedure at the new point, andrep on.
t =1,2,...,we have the update rule

wi) = wt 1) a2 (3.22)
with the gradient taken at the poiwt(t — 1). The parametet(¢) gives the length of
the step in the negative gradient direction. It is often calledstap sizeor learning
rate. Iteration (3.22) is continued until it converges, which in practice leagpgvhen
the Euclidean distance between two consequent soluffieris) — w(t — 1)|| goes
below some small tolerance level.

If there is no reason to emphasize the time or iteration step, a convehattiand
notationwill be used throughoutthis book in presenting update rules gfteeeding
type. Denote the difference between the new and old value by

w(t) —w(t—1)=Aw (3.23)
We can then write the rule (3.22) either as
Aw = faaj(w)
ow
or even shorter as 5
Aw x — J(w)
ow

The symbokx is read “is proportional to”; it is then understood that the vector on the
left-hand side Aw, has the samdirectionas the gradient vector on the right-hand
side, but there is a positive scalar coefficient by which the length can bstadjun
the upper version of the update rule, this coefficient is denoted by many cases,
this learning rate can and should in fact be time dependent. Yet a third vergcient
way to write such update rules, in conformity with programming laaggs, is

0J (w)

W—W—a—(—

ow
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where the symbol— means substitution, i.e., the value of the right-hand side is
computed and substituted .

Geometrically, a gradient descent step as in (3.22) means going downhdl. T
graph of 7 (w) is the multidimensional equivalent of mountain terrain, and we are
always moving downwards in the steepest direction. This also immedgtielys
the disadvantage of steepest descent: unless the fungtien is very simple and
smooth, steepest descent will lead to the closest local minimum insteadalfal g
minimum. As such, the method offers no way to escape from a local minimum
Nonquadratic cost functions may have many local maxima and minima. Therefo
good initial values are important in initializing the algorithm.

Local minimum
Global

Gradient vector minimum

Fig. 3.1 Contour plot of a cost function with a local minimum.

As an example, consider the case of Fig. 3.1. A funcfidiw)is shown there as
a contour plot. In the region shown in the figure, there is one lo@almum and one
global minimum. From the initial point chosen there, where the gradiector has
been plotted, it is very likely that the algorithm will converge to thedl minimum.
Generally, the speed of convergence can be quite low close to the minimatn po
because the gradient approaches zero there. The speed can be analyzed as follows.
Let us denote byw* the local or global minimum point where the algorithm will
eventually converge. From (3.22) we have

0T (w)
ow

w(t) —w'=w(t—1) —w" —a() lw=w(t—1) (3.24)

Letus expand the gradientvecl%g% elementby element as a Taylor series around
the pointw*, as explained in Section 3.1.4. Using only the zeroth- and first-order
terms, we have for théh element

0T (w)

awi

lwew(t—1) = lw=w=[w;(t — 1) —wj] + ...

awi 8wiwj

0w 3 827 (w)
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Now, becausew* is the point of convergence, the partial derivatives of the cost
function must be zero atv*. Using this result, and compiling the above expansion
into vector form, yields

8J (w)
ow

lwew(t—1) = H(W*)[w(t — 1) — w*] + ...

whereH (w*)is the Hessian matrix computed at the paint= w*. Substituting this
in (3.24) gives

w(t) —w'x[I—a()HWwW")]w(t—1) —w']

This kind of convergence, which is essentially equivalent to multiplyanmatrix
many times with itself, is calletinear. The speed of convergence depends on the
learning rate and the size of the Hessian matrix. If the cost funcfipw) is very
flat at the minimum, with second partial derivatives also small, then theiatess
small and the convergence is slow (for fixe¢t)). Usually, we cannot influence the
shape of the cost function, and we have to chaggg given a fixed cost function.

The choice of an appropriate step length or learningaéteis thus essential: too
small a value will lead to slow convergence. The value cannot be too large:dibio
large a value will lead to overshooting and instability, which preseminvergence
altogether. In Fig. 3.1, too large a learning rate will cause the swiyibint to zigzag
around the local minimum. The problem is that we do not know the ldessitrix
and therefore determining a good value for the learning rate is difficult

A simple extension to the basic gradient descent, popular in neural rieiweon-
ing rules like the back-propagation algorithm, is to use a two-ge¥ption instead
of just one step like in (3.22), leading to the so-called momentum adetNeural
network literature has produced a large number of tricks for boostaepest descent
learning by adjustable learning rates, clever choice of the initial valueHetwever,
in ICA, many of the most popular algorithms are still straightfardigradient descent
methods, in which the gradient of an appropriate contrast function igpuated and
used as such in the algorithm.

3.2.2 Second-order learning

In numerical analysis, a large number of methods that are more efficient ldian p
gradient descent have been introduced for minimizing or maximizing avariétte
scalar function. They could be immediately used for the ICA problem. rTdmgi
vantage is faster convergence in terms of the number of iterations reqoirethe
disadvantage quite often is increased computational complexity perdterdtiere
we consider second-order methods, which means that we also use theaitiéorm
contained in the second-order derivatives of the cost function. Obyidhs infor-
mation relates to the curvature of the optimization terrain and shoudihé&hding

a better direction for the next step in the iteration than just plainigradiescent.
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A good starting point is the multivariate Taylor series; see Sectitrl3.Let us
develop the functio/ (w) in Taylor series around a poist as

0J (w) 70T (w)

ow ow?

TW') = T(w) +]

(w —w) + ...
(3.25)

[ (W' = w) 4 g ('~ w)

In trying to minimize the functiory (w), we ask what choice of the new powat
gives us the largest decrease in the valug()fv) We can writew’ — w = Aw and
minimize the function7 (w') — 7 (w) = [2ZM)]TAw 4+ 1/2Aw 7O (w) (%) Aw with
respect toAw. The gradient of this function with respect fow is (see Example
3.2) equal to— + £ Aw; note that the Hessian matrix is symmetric. If the
Hessianis also posmve definite, then the function will have a pai@slahpe and the
minimum is given by the zero of the gradient. Setting the gradient togiges

827(“’)]4 07 (w)
ow? ow
From this, the following second-order iteration rule emerges:

'V T (w),_, 0T (w)
wo=w—| ow? ] ow

Aw = —]

(3.26)

where we have to compute the gradient and Hessian on the right-handtdile
pointw.

Algorithm (3.26) is calledNewton’s methodand it is one of the most efficient
ways for function minimization. It is, in fact, a special case of the waliwkn
Newton’s method for solving an equation; here it solves the equdtminsays that
the gradient is zero.

Newton’s method provides a fast convergence in the vicinity of thermim,
if the Hessian matrix is positive definite there, but the method mayparpoorly
farther away. A complete convergence analysis is given in [284]. It is dlsws
there that the convergence of Newton’s methodusdratic if w* is the limit of
convergence, then

Iw' — w?|| < Allw — w2

wherey is a constant. This is a very strong mode of convergence. When the error on
the right-hand side is relatively small, its square can be orders of itu@grsmaller.

(If the exponent i, the convergence is called cubic, which is somewhat better than
guadratic, although the difference is not as large as the difference betweandind
guadratic convergence.)

On the other hand, Newton’s method is computationally much more dengand
per one iteration than the steepest descent method. The inverse of tharHessi
has to be computed at each step, which is prohibitively heavy for many practical
cost functions in high dimensions. It may also happen that the Hessiaix mat
becomes ill-conditioned or close to a singular matrix at some step aflgjogithm,
which induces numerical errors into the iteration. One possible renmadiik is
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to regularize the algorithm by adding a diagonal matilx with § small, to the
Hessian before inversion. This makes it better conditioned. This ibdhis of the
Marquardt-Levenberg algorithrfsee, e.g., [83]).

For error functions that can be expressed as the sum of error squares, applan
the so-calledsauss-Newton methadstead of Newton’s method. It is intermediate
between the steepest descent and Newton’s method with respect to both the comp
tational load and convergence speed. Alsodtigugate gradient methqarovides a
similar compromise [46, 135, 284, 172, 407].

In ICA, these second-order methods in themselves are not often usedhebut t
FastICA algorithm uses an approximation of the Newton method thatl@ed to
the ICA problem, and provides fast convergence with little computat@iiteration.

3.2.3 The natural gradient and relative gradient

The gradient of a functiofy points in the steepest direction in the Euclidean orthog-
onal coordinate system. However, the parameter space is not always Euclidean b
has a Riemannian metric structure, as pointed out by Amari [4]. In such athase,
steepest direction is given by the so-caltedural gradientinstead. Let us here only
consider the case of nonsingutarx m matrices, that are important in ICA learning
rules. It turns out that their space has a Riemannian structure with @ciemily
computable natural gradient.

Assume that we are at the po and wish to find a direction for a small matrix
incrementyWsuch that the valug’ (W + §W) is minimized, under the constraint
that the squared norfidW |2 is constant. This is a very natural requirement, as
any step in a gradient algorithm for minimization of functipmust consist of the
direction of the step and the length. Keeping the length constant, we deatble
optimal direction.

The squared norm is defined as a weighted matrix inner product

|6W]|? =< 6W,6W >w

such that

< OW,0W >1= i”: (6w;;)? = trac W §W)
i,j=1
Amari argues that, due to the Ri(Jemannian structure of the matrix spasentiar
product should have the following invariance:
< OW,0W >w=< 6WM, WM >wm
for any matrixM. PuttingM = W1, this gives
< SW,0W >w=< dWW ' sWW ! >1=tracg(W") "dW sWW ).

Keeping this inner product constant, it was shown in [4] that the laigestment
for 7(W + W) is obtained in the direction of the natural gradient
oJ 0T o1
= w'w
OW ot OW
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So, the usual gradient at poiNV must be multiplied from the right by the matrix
WTW. This results in the following natural gradient descent rule for thst co
function 7 (W):

27
oW
This kind of ICA learning rules will be discussed later in this book.

A related result was derived by Cardoso [71] from a slightly differeattstg-
point. Let us write the Taylor series of(W + dW):

NN
J(W 4+ 6W) =T(W) + trace{(a—w) W] + ...

Let us require that the displaceme@WW is always proportional t&V itself, f'W =
DW. We have

AW x ——W'W (3.27)

aj T
Fv) DW] + .
oJ

= W) + tracdDW (=) 7] + ...
J(W) + traceDW ()" +
because by definition of the trace, trédg, M, ) = tracd M, M, ) for any matrices
M;, M, of a suitable size. This becomes
0T <xrrr 0T o\
D(=—= = = D

tracd (6WW )] trace{(aWW )’ D]
The multiplier forD, or matrix g—VJ\,WT, is called theelative gradienty Cardoso.
Itis the usual matrix gradient multiplied By 7.

The largest decrement in the value 6{W + DW) — 7 (W) is now obviously
obtained when the term tral¢éZ W) "' D] is minimized, which happens when
is proportional to—(%WT). Becaus&dW = DW we have a gradient descent
learning rule

J(W +DW) = J(W) + tracd(

AW —(S—VJVWT)W

which is exactly the same as the natural gradient learning rule (3.27).

3.2.4 Stochastic gradient descent

Up to now, gradient methods were considered from a general point of wighgut
assuming any specific form for the cost functigiW) or 7(w). In this section,
cost functions of a specific kind will be considered.

ICA, like many other statistical and neural network techniques, is a yadalia-
dependent or data-driven technique. If we do not have any observationraatayé
cannot solve the problem at all. Therefore the ICA cost functions wlleshd on the
observation data. Typically, the cost functions have the form

J(w) = E{g(w,x)} (3.28)
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Therex is the observation vector, that is modeled as a random vector with some
unknown densityf (x). The expectation in (3.28) is with respect to this density. In
practice, there must be a samplél), x(2), ..., of these vectors available. Usually
this is the only data we have.

Especially in constrained optimization problems, the cost functiohga/some-
what more complicated, but the core factor has the form of (3.28) and thienet
consider this simplest case first. The steepest descent learning rule becomes

wlt) = wlt = 1) = alt) s Elg(w,x ()} hwowie ) (329)

Again, the gradient vector is computed at the pointt — 1). In practice, the
expectation is approximated by the sample mean of this function oveathpls
x(1),...,x(T). This kind of algorithm, where the entire training set is used at every
step of the iteration to form the expectation, is caltedch learning

In principle, it is easy to form the gradient and Hessian of (3.28) becassarfid
second derivatives with respect to the elements of vegtoan be taken inside the
expectation with respect to; for instance,

2 Elgw.x)

3o [ 9.0 1€ (330)
0

[ s O (@)de (331)

It suffices that functiory(w, x) is twice differentiable with respect to the elements
of w for this operation to be allowed.

However, it may sometimes be tedious to compute the mean values or sample
averages of the appropriate functions at each iteration step. This is egppuoidli
lematic if the sample&(1), x(2), ..., is not fixed but new observations keep on coming
in the course of the iteration. The statistics of the sample vectorsatsaye slowly
varying, and the algorithm should be able to track this. In a learnamggigm
calledon-line learning the whole sample is not used in batch at each step of the
algorithm, but only the latest observation vectdt) is used. Effectively, this means
that the expectation in the learning rule (3.29) is dropped and tHamernearning
rule becomes

wt)=w(t-1)— a(t)a%g(w, X) |lw=w(t—1)- (3.32)

This leads to highly fluctuating directions of instantaneous gradiergalosequent
iteration steps, but the average direction in which the algorithm precesesill
roughly the direction of the steepest descent of the batch cost functienerély,
stochastic gradient algorithms converge much slower than the respeitemest
descent algorithms. This is compensated by their often very low compudihtiost.
The computational load at one step of the iteration is considerably rediheadilue
of the functionaiwg(w, x) has to be computed only once, for the vectdt). In
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the batch algorithm, when evaluating the funct@ng{g(w, x)}, this value must be
computedl" times, once for each sample vecidit), then summed up and divided
by T.

The trade-off is that the on-line algorithm typically needs many meepssfor
convergence. If the training sample is fixed, it must be used several tmtbe i
algorithm. Typically the sample vectosst) are either picked one by one in a
cyclical order, or by random choice. The random ordering or shufflingiglly a
better choice. By running the algorithm over sufficiently many iteratiovesr the
training set, a reasonable final accuracy can be achieved.

Examples of such stochastic gradient algorithms will be encounteredrictasi
book. Several learning algorithms of principal component analysis mks/end the
well-known least-mean-squares algorithm, for example, are instantasteahgstic
gradient algorithms.

Example 3.5 We assume that satisfies the ICA modet = As, with the elements
ofthe source vectarstatistically independent amd the mixing matrix. The problem
is to solves and A, knowingx (or in practice, a sample from). Due to the linearity
of this model, it is reasonable to look for the solutioas a linear function at. One
way of doing this is to take a scalar varialle=- w”x and try to solve the parameter
or weight vectorw so thaty will become equal to one of the elementssof One
of the possible criteria for ICA, as we will see in Chapter 8, is to find w”x
such that it has maximal fourth order momenty&} = E{(wTx)*} = max. The
computational setting is such that we have a samflg, x(2), ..., x(T") of vectorsx,
and we should solve the vectarthat maximizes the fourth order momentwf x.

Now computing the gradient of the scalar functigitw) = E{(w”x)*} gives
%&f") = 4E{(wTx)3x}. Thus, a simple batch learning rule for the weight vector
w maximizing the cost function would be

w(t) =w(t — 1)+ a®)E{[w(t — 1)"x(t)]*x(t)}
or, in our shorthand notation introduced earlier,
Aw x E{(wTx)*x} (3.33)

Note that the number 4 appearing in the gradient has been absorbed in the learn
ing rate a(t), whose magnitude has to be determined anyway. In practice, the
expectation at each step would be computed as the sample average over the sample
x(1),x(2),..,x(T) as §(w'x)*x} ~ 1/T ZZ:JWTX(':)]BX“)’ wherew is the
value of the solution vector at that iteration step.

There are some comments relating to this algorithm: first, we havsityaosign
in front of the gradient term because we actually wish to maximize, notnidei,
the cost function. So we are moving in the direction of the gradiehiclivshows
the direction in which the function grows fastest. Second, this isanagry good
algorithm for solving the maximization problem, because the normwdias not
been constrained in any way; what would happen is that the norm or magoitude
w would grow without bounds because it has the effect of increasing the wélu
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the cost function. A simple normalization will solve this probleam,we will see in
Section 3.3.

3.2.5 Convergence of stochastic on-line algorithms *

Avalid question is what exactly is the relation of the on-line learmilggrithm (3.32)
to the corresponding batch algorithm (3.29): Does the on-line itgoiconverge to
the same solution in theory? Mathematically, the two algorithms aite different.
The batch algorithm is a deterministic iteration because the random vedtr
averaged out on the right-hand side. It can thus be analyzed with all thegeebn
available for one-step iteration rules, like fixed points and contraoti@ppings. In
contrast, the on-line algorithm is a stochastic difference equation bedha right-
hand side is a random vector, duex(). Even the question of the convergence of
the algorithm is not straightforward, because the randomness causeaatilues that
never die out unless they are deliberately frozen by letting the learaiteggo to
zero.

The analysis of stochastic algorithms like (3.32) is the subjestomhastic approx-
imation see, e.g., [253]. In brief, the analysis is based oretferaged differential
equationthat is obtained from (3.32) by taking averages axesn the right-hand
side: the differential equation corresponding to (3.32) is

dw 0
o = L E{g(w,x)) (3:34)

This is in effect the continuous-time counterpart of the batch algor{$29). Note
that the right-hand side is a function af only; there is no dependence anor ¢
(although, through expectation, it of course depends on the priat@hsity ofx).
Such differential equations are calladtonomousand they are the simplest ones to
analyze.

The theory of autonomous differential equations is very well undedstdbe only
possible points where the solution can converge are the fixed orraatipoints,
i.e., roots of the right-hand side, because these are the points Wigechdnge in
w over time becomes zero. It is also well-known how by linearizing the 1igind
side with respect tev a stability analysis of these fixed points can be accomplished.
Especially important are the so-callasymptotically stable fixed poirttsat are local
points of attraction.

Now, if the learning rate(t) is a suitably decreasing sequence, typically satisfying

OOoz(t) = o (3.35)
t=1
iaQ(t) < o (3.36)
=

and the nonlinearity(w, x) satisfies some technical assumptions [253], then it can
be shown that the on-line algorithm (3.32) must converge to otteeaisymptotically



72 GRADIENTS AND OPTIMIZATION METHODS

stable fixed points of the differential equation (3.34). These are laésodnvergence
points of the batch algorithm, so usually the two algorithms indeedlt in the same
final solution. In practice, it is often possible to analyze the fixed {gsa@men if the
full convergence proof is intractable.

The conditions (3.35) are theoretical and do not necessarily work veryinvell
practice. Sometimes the learning rate is decreased at first, but then kept at a small
constant value. A good choice satisfying the conditions may be

a(t) i

T B+t

with 3 an appropriate constant (e.g.= 100). This prevents the learning rate from
decreasing too quickly in the early phase of the iteration.

In many cases, however, on-line learning is used to provide a fast adag@at
changing environment. The learning rate is then kept constant. If the dgta is
nonstationary, thatis, its statistical structure changes as a fundtioms this allows
the algorithm to track these changes, and adapt quickly to the changingrameint.

Example 3.6 In Chapter 6, on-line PCA is discussed. One of the learning rules is as
follows:

Aw x xy — y*w (3.37)

wherey = w’'x andx is a random vector. The question is where this on-line rule
might converge. We can now analyze it by forming the averaged ordinagyetiftial
equation (ODE):

dw
dt

= E{xx"w) - (w'x)(x"w)w}

= E{xx"}w — (wE{xx"}w)w

= Cyw — (wICyw)w

whereC, = E{xx'} is the covariance matrix of (assumed zero-mean here). Note
that the average is taken owerassumingw constant. The fixed points of the ODE
are given by solutions af,w — (w” C,w)w = 0. Asthe termw’ C,w is a scalar,
we know from elementary matrix algebra that all solutiensnust beeigenvectors
of the matrixC,. The numbersv” C,w are the corresponding eigenvalues. The
principal components of a random vectoare defined in terms of the eigenvectors,
as discussed in Chapter 6. With a somewhat deeper analysis, it can be sdjvn [3
that the only asymptotically stable fixed pointis the eigenvector caoredipg to the
largest eigenvalue, which gives the first principal component.

The example shows how an intractable stochastic on-line rule can bg aital
lyzed by the powerful analysis tools existing for ODEs.
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3.3 LEARNING RULES FOR CONSTRAINED OPTIMIZATION

In many cases we have to minimize or maximize a functibfw) under some
additional conditions on the solutiow. Generally, the constrained optimization
problem is formulated as

min J(w), subjecttoH;(w) =0, i=1,...,k (3.38)

where 7 (w), as before, is the cost function to be minimized &hdw) = 0, i =
1,..., k give a set of constraint equations ow.

3.3.1 The Lagrange method

The most prominent and widely used way to take the constraints into adsdahe
method ofLagrange multipliers We form theLagrangian function

k
LW, A1 M) =T (W) + > XHi(w) (3.39)

where), ..., \; are called Lagrange multipliers. Their numlieis the same as the
number of separate scalar constraint equations.

The general result is that the minimum point of the Lagrangian (3\8Bgre
its gradient is zero with respect twth w and all the \; gives the solution to the
original constrained optimization problem (3.38). The gradienf &, A1, ..., Ax)
with respect to\; is simply theith constraint functiorf/;(w), so putting all these to
zero again gives the original constraint equations. The important {saihat when
we form the gradient of (w, A1, ..., Ax) with respect tow and put it to zero,

0T (W) o~ . OH;(w)
Tt ; N == =0 (3.40)
we have changed the minimization problem into a set of equations thatis easier
to solve.

A possible way to solve the two sets of equations, one set given loptigraints,
the other by (3.40), is, e.g., Newton iteration or some other ap@i@piteration
method. These methods give learning rules that resemble the ones iretheup
section, but now instead of the gradientf(fw) only, the gradientof (w, A1, ..., Ax)
will be used.

3.3.2 Projection methods

In most of the constrained optimization problems of this book, thestraints are
of the equality type and relatively simple: typically, we require tha tiorm of

w is constant, or some quadratic formwfis constant. We can then use another
constrained optimization schemgrojections on the constraint sefhis means that
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we solve the minimization problem with an unconstrained learning whéh might
be a simple steepest descent, Newton’s iteration, or whatever is nitadilepbut
after each iteration step, the solutienat that time is projected orthogonally onto
the constraint set so that it satisfies the constraints.

Example 3.7 We continue Example 3.5 here. Let us consider the following con-

strained problem: Assumingis arandom vector, maximize the fourth-order moment

E{(wTx)*} under the constrairjtw||> = 1. In the terminology of (3.38), the cost

functionis7 (w) = —E{(w’x)*} (note that instead of minimization, we maximize,

hence the minus sign), and the only constraint equatiéf(is) = ||w|> — 1 = 0.
Solving this by the Lagrange method, we formulate the Lagrangian as

L(w.\) = ~E{(w" )"} + A(lw]* = 1)

The gradient with respect tbagain gives the constraijitv||? — 1 = 0. The gradient
with respect tow gives—4E{(w”'x)3x} + A(2w). We might try to solve the roots
of this, e.g., by Newton iteration, or by a simpler iteration of thenf

Aw o E{(w"x)3x} — %w
with an appropriate learning rate and When comparing this to the learning rule
in Example 3.5, Eqg. (3.33), we notice the additive linear térm; by choosingh
suitably, the growth in the norm of can be controlled.

However, for this simple constraint, a much simpler way is the prpain the
constraint set. Let us consider simple steepest descent as in eq. (3.33nlyWe o
have to normalizev after each step, which is equivalent to orthogonal projection of
w onto the unit sphere in the-dimensional space. This unit sphere is the constraint
set. The learning rule becomes

w « w+aE{(w'x)’x} (3.41)
w o« w/||w]| (3.42)

Exactly the same idea as in the preceding example applies to any cost furidtion
will be utilized heavily in the ICA learning rules in the following apters.

Sometimes a computationally easier learning rule can be obtained from axappro
imation of the normalization. Consider steepest descent with the norstraon,
and for simplicity let us write the update rule as

w <+~ w-—ag(w) (3.43)
w o« w/||w] (3.44)

where we have denoted the gradient of the cost functiog(ley). Another way to
write this is
w — ag(w)

W ——
[w — ag(w)]|
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Now, assuming the learning rateis small as is usually the case, at least in the later
iteration steps, we can expand this into a Taylor series with respectatad get a
simplified constrained learning rule [323]. Omitting some interratelsteps, the
denominator becomes

[w - ag(w)|| ~ 1 — aw’ g(w)
where all terms proportional te?or higher powers are omitted. The final result is
w — ag(w)
[w — ag(w)]|

The resulting learning rule has one extra term compared to the unaorestrrule
(3.43), and yet the norm of will stay approximately equal to one.

T

~w — ag(w) + alg(w) w)w

3.4 CONCLUDING REMARKS AND REFERENCES

More information on minimization algorithms in general can be fourfadoks deal-
ing with nonlinear optimization, for example, [46, 135, 284], aneirtlapplications
[172, 407]. The speed of convergence of the algorithms is discusse84n407]. A
good source for matrix gradients in general is [109]. The natural gradieonsid-
ered in detail in [118]. The momentum method and other extensions arezclaver
[172]. Constrained optimization has been extensively discussed iih [R8zection
on the unit sphere and the short-cut approximation for normalizét#snbeen dis-
cussed in [323, 324]. Arigorous analysis of the convergence of tiebastic on-line
algorithms is discussed in [253].

Problems
3.1 Show that the Jacobian matrix of the gradient vetg‘@rwith respect tow is

equal to the Hessian gf

3.2 The trace of amn x m square matridW is defined as the sum of its diagonal
elementsy_" | w;. Compute its matrix gradient.

3.3 Show that the gradient of tra@& 7MW ) with respect toW, whereW is an
m x n matrix andM is anm x m matrix, is equal tdtiW + M7TW.

3.4 Show that;2- log | det W| = (W')~".
3.5 Considerthe x 2 matrix

a b
w-(i )
3.5.1. Compute the cofactors with respect to the first column, compute the deter

minant, the adjoint matrix, and the inverseWf as functions ofi, b, ¢, d.
3.5.2. Verify in this special case thagx: log | det W| = (WT) 1,
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3.6 Consider a cost functioff (w) = G(w’x) where we can assume thais a
constant vector. Assume that the scalar functibis twice differentiable.

3.6.1. Compute the gradient and Hessian&fw) in the general case and in the
cases thafi(t) = t* andG(t) = log cosh(t).

3.6.2. Consider maximizing this function under the constraint thed| = 1.
Formulate the Lagrangian, its gradient (with respect) its Hessian, and the
Newton method for maximizing the Lagrangian.

3.7 Let p(.) be a differentiable scalar functios, a constant vector, antv =
(wi...w,,) anm x n matrix with columnsw;. Consider the cost function

J(W) = Zlogp(ui)

whereu; = xTw;. Show that;2%-.7(W) = —¢(u)x” whereu is the vector with
elementsu; andy(u) is a certain function, defined element by element. Give the
form of this function. Note: This matrix gradientis used in the maximum likelihood
approach to ICA, discussed in Chapter 9.)

3.8 Consider a general stochastic on-line ICA learning rule
AW o [I - g(y)y W

wherey = Wx andg is a nonlinear function. Formulate

(a) the corresponding batch learning rule,

(b) the averaged differential equation.

Consider a stationary point of (a) and (b). Show tha¥ifis such that the elements
of y are zero-mean and independent, tiW¥iis a stationary point.

3.9 Assume that we want to maximize a functiétfw) on the unit sphere, i.e.,
under the constrairjtw|| = 1. Prove that at the maximum, the gradientfFofnust
point in the same direction ag. In other words, the gradient must be equaisto
multiplied by a scalar constant. Use the Lagrangian method.

Computer assignments

Create a sample of two-dimensional gaussian<lati#h zero mean and covariance

matrix
31
1 2 ’

Apply the stochastic on-line learning rule (3.37), choosing a eamdhitial point

w and an appropriate learning rate. Try different choices for the learning rdte an
see how it effects the convergence speed. Then, try to solve the same problem
using a batch learning rule by taking the averages on the right-haed Giompare

the computational efforts of the on-line vs. batch learning rules atstey of the
iteration, and the number of steps needed for convergence in both algerifdaie:

The algorithm converges to the dominant eigenvector of the covariancemeéiich

can be solved in closed form.)



Estimation Theory

An importantissue encountered in various branches of science is howtmésthe
guantities of interest from a given finite set of uncertain (noisy) messants. This
is studied in estimation theory, which we shall discuss in this chapter.

There exist many estimation techniques developed for various sitsatibe
guantities to be estimated may be nonrandom or have some probaisilitiputions
themselves, and they may be constant or time-varying. Certain estimagibrods
are computationally less demanding but they are statistically subalpitinmany
situations, while statistically optimal estimation methods can haxgrahigh com-
putational load, or they cannot be realized in many practical situationscHdiee
of a suitable estimation method also depends on the assumed data mactenaiz
be either linear or nonlinear, dynamic or static, random or deterministic.

In this chapter, we concentrate mainly on linear data models, studyingsthe
mation of their parameters. The two cases of deterministic and random parameter
are covered, but the parameters are always assumed to be time-invariant. fihe met
ods that are widely used in context with independent component anal@gi} dre
emphasized in this chapter. More information on estimation theory canune fio
books devoted entirely or partly to the topic, for example [299, 242, 353, 419].

Prior to applying any estimation method, one must select a suitable rticatel
well describes the data, as well as measurements containing relevant inforovatio
the quantities of interest. These important, but problem-specifiesswill not be
discussed in this chapter. Of course, ICA is one of the models that caetieSsme
topics related to the selection and preprocessing of measurements are treaiad later
Chapter 13.

77
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4.1 BASIC CONCEPTS

Assume there ar€ scalar measurement$l), z(2), ... ,z(T") containing informa-
tion about then quantitied, , 6, . . . , 8,, that we wish to estimate. The quantitigs
are callecpharameterhereafter. They can be compactly represented gsatameter
vector

0=(6,,60y,...,0,)" (4.1)

Hence, the parameter vect@ris anm-dimensional column vector having as its
elements the individual parameters. Similarly, the measurements can besrgptes
as theT-dimensionameasuremerdr data vectot

x7p = [z(1),2(2),...,z(T)]T 4.2)

Quite generally, arestimatoré of the parameter vectd is the mathematical
expression or function by which the parameters can be estimated from thanmeas
ments:

0 = h(xr) = h(z(1),2(2),. .. ,2(T)) (4.3)
For individual parameters, this becomes
éi:hi(x’r), Z:L ,m (44)

If the parameters; are of a different type, the estimation formula (4.4) can be quite
different for differenti. In other words, the components of the vector-valued
functionh can have different functional forms. The numerical value of an estimator
6;, obtained by inserting some specific given measurements into formdip (g
called theestimateof the parametef;.

Example 4.1 Two parameters that are often needed are the meanl variance>
of a random variable. Given the measurement vector (4.2), they can be estimated
from the well-known formulas, which will be derived later in this chept

1 X
p=32 =) (4.5)

—

‘ 1 < ‘
6 = 7 > (i) — Al (4.6)

1The data vector consisting @ subsequent scalar samples is denoted in this chapter-bipr distin-
guishing it from the ICA mixture vectax, whose components consist of different mixtures.
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Example 4.2 Another example of an estimation problem is a sinusoidal signal in
noise. Assume that the measurements obey the measurement (data) model

2(j) = Asin(i() + ¢) +v(G),  j=1,....T (4.7)

Here A is the amplitudew the angular frequency, antlthe phase of the sinusoid,
respectively. The measurements are made at different time ingtahtsvhich are
often equispaced. They are corrupted by additive ne{$g which is often assumed
to be zero mean white gaussian noise. Depending on the situation, we stajowi
estimate some of the parametetsw, and¢, or all of them. In the latter case, the
parameter vector becomés= (4, w, ¢)”. Clearly, different formulas must be used
for estimating4, w, and¢. The amplituded depends linearly on the measurements
z(7), while the angular frequeney and the phase depend nonlinearly on the(j).
Various estimation methods for this problem are discussed, for exaimgP42].

Estimation methods can be divided into two broad classes depending dmewhet
the parameter® are assumed to be deterministionstants or random In the
latter case, it is usually assumed that the parameter véctoas an associated
probability density function (pdfpe(0). This pdf, calleda priori density, is in
principle assumed to be completely known. In practice, such exact infamisti
seldom available. Rather, the probabilistic formalism allows inc@tion of useful
but often somewhat vague prior information on the parameters intestimation
procedure for improving the accuracy. This is done by assuming aldeiprior
distribution reflecting knowledge about the parameters. Estimatiohadstusing
the a priori distributiorpe (#) are often called Bayesian ones, because they utilize
the Bayes' rule discussed in Section 4.6.

Another distinction between estimators can be made depending on whether the
are ofbatchtype oron-line In batch type estimation (also called off-line estimation),
all the measurements must first be available, and the estimates are thenedmput
directly from formula (4.3). In on-line estimation methods (alsdezhhdaptive or
recursive estimation), the estimates are updated using new incomindesarpus
the estimates are computed from the recursive formula

~

0(j +1) = hi(6(j)) + ha(a(j + 1), 6())) (4.8)

wheref)(j) denotes the estimate basedjdirst measurements(1), z(2),. .. , #(j).
The correction or update terhy (=(j + 1), 6(j)) depends only on the new incoming
(7 + 1)-th sampler(j + 1) and the current estimat¥ j). For example, the estimate

i1 of the mean in (4.5) can be computed on-line as follows:

AG) = %ﬂ(j B ;wu) (4.9)
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4.2 PROPERTIES OF ESTIMATORS

Now briefly consider properties that a good estimator should satisfy.
Generally, assessing the quality of an estimate is based ogstimeation erroy
which is defined by

6=60—-0=6—h(xr) (4.10)

Ideally, the estimation errd should be zero, or at least zero with probability one.
But it is impossible to meet these extremely stringent requirements fioite data
set. Therefore, one must consider less demanding criteria for the estineator.

Unbiasedness and consistency The first requirement is that the mean value
of the error E6} should be zero. Taking expectations of the both sides of Eq. (4.10)
leads to the condition

E{6) = E{6)} (4.11)

Estimators that satisfy the requirement (4.11) are caltddased The preceding def-
inition is applicable to random parameters. For nonrandom parameterssgextive
definition is

E{6|6} =0 (4.12)

Generally, conditional probability densities and expectations, camditl by the
parameter vectol, are used throughout in dealing with nonrandom parameters to
indicate that the parametd?sare assumed to be deterministic constants. In this case,
the expectations are computed over the random data only.

If an estimator does not meet the unbiasedness conditions (4.11) @).(4t1
is said to bebiased In particular, thebiasb is defined as the mean value of the
estimation error:

b = E{6},orb = E{0 | 6} (4.13)

If the bias approaches zero as the number of measurements grows infinite/ytharg
estimator is calleédisymptotically unbiased

Another reasonable requirement for a good estimétisrthat it should converge
to the true value of the parameter vedipat least in probability,when the number of
measurements grows infinitely large. Estimators satisfying this atioproperty
are callecconsistent Consistent estimators need not be unbiased; see [407].

Example 4.3 Assume that the observatiomn§l), z(2),... ,z(T') are independent.
The expected value of the sample mean (4.5) is

B} = 1 Y E{()} = 17w =k (4.1)

2See for example [299, 407] for various definitions of stoticasonvergence.
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Thus the sample mean is an unbiased estimator of the truegméasalso consistent,
which can be seen by computing its variance

1 , o 1., o2
E{(i ~ 1%} = 3 D Ellel) — i’} = 55 T0” = 55

(4.15)
The variance approaches zero when the number of sariples oo, implying
together with unbiasedness that the sample mean (4.5) converges in prptmathie
true mearu.

Mean-square error It is useful to introduce a scalar-valuéss functionZ ()

for describing the relative importance of specific estimation erfora popular loss
function is the squared estimation eriof@) = || 6 ||> = || 8 — 6 ||> because of its
mathematical tractability. More generally, typical properties required feovalid
loss function are that it is symmetrid:(8) = L(—8); convex or alternatively at least
nondecreasing; and (for convenience) that the loss corresponding to zerdserro
zero: L(0) = 0. The convexity property guarantees that the loss function decreases
as the estimation error decreases. See [407] for details.

The estimation errdf is a random vector depending on the (random) measurement
vectorxy. Hence, the value of the loss functi@ff) is also a random variable. To
obtain a nonrandom error measure, is is useful to defin@énmrmance indexr
error criterion £ as the expectation of the respective loss function. Hence,

£ =E{L(6)} or& = E{L(M) | 6} (4.16)

where the first definition is used for random parameteend the second one for
deterministic ones.
A widely used error criterion is thmean-square errofMSE)

Emse =Ef| 0 -0 |*} (4.17)

If the mean-square error tends asymptotically to zero with increasing euofb
measurements, the respective estimator is consistent. Another impgadgetty of
the mean-square error criterion is that it can be decomposed as (see (4.13))

Evsp = E{[0 —b|*}+ | b]? (4.18)

The first term E|| 6 — b ||2} on the right-hand side is clearly the variance of the
estimation errof. Thus the mean-square er®i; s measures both the variance
and the bias of an estimatér If the estimator is unbiased, the mean-square error
coincides with the variance of the estimator. Similar definitions haidéterministic
parameters when the expectations in (4.17) and (4.18) are replaced by @osditi
ones.

Figure 4.1 illustrates the bidsnd standard deviatian(square root of the variance
o2) for an estimato# of a single scalar parametér In a Bayesian interpretation
(see Section 4.6), the bias and variance of the estiriaog, respectively, the mean
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Fig. 4.1 Biasb and standard deviation of an estimato#.

and variance of theosteriordistributionp; , (6 | x) of the estimatod given the
observed data .

Stillanother useful measure of the quality of an estimator is givenédogdkariance
matrix of the estimation error

C; =E{60"} = E{(6 - 6)(0 - H)T) (4.19)

It measures the errors of individual parameter estimates, while the meaneseror

is an overall scalar error measure for all the parameter estimates. In fact, the mean-
square error (4.17) can be obtained by summing up the diagonal eleméraseofor
covariance matrix (4.19), or the mean-square errors of individual paeaset

Efficiency  An estimator that provides the smallest error covariance matrix among
all unbiased estimators is the best one with respect to this qualityionteGuch

an estimator is called aefficientone, because it optimally uses the information
contained in the measurements. A symmetric maiiis said to be smaller than
another symmetric matriBB, or A < B, if the matrixB — A is positive definite.

A very important theoretical result in estimation theory is that therstex lower
bound for the error covariance matrix (4.19) of any estimator based otablai
measurements. This is provided by the Cramer-Rao lower bound. Inlthevify
theorem, we formulate the Cramer-Rao lower bound for unknown detesticin
parameters.
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Theorem 4.1 [407] If 6 is any unbiased estimator éfbased on the measurement
datax, then the covariance matrix of error in the estimator is bounded bélpthe
inverse of the Fisher information matrik

E{(0-0)0-6)"|0}>1" (4.20)

where
J= E{ {% In p(x7 | e)} {a% In p(x7 | e)} ' | 9} (4.21)

Here it is assumed that the inverde' exists. The termZ; Inp(xy | 6) is
recognized to be the gradient vector of the natural logarithm of the ¢ghsttibu-
tion® p(x7 | ) of the measurements; for nonrandom parameteés The partial
derivatives must exist and be absolutely integrable.

It should be noted that the estimabmust be unbiased, otherwise the preceding
theorem does not hold. The theorem cannot be applied to all distrilsutfon
example, to the uniform one) because of the requirement of absoluggabtkty of
the derivatives. It may also happen that there does not exist any estimariagh
the lower bound. Anyway, the Cramer-Rao lower bound can be computedsfoy m
problems, providing a useful measure for testing the efficiency of Bpestimation
methods designed for those problems. A more thorough discuskibe &€ramer-
Rao lower bound with proofs and results for various types of parameteledannd,
for example, in [299, 242, 407, 419]. An example of computing thent&r-Rao
lower bound will be given in Section 4.5.

Robustness  In practice, an important characteristic of an estimator igats
bustnesqd163, 188]. Roughly speaking, robustness means insensitivitydesg
measurement errors, and errors in the specification of parametric modelpicAlty
problem with many estimators is that they may be quite sensitivetties) that is,
observations that are very far from the main bulk of data. For exampleidmrike
estimation of the mean frot)0 measurements. Assume that all the measurements
(but one) are distributed betweerl and1, while one of the measurements has the
value 1000. Using the simple estimator of the mean given by the sample average
in (4.5), the estimator gives a value that is not far from the valiwie Thus, the
single, probably erroneous, measuremernitf) had a very strong influence on the
estimator. The problem here is that the average corresponds to mirionipfthe
squared distance of measurements from the estimate [163, 188]. The &guaion
implies that measurements far away dominate.

Robust estimators can be obtained, for example, by considering instehd of
square error other optimization criteria that grow slower than quadrbtieath
the error. Examples of such criteria are the absolute value criterion dediacr

3We have here omitted the subscript 8 of the density functiop(x | 8) for notational simplicity. This
practice is followed in this chapter unless confusion issitus.
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that saturate as the error grows large enough [83, 163, 188]. Optiarizziteria
growing faster than quadratically generally have poor robustness, beadiese

large individual errors corresponding to the outliers in the data atmpost solely
determine the value of the error criterion. In the case of estimatingnisan, for
example, one can use the median of measurements instead of the average. This
corresponds to using the absolute value in the optimization fumciiod gives a very
robust estimator: the single outlier has no influence at all.

4.3 METHOD OF MOMENTS

One of the simplest and oldest estimation methods isrtathod of momentdt is
intuitively satisfying and often leads to computationally simplereators, but on the
other hand, it has some theoretical weaknesses. We shall briefly discussrtien
method because of its close relationship to higher-order statistics.

Assume now that there a¥estatistically independent scalar measurements or data
samples:(1),z(2), ... ,z(T) that have a common probability distributigif | 8)
characterized by the parameter vedior (8,6, ... ,6,,)7 in (4.1). Recall from
Section 2.7 that thgth momenty; of « is defined by

a; =E{z7 |0} = / ip(z | 0)de, j=12,... (4.22)
Here the conditional expectations are used to indicate that the pararfetees
(unknown) constants. Clearly, the momemjsare functions of the paramete#s

On the other hand, we can estimate the respective moments directly from the
measurements. Let us denotedjythe jth estimated moment, called tlith sample
moment It is obtained from the formula (see Section 2.2)

dj = > [x (@) (4.23)
i=1
The simple basic idea behind the method of moments is to equate thettbalo
momentsy; with the estimated ones;:

Ozj(G) :ozj(é)l,ﬂg,... ,Gm) :dj (424)
Usually, m equations for then first moments; = 1,...,m are sufficient for
solving them unknown parametefs , 6,, . .. ,6,,. If Egs. (4.24) have an acceptable

solution, the respective estimator is called thement estimatoand it is denoted in
the following by@ ;.
Alternatively, one can use the theoretical central moments

nj = E{(z — )’ | 0} (4.25)
and the respective estimate@mple central moments
1 T
sj= == [a(i) — i}’ (4.26)

T-1

i=1
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to form them equations
u7(01,02,0m):s7, j:1,2m (427)
for solving the unknown parametefis= (6;,6,, ... ,6,,)".

Example 4.4 Assume now that:(1),z(2),... ,z(T) are independent and identi-
cally distributed samples from a random variablkaving the pdf

(z — 61)
D)

(4.28)

wheref; < x < oo andf; > 0. We wish to estimate the parameter vedior
(61,65)" using the method of moments. For doing this, let us first compuge th
theoretical moments; andas:

ale{m\H}:/ oﬁexp {—(w;&)}dm—&—}-ﬁg (4.29)
01 2 2

(z — 61)

oo .2
a2:E{m2\0}:/ T exp |- dz = (6; + 0)% + 62
Jo, B 0,

(4.30)

The moment estimators are obtained by equating these expressionsenfitistttwo
sample momentd; andds, respectively, which yields

b, +6, — d (4.31)
(61 +62)° +65 = dy (4.32)

Solving these two equations leads to the moment estimates

Orune = dy — (dy — d?)Y/? (4.33)
Ooins = (dy —d2)'/? (4.34)

The other possible solutiofy 33 = —(dy — d2)*/2 must be rejected because the
parametef; must be positive. In fact, it can be observed t&gMM equals the
sample estimate of the standard deviation,@ng , can be interpreted as the mean
minus the standard deviation of the distribution, both estimateah the available
samples.

The theoretical justification for the method of moments is that the sampments
d; are consistent estimators of the respective theoretical mome87]. Similarly,
the sample central momernisare consistent estimators of the true central moments
u;. A drawback of the moment method is that it is often inefficient. Therefore,
is usually not applied provided that other, better estimators can be gotestr In
general, no claims can be made on the unbiasedness and consistency of estimates
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given by the method of moments. Sometimes the moment method doegnd¢ed
to an acceptable estimator.

These negative remarks have implications in independent componentisnAlys
gebraic, cumulant-based methods proposed for ICA are typically based miatst)
fourth-order moments and cross-moments of the components disleevation (data)
vectors. Hence, one could claim that cumulant-based ICA methods ineffici¢intly u
lize, in general, the information contained in the data vectors. On trer b#nd,
these methods have some advantages. They will be discussed in moftandetai
Chapter 11, and related methods can be found in Chapter 8 as well.

4.4 LEAST-SQUARES ESTIMATION

4.4.1 Linear least-squares method

The least-squares method can be regarded as a deterministic approach to the es-
timation problem where no assumptions on the probability distidns, etc., are
necessary. However, statistical arguments can be used to justify thedeasts
method, and they give further insight into its properties. Leaatsep estimation is
discussed in numerous books, in a more thorough fashion fromatgtimpoint-of-
view, for example, in [407, 299].

In the basic linear least-squares method, fhdimensional data vectoss; are
assumed to obey the following model:

xr =HO + vy (4.35)

Here 6 is again them-dimensional parameter vector, amg is a T-vector whose
components are the unknown measurement etrgis j = 1,... ,7. TheT x m
observation matribH is assumed to be completddgown Furthermore, the number

of measurements is assumed to be at least as large as the number of unknown
parameters, so thdt > m. In addition, the matri has the maximum rank.

First, it can be noted that i, = T', we can setr = 0, and get a unique solution
6 = H 'xy. If there were more unknown parameters than measurements ),
infinitely many solutions would exist for Egs. (4.35) satisfyithe conditionv =
0. However, if the measurements are noisy or contain errors, it is genaighyy
desirable to have much more measurements than there are parameters todte@stim
in order to obtain more reliable estimates. So, in the following wadl sfoncentrate
on the cas€” > m.

WhenT > m, equation (4.35) has no solution for whieh- = 0. Because the
measurement errons; are unknown, the best that we can then do is to choose an
estimatord that minimizes in some sense the effect of the errors. For mathematical
convenience, a natural choice is to considerndast-squaresriterion

1 1
Erg = 3 | ve ||?= i(xT —HO) (x; — HO) (4.36)
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Note that this differs from the error criteria in Section 4.2 in thatexpectation is
involved and the criteriod; s tries to minimize themeasurement errorg, and not
directly the estimation errc® — 6.

Minimization of the criterion (4.36) with respect to the unknown pagtemnsd
leads to so-calledormal equation$407, 320, 299]

(HTH)HALS = HTXT (437)

for determining the least-squares estim@te; of . It is often most convenient to
solvef s from these linear equations. However, because we assumed that the matrix
H has full rank, we can explicitly solve the normal equations, getting

0,5 = HTH)'H x; = H'x; (4.38)

whereH* = (HTH) 'HT is thepseudoinversef H (assuming thal has maximal
rankm and more rows than column$: > m) [169, 320, 299].

The least-squares estimator can be analyzed statistically by assuming that the
measurement errors have zero meadvE} = 0. It is easy to see that the least-
squares estimator is unbiased{fgs | 8} = 0. Furthermore, if the covariance
matrix of the measurement erro@, = E{vrvZl} is known, one can compute the
covariance matrix (4.19) of the estimation error. These simple analysésfeas an
exercise to the reader.

Example 4.5 The least-squares method is commonly applied in various branches of
science to linear curve fitting. The general setting here is as follows ry¥e fit to
the measurements the linear model

y(t) = aigi(t) +v(t) (4.39)
i=1

Hereg;(t),i = 1,2,... ,m, arem basis functions that can be generailynlinear
functions of the argument— it suffices that the model (4.39) be linear with respect
to the unknown parametens. Assume now that there are available measurements
y(t1),y(t2),... ,y(tr) at argument values , t, ... , tr, respectively. The linear
model (4.39) can be easily written in the vector form (4.35), where hevparameter
vector is given by

0 =la1,as,...,a,]" (4.40)
and the data vector by
xr = [y(t1), y(ta), . ,y(tr)]” (4.41)
Similarly, the vectowvr = [v(t1), v(t2), . .. ,v(tr)]" contains the error terms(t;).
The observation matrix becomes
$1(t1)  P2(t1) - Om(t1)
P1(t2)  2(ta) - Pm(t2)
H-= . . _ : (4.42)

biltr) daltr) - bmltr)
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Inserting the numerical values into (4.41) and (4.42) one can now deteiihand
x7, and then compute the least-squares estimatgs of the parameters; of the
curve from the normal equations (4.37) or directly from (4.38).

The basis functiong; (t) are often chosen so that they satisfy the orthonormality
conditions

T

S () e (ti) = { b ik (4.43)

i=1

Now HTH =1, since Eq. (4.43) represents this condition for the elemgnts of

the matrixl” H. This implies that the normal equations (4.37) reduce to the simple
form 6.5 = H xr. Writing out this equation for each component&n‘g provides

for the least-squares estimate of the parameter

T
dins = Y ilt)y(ty), i=1,...,m (4.44)
j=1

Note that the linear data model (4.35) employed in the least-squaresaretho
sembles closely the noisy linear ICA modst As+n to be discussed in Chapter 15.
Clearly, the observation matrid in (4.35) corresponds to the mixing mati, the
parameter vectaf to the source vectar, and the error vectov to the noise vector
n in the noisy ICA model. These model structures are thus quite sinilarthe
assumptions made on the models are clearly different. In the least-squadesthe
observation matri is assumed to be completely known, while in the ICA model
the mixing matrixA is unknown. This lack of knowledge is compensated in ICA
by assuming that the components of the source vedoe statistically independent,
while in the least-squares model (4.35) no assumptions are neededparanecter
vectorf. Even though the models look the same, the different assumptionsolead t
quite different methods for estimating the desired quantities.

The basic least-squares method is simple and widely used. Its succeastiogr
depends largely on how well the physical situation can be described usitigear
model (4.35). If the model (4.35) is accurate for the data and the eleroktite
observation matri are known from the problem setting, good estimation results
can be expected.

4.4.2 Nonlinear and generalized least-squares estimators *

Generalized least-squares  The least-squares problem can be generalized by
adding a symmetric and positive definite weighting maWxto the criterion (4.36).
The weighted criterion becomes [407, 299]

Ewrs = (xr — HO)"W (x7 — HO) (4.45)

It turns out that a natural, optimal choice for the weighting ma¥ixs the inverse of
the covariance matrix of the measurement errors (nd¥e} C,*. This is because
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for this choice the resulting generalized least-squares estimator
bwrs = (H'C,'H) 'HTC, 'xr (4.46)

also minimizes the mean-square estimation efigr = E{|| 6 — 8 ||| 6} [407,
299]. Here it is assumed that the estimaids linear and unbiased. The estimator
(4.46) is often referred to as theest linear unbiased estimator (BLUB) Gauss-
Markov estimator

Note that (4.46) reduces to the standard least-squares solutionif4CG8¥ o21.
This happens, for example, when the measurement erfgyshave zero mean and
are mutually independent and identically distributed with a common veeigh The
choiceC, = oI also applies if we have no prior knowledge of the covariance matrix
C, of the measurement errors. In these instances, the best linear unbiasedastim
(BLUE) minimizing the mean-square error coincides with the standart- sepgmres
estimator. This connection provides a strong statistical argumenbsiinqgp the
use of the least-squares method, because the mean-square error critexidly di
measures the estimation erér- 6.

Nonlinear least-squares  The linear data model (4.35) employed in the linear
least-squares methods is not adequate for describing the dependence between th
parameter® and the measurements- in many instances. It is therefore natural to
consider the following more general nonlinear data model

x7 = £(60) + vr (4.47)

Heref is a vector-valued nonlinear and continuously differentiable functicihe
parameter vecta. Each componen;(8) of £(8) is assumed to be a known scalar
function of the components &

Similarly to previously, the nonlinear least-squares critedar, s is defined as
the squared sum of the measurement (or modeling) effors [|> = 3 [v(5)]?.
From the model (4.47), we get

Enes = [xr —£(8)]" [xr — £(6)] (4.48)

The nonlinear least-squares estimaar; s is the value of that minimizest . s.
The nonlinear least-squares problem is thus nothing but a nonlindianingtion
problem where the goal is to find the minimum of the functian, s. Such problems
cannot usually be solved analytically, but one must resort to iterativeenical
methods for finding the minimum. One can use any suitable nonlinganiaption
method for finding the estimaf®y ;5. These optimization procedures are discussed
briefly in Chapter 3 and more thoroughly in the books referred to there.

The basic linear least-squares method can be extended in several othermstectio
It generalizes easily to the case where the measurements (made, for example, at
different time instants) are vector-valued. Furthermore, the parametelsedame-
varying, and the least-squares estimator can be computed adaptively (relgiirsiv
See, for example, the books [407, 299] for more information.
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4.5 MAXIMUM LIKELIHOOD METHOD

Maximum likelihood (ML) estimator assumes that the unknown paramétens
constants or there is no prior information available on them. The Mimesor has
several asymptotic optimality properties that make it a theoreticallyat#ds choice
especially when the number of samples is large. It has been applied to a wiely vari
of problems in many application areas.

Themaximum likelihood estimat®, ;. of the parameter vectdtis chosen to be
the valued ,; ;, that maximizes thékelihood function(joint distribution)

p(xr [ 0) = p(z(1),2(2),...,2(T) | 6) (4.49)

of the measurements(1),(2),... ,z(T). The maximum likelihood estimator
corresponds to the valu®, ;. that makes the obtained measurememsst likely
Because many density functions contain an exponential function, itsa afore
convenient to deal with thieg likelihood functionn p(x, | 8). Clearly, the max-
imum likelihood estimatof ,;;, also maximizes the log likelihood. The maximum
likelihood estimator is usually found from the solutions of tielihood equation

0]
G 19) =0 (4.50)

The likelihood equation gives the values @fthat maximize (or minimize) the
likelihood function. If the likelihood function is complicated, liag several local
maxima and minima, one must choose the vélyg, that corresponds to the absolute
maximum. Sometimes the maximum likelihood estimate can be found fnem t
endpoints of the interval where the likelihood function is nonzero.

The construction of the likelihood function (4.49) can be very difficLithe
measurements depend on each other. Therefore, it is almost always assumed in
applying the ML method that the observationg) are statisticallyindependenof
each other. Fortunately, this holds quite often in practice. Assumutgp@ndence,
the likelihood function decouples into the product

p(xr | 0) = Hp@(j) | 6) (4.51)

wherep(z(i) | 8) is the conditional pdf of a single scalar measuremseij. Note
that taking the logarithm, the product (4.51) decouples to the sutogafrithms
2. Inp(x(s) | 0).

The vector likelihood equation (4.50) consistswkcalar equations

o .
— Inp(xr | OmrL) =0, i=1,...,m (4.52)
69’ =61,
for them parameter estimateéaML, i =1,...,m. These equations are in general

coupled and nonlinear, so they can be solved only numerically except fptesim
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cases. In several practical applications, the computational load of the nraximu
likelihood method can be prohibitive, and one must resort to variopgapnations
for simplifying the likelihood equations or to some suboptimaireation methods.

Example 4.6 Assume that we hav€ independent observation$l),. .. ,z(T) of
a scalar random variablethat is gaussian distributed with meamand variancer>.
Using (4.51), the likelihood function can be written

T
. . . 1 . .
p(xr | p,0%) = (270%) "% exp {—2—2 > ) - u]z]
[ 7" = J (4.53)
The log likelihood function becomes
T 1 <«
np(xr | p,0%) = ) In(270?) — 257 > [x() — (4.54)
j=1
The first likelihood equation (4.52) is
0 1 <
g mP0er i, 83n) = g3 [o() —nar] =0 (4.55)

Solving this yields for the maximum likelihood estimate of the mgahe sample
mean

1 T
fre = = 3 () (4.56)

J=1

N

The second likelihood equation is obtained by differentiating theikedjhood (4.54)
with respect to the variance’:

9 T 1 <
— Inp(x7r \ﬂML,62 )=————+ —— [w(j)_ﬂMLP =0
Oo? ME 20%, 201 ; (4.57)

From this equation, we get for the maximum likelihood estimate of/dr@ances>
the sample variance

Fn = 7 Yolels) — fnrr (4.58)

This is abiasedestimator of the true variane€, while the sample meagn,;, is an
unbiased estimator of the mean The bias of the variance estimat#t,; is due

to using theestimatedmeanjiy,,, instead of the true one in (4.58). This reduces
the amount of new information that is truly available for estimatigrone sample.
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Hence the unbiased estimator of the variance is given by (4.6). Howkedrids of
the estimator (4.58) is usually small, and it is asymptotically urdaias

The maximum likelihood estimator is important because it providesiastis that
have certain very desirable theoretical properties. In the followindistbriefly the
most important of them. Somewhat heuristic but illustrative fs@an be found in
[407]. For more detailed analyses, see, e.g., [477].

1. Ifthere exists an estimator that satisfies the Cramer-Rao lower bd 2@) s
an equality, it can be determined using the maximum likelihood method.

2. The maximum likelihood estimatér, , is consistent.

3. The maximum likelihood estimator msymptotically efficient This means
that it achieves asymptotically the Cramer-Rao lower bound for the egtimat
error.

Example 4.7 Let us determine the Cramer-Rao lower bound (4.20) for the medin
a single gaussian random variable. From (4.55), the derivative dbthikelihood
function with respect tqu is

9 1 «
o Inp(xr | u,0%) = = Z (4.59)

Because we are now considering a single parametarly, the Fisher information
matrix reduces to the scalar quantity

J = E{{%lnp(xT|u,02)r,u,02}
NI
- el o (4.60)
s

Since the samples(j) are assumed to be independent, all the cross covariance terms
vanish, and (4.60) simplifies to

To T
ZE{ w? | o?) = = (4.61)

Thus the Cramer-Rao lower bound (4.20) for the mean-square error afrdnigsed
estimator; of the mean of the gaussian density is

2

E{(n—)? | n} > I = (4.62)

In the previous example we found that the maximum likelihood esttingi o, , of 11 is
the sample mean (4.56). The mean-square et E fiprz)? } of the sample mean
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was shown earlier in Example 4.3 to b&/T. Hence the sample mean satisfies the
Cramer-Rao inequality as an equation and is an efficient estimator for independent
gaussian measurements.

The expectation-maximization (EMilgorithm [419, 172, 298, 304] provides a
general iterative approach for computing maximum likelihood estimates.ndin
advantage of the EM algorithm is that it often allows treatment of difficiEximum
likelihood problems suffering from multiple parameters and higtdplinear likeli-
hood functions in terms of simpler maximization problems. Howeterapplication
of the EM algorithm requires care in general because it can get stuck into a local
maximum or suffer from singularity problems [48]. In context witbA methods,
the EM algorithm has been used for estimating unknown densities afessignals.
Any probability density function can be approximated using a mixafrgaussians
model [48]. A popular method for finding parameters of such a model isséo u
the EM algorithm. This specific but important application of the EMoaitthm is
discussed in detail in [48]. For a more detailed discussion of the Ebtithgn, see
references [419, 172, 298, 304].

The maximum likelihood method has a connection with the least-squarbsdnet
Consider the nonlinear data model (4.47). Assuming that the parantetens
unknown constants independent of the additive noise (ewrgr)the (conditional)
distributionp(x | 8) of x is the same as the distribution of- at the pointv, =
X7 — f(O)

pxjo(x1 | 0) = py(x7 — £(6) | 6) (4.63)

If we further assume that the noise is zero-mean and gaussian with the covariance
matrix oI, the preceding distribution becomes

1
o [0) =rexp{ oLk KO 101} (460
wherey = (2r)~7/26~ T is the normalizing term. Clearly, this is maximized when
the exponent

[xr — £(0)]"[xr — £(0)] = || x7 — £(8) | (4.65)

is minimized, sincey is a constant independent 6f But the exponent (4.65)
coincides with the nonlinear least-squares criterion (4.48). Hencehigimonlinear
data model (4.47) the noiser is zero-mean, gaussian with the covariance matrix
C. = ¢?I, and independent of the unknown parametgrghe maximum likelihood
estimator and the nonlinear least-squares estimator yield the same.results
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4.6 BAYESIAN ESTIMATION *

All the estimation methods discussed thus far in more detail, namefgdineent, the
least-squares, and the maximum likelihood methods, assume that thespensirare
unknowndeterministic constantsin Bayesian estimation methods, the parameters
0 are assumed to bmndomthemselves. This randomness is modeled usingthe
priori probability density functiomg (#) of the parameters. In Bayesian methods,
it is typically assumed that this a priori densitykeown Taken strictly, this is a
very demanding assumption. In practice we usually do not have suchdahing
information on the parameters. Howevassumingsome useful form for the a
priori densitypg (0) often allows the incorporation of useful prior information on
the parameters into the estimation process. For example, we may know ishich
the most typical value of the parametgrand its typical range of variation. We can
then formulate this prior information for instance by assuming thas gaussian
distributed with a meam; and variance?. In this case the mean; and variance
o? contain our prior knowledge abo# (together with the gaussianity assumption).
The essence of Bayesian estimation methotisdgosterior densityg|. (8|x7)
of the parameter@ given the datar. Basically,the posterior density contains all
the relevant information on the paramete#s Choosing a specific estimafefor
the parameter@ among the range of values 8fwhere the posterior density is high
or relatively high is somewhat arbitrary. The two most popular meitfod doing
this are based on the mean-square error criterion and choosing the mawintien
posterior density. These are discussed in the following subsections

4.6.1 Minimum mean-square error estimator for random param eters

In the minimum mean-square error method for random paramétetse optimal
estimatord ;s g is chosen by minimizing the mean-square error (MSE)

Emse =E{]| 06|} (4.66)

with respect to the estimatér The following theorem specifies the optimal estimator.

Theorem 4.2 Assume that the parameteésand the observationgr have the
joint probability density functiomg x (6, x7). The minimum mean-square estimator
015 of B is given by the conditional expectation

Ovise = E{0)xr} (4.67)
The theorem can be proved by first noting that the mean-square erroy ¢a66
be computed in two stages. First the expectation is evaluated with regigkonty,

and after this it is taken with respect to the measurement vector

Emse =E{|| 0~ 0]°} = EX{E{||0 - 0| [xr}} (4.68)
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This expression shows that the minimization can be carried out by nzinignthe
conditional expectation

E{|0—0|%|xr} =0 020 E{6)xr} +E{070)xr}  (4.69)

The right-hand side is obtained by evaluating the squared norm aimtioatd is a
function of the observations; only, so that it can be treated as a nonrandom vector
when computing the conditional expectation (4.69). The result |46 follows
directly by computing the gradief — 2E{6|xr} of (4.69) with respect té and
equating it to zero.

The minimum mean-square estimahy s is unbiased since

E{Omsi} = E{E{f]xr}} = E{6} (4.70)

The minimum mean-square estimator (4.67) is theoretically very sigmifibe-
cause of its conceptual simplicity and generality. This result holdsifdistfibutions
for which the joint distributiorps (6, x) exists, and remains unchanged if a weight-
ing matrix W is added into the criterion (4.66) [407].

However, actual computation of the minimum mean-square estimatoeiswdty
difficult. This is because in practice we only know or assume the pigtriloution
pe(6) and the conditional distribution of the observatignsy(x|#) given the pa-
rametersdd. In constructing the optimal estimator (4.67), one must first camthe
posterior density from Bayes' formula (see Section 2.4)

px\o(XT\H)pe( )

peix(0/x71) = (4.71)
px(xT)
where the denominator is computed by integrating the numerator:
pelxr) = [ polxrl6)pa(6)d8 (4.72)

The computation of the conditional expectation (4.67) then requiiksasbther
integration. These integrals are usually impossible to evaluatsat analytically
except for special cases.

There are, however, two important special cases where the minimum meae-squar
estlmatorHMsp for random parameter8 can be determined fairly easily. If the
estimatord is constrained to belinear function of the dataf = Lx, then it can be
shown [407] that the optimal linear estimafby ;s z minimizing the MSE criterion
(4.66) is

01, msp = mg + CoxCy ! (x7 — my) (4.73)

wheremg and m, are the mean vectors @& and xr, respectively,Cy is the
covariance matrix okr, andCgy is the cross-covariance matrix 8fandxr. The
error covariance matrix corresponding to the optimum linear estinthi@rs g is

E{(B — éLMqE)(g — gLMSE)T} =Cq — ngC):leg (474)
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whereCy is the covariance matrix of the parameter ve@oiVe can conclude that
if the minimum mean-square estimator is constrained to be linearfitesito know
the first-order and second-order statistics of the sladiad the parametefs that is,
their means and covariance matrices.

If the joint probability densitypg «(8,x7) of the parameter® and dataxr
is gaussian the results (4.73) and (4.74) obtained by constraining the mimimu
mean-square estimator to be linear are quite generally optimal. This isdeetta
conditional densityyg |« (8|x7) is also gaussian with the conditional mean (4.73) and
covariance matrix (4.74); see section 2.5. This again underlines the fchoth
the gaussian distribution, linear processing and knowledge of fictssaoond order
statistics are usually sufficient to obtain optimal results.

4.6.2 Wiener filtering

In this subsection, we take a somewhat different signal processingeiet to the
linear minimum MSE estimation. Many estimation algorithms have in fe&n
developed in context with various signal processing problems [ZBH, 1

Consider the following linedfiltering problem Letz be anm-dimensional data
or input vector of the form

z=z1,20,...,2m|" (4.75)

and
W = [w,wy, ..., wn]" (4.76)
anm-dimensionalveight vectowith adjustable weights (elements),i = 1,... ,m

operating linearly o so that the output of the filter is
y=w'z 4.77)

In Wiener filtering the goal is to determine the linear filter (4.77) that minimizes
the mean-square error

Emse = E{(y — d)*} (4.78)

between thelesired response and the outpuy of the filter. Inserting (4.77) into
(4.78) and evaluating the expectation yields

Emse = W Ryw — 2w'r, + E{d®} (4.79)

Here R, = E{zz"} is the data correlation matrix, and, = E{zd} is the cross-
correlation vector between the data veet@nd the desired respongeMinimizing
the mean-square error (4.79) with respect to the weight veetprovides as the
optimum solution thé\Viener filter[168, 171, 419, 172]

Wuse = R, 1, (4.80)

Z
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provided thaiR, is nonsingular. This is almost always the case in practice due to the
noise and the statistical nature of the problem. The Wiener filter iallysecomputed
by directly solving the linear normal equations

R, WNSE = Tza (4.81)

In practice, the correlation matriR, and the cross-correlation vectey; are
usually unknown. They must then be replaced by their estimates, which can be
computed easily from the available finite data set. In fact the Wiener estitmai
becomes a standard least-squares estimator (see exercises). In signal qpocessi
applications, the correlation matriR, is often a Toeplitz matrix, since the data
vectorsz(i) consist of subsequent samples from a single signal or time series (see
Section 2.8). For this special case, various fast algorithms are avaitatdelf’ing
the normal equations efficiently [169, 171, 419].

4.6.3 Maximum a posteriori (MAP) estimator

Instead of minimizing the mean-square error (4.66) or some othenpaafce index,
we can apply to Bayesian estimation the same principle as in the maximelihdi&d
method. This leads to thmaximum a posteriori (MAP) estimatéi; 4 », which is
defined as the value of the parameter veédnat maximizes the posterior density
po|x (0]x7) Of O given the measurements.. The MAP estimator can be interpreted
as the most probable value of the parameter vegtor the available datar. The
principle behind the MAP estimator is intuitively well justified ancbepling.

We have earlier noted that the posterior density can be computed from Bayes’
formula (4.71). Note that the denominatorin (4.71) is the pdemsityp« (x7) of the
datax; which does not depend on the parameter ve@taand merely normalizes
the posterior densityg|« (0|x7). Hence for finding the MAP estimator it suffices to
find the value o that maximizes the numerator of (4.71), which is the joint density

Po,x(0,%X7) = px|(X7|0)pa(0) (4.82)

Quite similarly to the maximum likelihood method, the MAP estimag; 4 p can
usually be found by solving the (logarithmic) likelihood equatidiis now has the
form

0 0 0
20 Inp(@,x7) = 20 Inp(xr|0) + 20 Inp(@) =0 (4.83)
where we have dropped the subscripts of the probability densiieadtational

simplicity.

A comparison with the respective likelihood equation (4.50) for theximum
likelihood method shows that these equations are otherwise the santiee BUIAP
likelihood equation (4.83) contains an additional te?(in p(0#))/06, which takes
into account the prior information on the paramet@rs If the prior densityp(9)
is uniform for parameter valugsfor which p(x|8) is markedly greater than zero,
then the MAP and maximum likelihood estimators become the same. In tlEs cas
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they are both obtained by finding the vakh¢hat maximizes the conditional density
p(xr|@). This is the case when there is no prior information about the paraneters
available. However, when the prior densit{f) is not uniform, the MAP and ML
estimators are usually different.

Example 4.8 Assume that we hav& independent observationg1), ... ,z(T)
from a scalar random quantity that is gaussian distributed with mean and
variances?2. This time the meap,, is itself a gaussian random variable having mean
zero and the variancg;,. We assume that both the varianegsando’, are known
and wish to estimatg using the MAP method.

Using the preceding information, it is straightforward to form tileslihood
equation for the MAP estimatgr,; 4 p and solve it. The solution is (the derivation
is left as a exercise)

2 T
~ U .
HMAP = # ZT(7) (4.84)

The case in which we do not have any prior informationzonan be modeled by
letting ai — oc, reflecting our uncertainty abopt[407]. Then clearly

T

N 1 4

HMAP — T E . z(j) (4.85)
j:

so that the MAP estimatgr, 4 p tends to the sample mean. The same limiting value
is obtained if the number of samplés— oo. This shows that the influence of the
prior information, contained in the variane%, gradually decreases as the number
of the measurements increases. Hence asymptotically the MAP estimator esincid
with the maximum likelihood estimatgry,;, which we found earlier in (4.56) to be
the sample mean (4.85).

Note also that if we are relatively confident about the prior valwé the mean
1, but the samples are very noisy so thdt>> o7, the MAP estimator (4.84) for
small T stays close to the prior valugof p, and the numbef’ of samples must
grow large until the MAP estimator approaches its limiting value$}.8 contrast,
if aﬁ >> o2, so that the samples are reliable compared to the prior information on
1, the MAP estimator (4.84) rapidly approaches the sample mean (4.885% tiia
MAP estimator (4.84) weights in a meaningful way the prior informatand the
samples according to their relative reliability.

Roughly speaking, the MAP estimator is a compromise between the general
minimum mean-square error estimator (4.67) and the maximum likedieetmator.
The MAP method has the advantage over the maximum likelihood methodt that
takes into account the (possibly available) prior information abositprameters
0, but it is computationally somewhat more difficult to determine becausscond
term appears in the likelihood equation (4.83). On the other hand, thetivL
and MAP estimators are obtained from likelihood equations, avoidiegenerally
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difficult integrations needed in computing the minimum mean-squai@astr. |f
the posterior distributiom(€|xr) is symmetric around its peak value, the MAP
estimator and MSE estimator coincide.

There is no guarantee that the MAP estimator is unbiased. It is also ggnerall
difficult to compute the covariance matrix of the estimation error fer AP and
ML estimators. However, the MAP estimator is intuitively sensiblelds in most
cases good results in practice, and it has good asymptotic properties upcgrégie
conditions. These desirable characteristics justify its use.

4.7 CONCLUDING REMARKS AND REFERENCES

In this chapter, we have dealt with basic concepts in estimation theorhamddst
widely used estimation methods. These include the maximum likelilnesitiod,
minimum mean-square error estimator, the maximum a posteriori meémodthe
least-squares method for both linear and nonlinear data models. We hapeiaited

out their interrelationships, and discussed the method of moments keohits
relationship to higher-order statistics. Somewhat different estimatiethods must

be used depending on whether the parameters are considered to be detegrrinisti
which case the maximum likelihood method is the most common choice, donan

in which case Bayesian methods such as maximum a posteriori estimation can be
used.

Rigorous treatment of estimation theory requires a certain mathematical back-
ground as well as a good knowledge of probability and statistics, lelgabra, and
matrix differential calculus. The interested reader can find more informatiogs-
timation theory in several textbooks, including both mathematicai[ 407, 477]
and signal-processing oriented treatments [242, 299, 393, 419]. ahemseveral
topics worth mentioning that we have not discussed in this inttwity chapter.
These include dynamic estimation methods in which the parameters anel/data
model are time dependent, for example, Kalman filtering [242, 299].isrctapter,
we have derived several estimators by minimizing error criteria or miazitigpcondi-
tional probability distributions. Alternatively, optimal estinoas can often be derived
from the orthogonality principle, which states that the estimator @snakisociated es-
timation error must be statistically orthogonal, having a zero coassriance matrix.

From a theoretical viewpoint, the posterior density, (6|x7) contains all the
information about the random parameters that the measuresieptavide. Knowl-
edge of the posterior density allows in principle the use of anyabl@toptimality
criterion for determining an estimator. Figure 4.2 shows an examglégpothetical
posterior density(f | x) of a scalar paramet#r Because of the asymmetricity of
this density, different estimators yield different results. The minin absolute error
estimatord 4 5 minimizes the absolute errofEA — @ |}. The choice of a specific
estimator is somewhat arbitrary, since the true value of the paramhietemknown,
and can be anything within the range of the posterior density.
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Orvap  OapsOuuse 0

Fig. 4.2 A posterior density(f | x), and the respective MAP estimaier 4 », minimum
MSE estimaté ;s g, and the minimum absolute error estiméigss.

Regrettably, it is generally difficult to determine the posteriorrdistion in a form
that allows for convenient mathematical analysis [407]. However, varioesnaed
and approximative techniques have been developed to facilitate Bayesiaatiestim
see [142]. When the number of measurements increases, the importancerof pri
information gradually decreases, and the maximum likelihood estimatomizco
asymptotically optimal.

Finally, we point out that neural networks provide in many instancesedul
practical tool for nonlinear estimation, even though they lie outsiterange of
classic estimation theory. For example, the well-known back-propagalgorithm
[48, 172, 376] is in fact a stochastic gradient algorithm for minimizthe mean-
square error criterion

Emsp = E{||d — £(8,2) ||*} (4.86)

Hered is the desired response vector anthe (input) data vector. The parameters
0 consist of weights that are adjusted so that the mapping error (4.86hisized.
The nonlinear functioi(@, z) has enough parameters and a flexible form, so that it
can actually model with sufficient accuracy any regular nonlinear functionb@ble-
propagation algorithm learns the parametethat define the estimated input-output
mappingf(6,z). See [48, 172, 376] for details and applications.
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Problems

4.1 Show that:

4.1.1. the maximum likelihood estimator of the variance (4.58) becomes unbiased
if the estimated meafa,, 1, is replaced in (4.58) by the true ope

4.1.2. if the mean is estimated from the observations, one must use theléormu
(4.6) for getting an unbiased estimator.

4.2 Assume tha#; andf, are unbiased estimators of the paramétdraving
variances vaf,) = o2, var(f,) = o3.

4.2.1. Show that for any scaldr < a < 1, the estimatof; = af; + (1-— a)ég
is unbiased.

4.2.2. Determine the mean-square errorjgfassuming thaf; andé- are statis-
tically independent.

4.2.3. Find the value ofy that minimizes this mean-square error.

4.3 Letthe scalar random variabtebe uniformly distributed on the intervil, 9).
There exist" independent sample$l), ... , z(T') from z. Using them, the estimate
6 = maxz(i)) is constructed for the parameter

4.3.1. Compute the probability density function 6f (Hint: First construct the
cumulative distribution function.)

4.3.2. Is § unbiased or asymptotically unbiased?

4.3.3. What is the mean-square errof @ — )2 | 6} of the estimat#?

4.4 Assume that you knoW' independent observations of a scalar quantity that
is gaussian distributed with unknown mearand variances. Estimatey ando?
using the method of moments.

4.5 Assumethat(1l),z(2),...,z(K) are independent gaussian random variables
having all the meaf and variancer2. Then the sum of their squares
K
y=Y [=()?
j=1

is y2-distributed with the meaii o> and varianc K o. Estimate the parameters
K ando? using the method of moments, assuming that there &ieeasurements
y(1),y(2),...,y(T) on the sum of squares

4.6 Derive the normal equations (4.37) for the least-squares criteriBf)4Justify
why these equations indeed provide the minimum of the criterion.

4.7 Assume that the measurement errors have zero meén; JE= 0, and that
the covariance matrix of the measurement erroi€s= E{v,v)}. Consider the
properties of the least-squares estimatpg in (4.38).

4.7.1. Show that the estimatdi; s is unbiased.

4.7.2. Compute the error covariance matfi¥; defined in (4.19).

4.7.3. ComputeC; whenC, = oI.



102 ESTIMATION THEORY

4.8 Consider line fitting using the linear least-squares method. Asshate/bu
knowT measurements(1), z(2),... ,z(T") on the scalar quantity made, respec-
tively, at times (or argument valueg)l), t(2), ... ,t(T"). The task is to fit the line

T = ag+ agt

to these measurements.

4.8.1. Construct the normal equations for this problem using the stanuregalr|
least-squares method.

4.8.2. Assume that the sampling intervalt is constant and has been scaled so
that the measurement times are integers ... , 7. Solve the normal equations in
this important special case.

4.9 *Consider the equivalence of the generalized least-squares and linear unbiased
minimum mean-square estimators. Show that
4.9.1. The optimal solution minimizing the generalized least-squares criterion
(4.45)is
Owrs = (H'WH) '"H'"Wx,

4.9.2. An unbiased linear mean-square estim#grs ; = Lx satisfies the con-
ditonLH = 1.
4.9.3. The mean-square error can be written in the form

Evse =E{| 6 —6? 6} = tracdLC,L”)

4.9.4. Minimization of the preceding criteriofiy; s g under the constraifitH =
I leads to the BLUE estimator (4.46).

4.10 Forafixed amountofgas,the following connection holds between theyrees
P and the volumé’:
PV7T =g,

wherey andc are constants. Assume that we knbypairs of measurement®;, V;).
We want to estimate the parameterandc using thelinear least-squares method.
Express the situation in the form of a matrix-vector model and exgiaiw the
estimates are computed (you need not compute the exact solution).

4.11 Letthe probability density function of a scalar-valued random variattle
p(z]0) =622, 2>0, >0

Determine the maximum likelihood estimate of the paramgtdere are available
T independent measurementd), ... ,z(T) onz.

4.12 In a signal processing application five sensors placed mutually according to
a cross pattern yield, respectively, the measurements;, x», x3, andz,, that can

be collected to the measurement vectorThe measurements are quantized with 7
bits accuracy so that their values are integers in the intérval. , 127. The joint
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densityp(x | #) of the measurements is a multinomial density that depends on the
unknown parametet as follows:

p(x|0) = k(x)(1/2)7(0/4)" (1/4 - 0/4)"(1/4 — 6/4)"*(6/4)™
where the scaling term

(:L‘o + T+ 22 + 23 +CL’4)!

k(x) =

Determine the maximum likelihood estimate of the param@tar terms of the
measurement vector. (Here, you can here treat the individual measurements in a
similar manner as mutually independent scalar measurements.)

4.13 Considerthesum=x;+z5+...+x g, where the scalarrandom variablgs
are statistically independent and gaussian, each having the samé erehwariance
2
o,
4.13.1. Construct the maximum likelihood estimate for the numbernf the
terms in the sum.

4.13.2. Is this estimate unbiased?

4.14 * Consider direct evaluation of the Wiener filter.

4.14.1. Show that the mean-square filtering error (4.78) can be evaluated to the
form (4.79).

4.14.2. What is the minimum mean-square error given by the Wiener estimate?

4.15 Therandomvariables;, x,, and a third, related random variallare jointly
distributed. Define the random vector

z = [y:mth]T
It is known thatz has the mean vecten, and the covariance matriX, given by
1/4 71 1
mZ:[I/Q-‘, Cz—l—lo{l 3 fl-l
L 172 ] [1 -1 8 ]

Find the optimum linear mean-square estimatg based orx; andzs.

4.16 * Assume that you knowW" data vectors(1),z(2),... ,z(T) and their cor-
responding desired respongks$), d(2), ... ,d(T"). Standard estimates of the corre-
lation matrix and the cross-correlation vector needed in Wiener filteringlai® |

R, -

o~ | =

’ 2(i)z(i)",  Fpq= %Zz(i)d(i) (4.87)

i=1 i=1

4.16.1. Express the estimates (4.87) in matrix form and show that when they are
used in the Wiener filter (4.80) instead of the true values, the filterctabés with a
least-squares solution.
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4.16.2. What is the discrete data model corresponding to this least-squares esti-
mator?

4.17 * The joint density function of the random variablesandy is given by
Pay(z,y) =8zy, 0<y <z <1,

andp,,(z,y) = 0 outside the region defined above.
4.17.1. Find and sketch the conditional density,, (v | =).
4.17.2. Compute the MAP (maximum a posteriori) estimatey of
4.17.3. Compute the optimal mean-square error estimagg of

4.18 * Suppose that a scalar random variaplés of the formy = z + v, where
the pdf ofv is p,(t) = t/2 on the interval0, 2], and the pdf ot is p.(t) = 2¢ on
the interval[0, 1]. Both the densities are zero elsewhere. There is available a single
measurement valug= 2.5.
4.18.1. Compute the maximum likelihood estimateyof
4.18.2. Compute the MAP (maximum a posteriori) estimatey of
4.18.3. Compute the minimum mean-square estimatg. of

4.19 *Consider the MAP estimator (4.84) of the mean
4.19.1. Derive the estimator.
4.19.2. Express the estimator in recursive form.

Computer assignments

4.1 Choose a suitable set of two-dimensional data. Plenty of real-worldcdata
be found for example using the links of the WWW page of this baskwell as in
[376] and at the following Web sites:

http://ferret.wrc.noaa.gov/

http://www.ics.uci.edu/ mlearn/MLSummary.html

4.1.1. Plot the data (or part of it, if the data set is large).

4.1.2. Based on the plot, choose a suitable function (which is linear withexsp
to the parameters), and fit it to your data using the standard least-squetiesd.
(Alternatively, you can use nonlinear least-squares method if the paramétbes
chosen function depend nonlinearly on the data.)

4.1.3. Plot the fitted curve and the fitting error. Assess the quality of yeast
squares model.

4.2 * Use the Bayesian linear minimum mean-square estimator for predicting a
scalar measurement from other measurements.

4.2.1. Choose first a suitable data set in which the components of the datassecto
are correlated (see the previous computer assignment for finding data).

4.2.2. Compute the linear minimum mean-square estimator.

4.2.3. Compute the variance of the measurement that you have predicted and
compare it with your minimum mean-square estimation (predictiony.erro



Information Theory

Estimation theory gives one approach to characterizing random variableswahi
based on building parametric models and describing the data by the pammeter
An alternative approach is given by information theory. Here the empisasis
coding We want to code the observations. The observations can then be stored
in the memory of a computer, or transmitted by a communications charorel, f
example. Finding a suitable code depends on the statistical propdrties data.
In independent component analysis (ICA), estimation theory and infaymgteory
offer the two principal theoretical approaches.
In this chapter, the basic concepts of information theory are introduideallatter
half of the chapter deals with a more specialized topic: approximation abmntr
These concepts are needed in the ICA methods of Part I1.

5.1 ENTROPY

5.1.1 Definition of entropy

Entropy is the basic concept of information theory. Entrdiyis defined for a
discrete-valued random variahlé as

H(X)=— Z P(X =a;)log P(X = a;) (5.1)

where thea; are the possible values df. Depending on what the base of the
logarithm is, different units of entropy are obtained. Usually, thgakithm with
base 2 is used, in which case the unit is called a bit. In the followiadbtse is

105
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AN

Fig. 5.1 The functionf in (5.2), plotted on the intervd), 1].

not important since it only changes the measurement scale, so it is naditixpl
mentioned.
Let us define the functiolfi as

f(p) = —plogp, for0<p<1 (5.2)

This is a nonnegative function that is zero for= 0 and forp = 1, and positive for
values in between; it is plotted in Fig. 5.1. Using this function,@pyrcan be written
as

H(X) = Zf(P(X = a;)) (5.3)

Considering the shape gf, we see that the entropy is small if the probabilities
P(X = a;) are close td) or 1, and large if the probabilities are in between.

In fact, the entropy of a random variable can be interpreted as the degree of
information that the observation of the variable gives. The more ‘wenid i.e.,
unpredictable and unstructured the variable is, the larger its enthgsyme that the
probabilities are all close 1, expect for one that is close 1qthe probabilities must
sum up to one). Then there is little randomness in the variable, sialredist always
takes the same value. This is reflected in its small entropy. On the otherihatd
the probabilities are equal, then they are relatively far ftoamd1, andf takes large
values. This means that the entropy is large, which reflects the fact that thblear
is really random: We cannot predict which value it takes.

Example 5.1 Let us consider a random variablethat can have only two values,
andb. Denote byp the probability that it has the valug then the probability that it
is b is equal tol — p. The entropy of this random variable can be computed as

H(X) = f(p)+ f(1—p) (5.4)
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Thus, entropy is a simple function pf (It does not depend on the valuesandb.)
Clearly, this function has the same propertieg a# is a nonnegative function that

is zero forp = 0 and forp = 1, and positive for values in between. In fact, ititis
maximized forp = 1/2 (this is left as an exercice). Thus, the entropy is largest when
the values are both obtained with a probability56f%. In contrast, if one of these
values is obtained almost always (say, with a probabilit9®9%), the entropy of

X is small, since there is little randomness in the variable.

5.1.2 Entropy and coding length

The connection between entropy and randomness can be made more rigorous by
consideringcoding length Assume that we want to find a binary code for a large
number of observations of, so that the code uses the minimum number of bits
possible. According to the fundamental results of information theemropy is
very closely related to the length of the code required. Under some §jmpli
assumptions, the length of the shortest code is bounded below nttapy, and
this bound can be approached arbitrarily close, see, e.g., [97]. So, enfrasy
roughly the average minimum code length of the random variable.

Since this topic is out of the scope of this book, we will jusistirate it with two
examples.

Example 5.2 Consider again the case of a random variable with two possible values,
a andb. If the variable almost always takes the same value, its entropy is sniadl. T
is reflected in the fact that the variable is easy to code. In fact, assume theavalue
is almost always obtained. Then, one efficient code might be obtainedysbypl
counting how many:’s are found between two subsequent observatioris ahd
writing down these numbers. If we need to code only a few numbers, avatde to
code the data very efficiently.

In the extreme case where the probability:d$ 1, there is actually nothing left to
code and the coding length is zero. On the other hand, if both valuestagaine
probability, this trick cannot be used to obtain an efficient coding mecimraad
every value must be coded separately by one bit.

Example 5.3 Consider a random variabl& that can have eight different values
with probabilities(1/2,1/4,1/8,1/16,1/64,1/64,1/64,1/64). The entropy ofX

is 2 bits (this computation is left as an exercice to the reader). If we just cthaed
data in the ordinary way, we would need 3 bits for every observatiorn.aBuore
intelligent way is to code frequent values with short binary strings iafréquent
values with longer strings. Here, we could use the following sfiogthe outcomes:
0,10,110,1110,111100,111101,1121110,111111. (Notehbatitings can be written
one after another with no spaces since they are designed so that one alwags kno
when the string ends.) With this encoding #eeragenumber of bits needed for
each outcome is only 2, which is in fact equal to the entropy. So we havedjain
33% reduction of coding length.
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5.1.3 Differential entropy

The definition of entropy for a discrete-valued random variable can be gerestal
for continuous-valued random variables and vectors, in which case iteis oétled
differential entropy.

The differential entropyH of a random variable: with densityp, (.) is defined
as:

H(z) = - / Pa(€) log pa (€)dE = / F(pa(€))de (5.5)

Differential entropy can be interpreted as a measure of randomness in thevagme
as entropy. If the random variable is concentrated on certain small inteitgls,
differential entropy is small.

Note that differential entropy can be negative. Ordinary entropy cararegative
because the functiofi in (5.2) is nonnegative in the intervéd, 1], and discrete
probabilities necessarily stay in this interval. But probability déesican be larger
than 1, in which casef takes negative values. So, when we speak of a “small
differential entropy”, it may be negative and have a large absolute value.

It is now easy to see what kind of random variables have small entropies; Th
are the ones whose probability densities take large values, since thiesstrgng
negative contributions to the integral in (5.8). This means thaairemtervals are
quite probable. Thus we again find that entropy is small when the vaisahtt very
random, that is, it is contained in some limited intervals with highbaibilities.

Example 5.4 Consider a random variablethat has a uniform probability distribu-
tion in the interval0, a]. Its density is given by

Pa(6) = {1/“’ foro< &< (5.6)

0, otherwise

The differential entropy can be evaluated as

H(z) = - /0 élog %df — loga (5.7)

Thus we see that the entropy is large:ifs large, and small if: is small. This is
natural because the smallers, the less randomness there ig:inin the limit where
a goes to0, differential entropy goes te-oo, because in the limitg is no longer
random at all; it is always$.

The interpretation of entropy as coding length is more or less valid diifer-
ential entropy. The situation is more complicated, however, since tiiegtength
interpretation requires that we discretize (quantize) the values bf this case, the
coding length depends on the discretization, i.e., on the accuracy witi wie want
to represent the random variable. Thus the actual coding length is givédre lsyin
of entropy and a function of the accuracy of representation. We will natigathe
details here; see [97] for more information.
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The definition of differential entropy can be straightforwardly geneedlito the
multidimensional case. Latbe a random vector with densipy (.). The differential
entropy is then defined as:

Hx) = - / pa(€) log pu (€)dE = / F(pa(€))de (5.8)

5.1.4 Entropy of a transformation
Consider arinvertibletransformation of the random vecter say
y = f(x) (5.9)

In this section, we show the connection between the entropyaofd that ofx.

A short, if somewhat sloppy derivation is as follows. (A more rigas derivation
is given in the Appendix.) Denote hif (¢) the Jacobian matrix of the functidii.e.,
the matrix of the partial derivatives défat point¢. The classic relation between the
densityp, of y and the density,, of x, as givenin Eq. (2.82), can then be formulated
as

py(n) = pe (£ (n))| det JE(E™ (n))| ™" (5.10)
Now, expressing the entropy as an expectation
H(y) = —E{logpy(y)} (5.11)

we get

E{logp, (y)} = E{log[p. (£ ()| det JE(E ()|~}
— E{loglp, (x)| det JE(x)| ']} = E{logpa(x)} — E{log| det JE(x)[}  (5.12)

Thus we obtain the relation between the entropies as
H(y) = H(x) + E{log|det Jf(x)|} (5.13)

In other words, the entropy is increased in the transformatiofifdyg | det Jf(x)|}.
An important special case ike linear transformation

y = Mx (5.14)
in which case we obtain
H(y) = H(x) + log| det M| (5.15)

This also shows that differential entropynist scale-invariant Consider a random
variablez. If we multiply it by a scalar constant, differential entropy changes as

H(az) = H(z) + log |a] (5.16)

Thus, just by changing the scale, we can change the differential entrojsyisThy
the scale of: often is fixed before measuring its differential entropy.
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5.2 MUTUAL INFORMATION

5.2.1 Definition using entropy

Mutual information is a measure of the information that members of afsanhdom

variables have on the other random variables in the set. Using entreppgmdefine
the mutual information betweenn (scalar) random variableg,.i = 1,....n, as

follows

I(xy, @0, ...; ) :ZH("&)*H(X) (5.17)

wherex is the vector containing all the;.

Mutual information can be interpreted by using the interpretation abpgtas
code length. The termH& (z;) give the lengths of codes for the when these are
coded separately, anH (x) gives the code length whex is coded as a random
vector, i.e., all the components are coded in the same code. Mutual infomtlatis
shows what code length reduction is obtained by coding the whole vextarad
of the separate components. In general, better codes can be obtained by ceding th
whole vector. However, if the; are independent, they give no information on each
other, and one could just as well code the variables separately without iimgreas
code length.

5.2.2 Definition using Kullback-Leibler divergence

Alternatively, mutual information can be interpreted as a distance, usheg i
called the Kullback-Leibler divergence. This is defined betweenrtvdimensional
probability density functions (pdf'g)! andp? as

p'(§)

50, p?) = / P (s By

The Kullback-Leibler divergence can be considered as a kind of a distance between
the two probability densities, because it is always nonnegative, and zerd only if
the two distributions are equal. This is a direct consequence of tet) sbnvexity
of the negative logarithm, and the application of the classic Jenseaduality.
Jensen’s inequality (see [97]) says that for any strictly convex fungtiand any
random variable, we have

dé (5.18)

E{f(y)} = f(E{y}) (5.19)

Takef(y) = —log(y), and assume that= p*(z)/p' (z) wherez has the distribution
given byp!. Then we have

50'.5°) = U} = Fi-tos B = [5'(©(-1os g

P e — 1o [ B
(&) pdg = —1 g'/p (&)d¢ =0 (5.20)

> f(E{y}) = — log / ()1
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Moreover, we have equality in Jensen’s inequality if and onlyif constant. In our
case, it is constant if and only if the two distributions are equal, stave proven
the announced property of the Kullback-Leibler divergence.

Kullback-Leibler divergence is not a proper distance measure, though, leataus
is not symmetric.

To apply Kullback-Leibler divergence here, let us begin by consideringithat
random variables; were independent, their joint probability density could be fac-
torized according to the definition of independence. Thus one might metisure
independence of the; as the Kullback-Leibler divergence between the real density
p! = p.(&) and the factorized density? = p; (&1)p2(€2)...pn(&n), Where thep; ()
are the marginal densities of the In fact, simple algebraic manipulations show that
this quantity equals the mutual information that we defined using pyiro(5.17),
which is left as an exercice.

The interpretation as Kullback-Leibler divergence implies the follg#mportant
property: Mutual information is always nonnegative, and it is zero if antydinthe
variables are independentThis is a direct consequence of the properties of the
Kullback-Leibler divergence.

5.3 MAXIMUM ENTROPY

5.3.1 Maximum entropy distributions

An important class of methods that have application in many domaingds by the
maximum entropy methods. These methods apply the concept of entrdyytask
of regularization.

Assume that the information available on the dengity.) of the scalar random
variablez is of the form

/p(f)F’(f)df =¢, fori=1,...,.m (5.21)

which means in practice that we have estimated the expectai¢fd(z)} of m
different functionsF of z. (Note thati is here an index, not an exponent.)

The question is now: What is the probability density functigrihat satisfies the
constraints in (5.21), and has maximum entropy among such densitiadi(Eve
defined the entropy of random variable, but the definition can be used diithgs
well.) This question can be motivated by noting that a finite numbebséovations
cannot tell us exactly whatis like. So we might use some kind gularizationto
obtain the most usefyl compatible with these measurements. Entropy can be here
considered as a regularization measure that helps us find the least strulenségt
compatible with the measurements. In other words, the maximum endensity
can be interpreted as the density that is compatible with the measurementakesl
the minimum number of assumptions on the data. This is because ectnye
interpreted as a measure of randomness, and therefore the maximum eetnsjty d
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is the most random of all the pdf’s that satisfy the constraints fiitiner details on
why entropy can be used as a measure of regularity, see [97, 353].

The basic result of the maximum entropy method (see, e.g. [97, 358]utethat
under some regularity conditions, the density(¢) which satisfies the constraints
(5.21) and has maximum entropy among all such densities, is of the form

pol€) = Aexp(Z a; F(€)) (5.22)

(3

Here, A anda; are constants that are determined fromdheising the constraints
in (5.21) (i.e., by substituting the right-hand side of (5.8#)p in (5.21)), and the
constraint po(£)dé = 1. This leads in general to a systemof+ 1 nonlinear
equations that may be difficult to solve, and in general, numerical methosishau
used.

5.3.2 Maximality property of the gaussian distribution

Now, consider the set of random variables that can take all the values on tliregeal
and have zero mean and a fixed variance, say 1 (thus, we have two constrdiets). T
maximum entropy distribution for such variables is the gaussiarilalision. This is
because by (5.22), the distribution has the form

po(€) = Aexp(a1€” + ax) (5.23)

and all probability densities of this form are gaussian by definitier Section 2.5).
Thus we have the fundamental result thagaussian variable has the largest
entropy among all random variables of unit varianc&his means that entropy
could be used as a measure of nongaussianity. In fact, this shows thyiubsan
distribution is the “most random” or the least structured of allriistions. Entropy
is small for distributions that are clearly concentrated on certain valeespyhen the
variable is clearly clustered, or has a pdf that is very “spiky”. This prgopeah be
generalized to arbitrary variances, and what is more important, to muéitiional
spaces: The gaussian distribution has maximum entropy among albdiiiris with
a given covariance matrix.

5.4 NEGENTROPY

The maximality property given in Section 5.3.2 shows that entropyccbelused to
define a measure of nongaussianity. A measure thatis zero for a gaussidahevanid
always nonnegative can be simply obtained from differential entropyjsacdlled
negentropy. Negentropy is defined as follows

J(X) = H(Xgauss) - H(X) (524)



APPROXIMATION OF ENTROPY BY CUMULANTS 113

wherex,.55 IS a gaussian random vector of the same covariance nitagx. Its
entropy can be evaluated as

H(Xgauss) = %log | det 2| + g[l + log 2] (5.25)
wheren is the dimension ok.

Due to the previously mentioned maximality property of the gaustditribution,
negentropy is always nonnegative. Moreover, itis zero if and ontyhiéis a gaussian
distribution, since the maximum entropy distribution is uraqu

Negentropy has the additional interesting property thatiiariant for invertible
linear transformations This is because foy = Mx we haveE{yy”} = MXM7,
and, using preceding results, the negentropy can be computed as

1 )
J(Mx) = B log | det(MEMT)| + g[l + log 27| — (H(x) + log |M|)

n

1 1
= 510g\det2|+2§10g|detM\+ 2[1+10g27r] — H(x) — log | det M|

n

= %10g|det2\ + 2[1+10g27r] — H(x)
= H(Xgauss) — H(x) = J(x) (5.26)

In particular negentropy is scale-invariant, i.e., multiplication airsdom variable by
a constant does not change its negentropy. This was not true foredifigrentropy;,
as we saw earlier.

5.5 APPROXIMATION OF ENTROPY BY CUMULANTS

In the previous section we saw that negentropy is a principled measSamngaus-
sianity. The problem in using negentropy is, however, that it ismatationally very
difficult. To use differential entropy or negentropy in practice, we dadmpute the
integral in the definition in (5.8). This is, however, quite diffit since the integral
involves the probability density function. The density could béeestied using ba-
sic density estimation methods such as kernel estimators. Such a sirpptacp
would be very error prone, however, because the estimator would depehe cor-
rect choice of the kernel parameters. Moreover, it would be computatioradtgir
complicated.

Therefore, differential entropy and negentropy remain mainly theoreticaitiyu
ties. In practice, some approximations, possibly rather coarse, haweusddl. In
this section and the next one we discuss different approximatioregeinropy that
will be used in the ICA methods in Part 11 of this book.

5.5.1 Polynomial density expansions

The classic method of approximating negentropy is using higherrardmulants
(defined in Section 2.7). These are based on the idea of using an expaotsioiike
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a Taylor expansion. This expansion is taken for the pdf of a randomablar say:;,

in the vicinity of the gaussian density. (We only consider the casealdsrandom
variables here, because it seems to be sufficient in most applications.Jripdicgy,

let us first make: zero-mean and of unit variance. Then, we can make the technical
assumption that the density (£) of z is near thestandardizedjaussian density

0(€) = exp(—€2/2)/V2r (5.27)

Two expansions are usually used in this context: the Gram-Charlganesion
and the Edgeworth expansion. They lead to very similar approxingtiem we
only consider the Gram-Charlier expansion here. These expansiorseuse talled
Chebyshev-Hermite polynomials, denoted#ywhere the index is a nonnegative
integer. These polynomials are defined by the derivatives of the staneldghussian
pdf o (&) by the equation

9'p(§)
e

Thus, H; is a polynomial of ordei. These polynomials have the nice property of
forming an orthonormal system in the following sense:

= (1) Hi(§)¢(€) (5.28)

1, ifi=j
0, ifi#j
The Gram-Charlier expansion of the pdf of truncated to include the two first
nonconstant terms, is then given by

/ (&) H () H; (€)dE = { (5.29)

H; (&)

o) % 52(6) = 0l O1 + s () T8 4 g ) 41

4!

This expansion is based on the idea that the pdf @& very close to a gaussian
one, which allows a Taylor-like approximation to be made. Thus, thrgyaonssian
part of the pdf is directly given by the higher-order cumulants, is tase the third-
and fourth-order cumulants. Recall that these are called the skewness swaisur
and are given by () = E{z} andk4(z) = E{z*} — 3. The expansion has an
infinite number of terms, but only those given above are of interegstd\Note that
the expansion starts directly from higher-order cumulants, becaustangesdized
x to have zero mean and unit variance.

) (5.30)

5.5.2 Using density expansions for entropy approximation

Now we could plug the density in (5.30) into the definition of eptrdo obtain

Hr) ~ / Pa(€) log iy (€)de (5.31)

This integral is not very simple to evaluate, though. But again utiegdea that
the pdf is very close to a gaussian one, we see that the cumulants ih #Ee3gry
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small, and thus we can use the simple approximation

log(1+€) ~e—€/2 (5.32)
which gives
1) % = [ G0 +ra) 5 + @) T
log e (©) + (o) 5+ ) T — () T i) Ty

(5.33)

This expression can be simplified (see exercices). Straightforward algebanip-
ulations then give

k3(2)®  Ka(§)?

2 x 3! 2 x 4!

H(z) ~ - [ o) ogp(e)de - (5.34)
Thus we finally obtain an approximation of the negentropy of a staftdandom
variable as

1 1
J(z) = EE{T?}2 + Ekurt(m)2 (5.35)

This gives a computationally very simple approximation of the nosgianity mea-
sured by negentropy.

5.6 APPROXIMATION OF ENTROPY BY NONPOLYNOMIAL
FUNCTIONS

In the previous section, we introduced cumulant-based approximatidns
(neg)entropy. However, such cumulant-based methods sometimesepeovadher
poor approximation of entropy. There are two main reasons for thisst, Finite-
sample estimators of higher-order cumulants are highly sensitiveitties: their
values may depend on only a few, possibly erroneous, observationsawigvalues.
This means that outliers may completely determine the estimates of cumiausts
making them useless. Second, even if the cumulants were estimated peffegtly, t
mainly measure the tails of the distribution, and are largely unaffegtesirbcture
near the center of the distribution. This is because expectations aiqroigls like
the fourth power are much more strongly affected by data far away from haro t
by data close to zero.

In this section, we introduce entropy approximations that are based ap-an
proximative maximum entropy method. The motivation for this apphois that the
entropy of a distribution cannot be determined from a given finite lmemof esti-
mated expectations as in (5.21), even if these were estimated exactly. |Agegpn
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Section 5.3, there exist an infinite number of distributions foroltthe constraints
in (5.21) are fulfilled, but whose entropies are very different from edblero In
particular, the differential entropy reachesc in the limit wherex takes only a finite
number of values.

A simple solution to this is the maximum entropy method. This mehaswe
compute themaximum entropyhat is compatible with our constraints or measure-
ments in (5.21), which is a well-defined problem. This maximum entropfurther
approximations thereof, can then be used as a meaningful approximatios et
tropy of a random variable. This is because in ICA we usually want tomind
entropy. The maximum entropy method gives an upper bound for entaoplyits
minimization is likely to minimize the true entropy as well.

In this section, we first derive a first-order approximation of the imasxn entropy
density for a continuous one-dimensional random variable, given aaumhbimple
constraints. This results in a density expansion that is somewméassito the
classic polynomial density expansions by Gram-Charlier and Edglewdding this
approximation of density, an approximation of 1-D differential emyragpderived.
The approximation of entropy is both more exact and more robust agaitigers
than the approximations based on the polynomial density expansiitheut being
computationally more expensive.

5.6.1 Approximating the maximum entropy

Let us thus assume that we have observed (or, in practice, estimated) amafmb
expectations of, of the form

/p(g)Fi(g)dg =¢, fori=1,...,m (5.36)

The functionsF? are not, in general, polynomials. In fact, if we used simple
polynomials, we would end up with something very similar to what \&d  the
preceding section.

Since in general the maximum entropy equations cannot be solved analytically
we make a simple approximation of the maximum entropy depsityl his is based
on the assumption that the densit{¢) is not very far from the gaussian density
of the same mean and variance; this assumption is similar to the one made us
polynomial density expansions.

As with the polynomial expansions, we can assume:thets zero mean and unit
variance. Therefore we put two additional constraints in (5.36), defiged b

Fr€) =€ e =0 (5.37)
F'2(8) =€, cppa=1 (5.38)
To further simplify the calculations, let us make another, purely techagsalmption:

The functionsF?, i = 1, ..., n, form an orthonormal system according to the metric
defined byyp in (5.27), and are orthogonal to all polynomials of second degree. In
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other words, foralf,j =1,....n

o 1, =
/ POF (&) F (€)d = {07 i (5.39)
/@(E)Fi(f)fkdf =0, fork=0,1,2 (5.40)

Again, these orthogonality constraints are very similar to thoséneb@shev-Hermite
polynomials. Forany set of linearly independent functisignot containing second-
order polynomials), this assumption can always be made true by oyd®ram-
Schmidt orthonormalization.

Now, note that the assumption of near-gaussianity implies that atittrexa; in
(5.22) are very small compared tg,1» ~ —1/2, since the exponential in (5.22)
is not far fromexp(—£¢2/2). Thus we can make a first-order approximation of the
exponential function (detailed derivations can be found in the Appéndhis allows
for simple solutions for the constants in (5.22), and we obtagnajbproximative
maximum entropy densijtwhich we denote by(&):

p(&) = ()1 + Z ciF(€)) (5.41)

wherec; = E{F(£)}.

Now we can derive an approximation of differential entropy using thissidgn
approximation. As with the polynomial density expansions, we can(bis81) and
(5.32). After some algebraic manipulations (see the Appendix), waErob

T(z) ~ % . EB{Fi(@) (5.42)

Note that even in cases where this approximation is not very accurate, (ad2)
be used to construct a measure of nongaussianity that is consisteatsartbe that
(5.42) obtains its minimum value, 0, whanhas a gaussian distribution. This is
because according to the latter part of (5.39) itk 0, we haveE{Fi(v)} = 0.

5.6.2 Choosing the nonpolynomial functions

Now it remains to choose the “measuring” functidfisthat define the information
given in (5.36). As noted in Section 5.6.1, one can take practically anyfset o
linearly independent functions, s&,i = 1, ..., m, and then apply Gram-Schmidt
orthonormalization on the set containing those functions and themiats¢®, k =
0,1,2, so as to obtain the sét’ that fulfills the orthogonality assumptions in (5.39).

This can be done, in general, by numerical integration. In the practical cbbice
the functions?, the following criteria must be emphasized:

1. The practical estimation df{G*(z)} should not be statistically difficult. In
particular, this estimation should not be too sensitive to outliers
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2. The maximum entropy method assumes that the fungtjan (5.22) is inte-
grable. Therefore, to ensure that the maximum entropy distributicatseix
the first place, th&'(x) must not grow faster than quadratically as a function
of |z|, because a function growing faster might lead to the nonintegrabflity

Do-

3. TheG’ must capture aspects of the distributionfthat are pertinent in the
computation of entropy. In particular, if the densjiy¢) were known, the
optimal functionG°r* would clearly be— logp(¢), because- E{log p(z)}
gives the entropy directly Thus, one might use@the log-densities of some
known important densities.

The first two criteria are met if th&?(z) are functions that do not grow too fast
(not faster than quadratically) &s| increases. This excludes, for example, the use
of higher-order polynomials, which are used in the Gram-Charlier arge®drth
expansions. One might then search, according to criterion 3, for logigEnof
some well-known distributions that also fulfill the first two catimhs. Examples
will be given in the next subsection.

It should be noted, however, that the criteria above only delimitsipace of
functions that can be used. Our framework enables the use of very differetibns
(or just one) agi’. However, if prior knowledge is available on the distributions
whose entropy is to be estimated, criterion 3 shows how to chooseptivasd
function.

5.6.3 Simple special cases

A simple special case of (5.41) is obtained if one uses two functiéhand G2,
which are chosen so that isoddandG? iseven Such a system of two functions can
measure the two most important features of nongaussian 1-D digtrisufThe odd
function measures the asymmetry, and the even function measures theidimagns
bimodality vs. peak at zero, closely related to sub- vs. supergaussiatagsi€ally,
these features have been measured by skewness and kurtosis, which cdrtespon
G'(z) = 2* andG?(x) = 2%, but we do not use these functions for the reasons
explained in Section 5.6.2. (In fact, with these choices, the approximarti(5.41)
becomes identical to the one obtained from the Gram-Charlier expangibr35).)

In this special case, the approximation in (5.42) simplifies to

J(@) ~ by (BIG (@)})” + ko (B{G* ()} — E{G’(0)})*  (5.43)

where k; and k, are positive constants (see the Appendix). Practical examples
of choices ofG' that are consistent with the requirements in Section 5.6.2 are the
following. First, for measuring bimodality/sparsity, one migise, according to the
recommendations of Section 5.6.2, the log-density of the Laplaciaibdisbn:

G*"(z) = |z (5.44)

For computational reasons, a smoother versio#f might also be used. Another
choice would be the gaussian function, which can be considered as thersiyd
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of a distribution with infinitely heavy tails (since it stays constamen going to
infinity):

G?"(x) = exp(—22/2) (5.45)

For measuring asymmetry, one might use, on more heuristic grothedfllowing
function:

G'(z) = rexp(—2?/2) (5.46)

that is smooth and robust against outliers.
Using the preceding examples one obtains two practical examples of:(5.43)

Ju(w) = ki (E{zexp(—2?/2)})? + K (E{|al} — V2/m)?  (5.47)

and

Jy(z) = kr (E{z exp(—22/2)})? + kb (E{exp(—22/2)} — \/1/2)*
(5.48)

with k; = 36/(8v/3 — 9), k§ = 1/(2 — 6/x), andk} = 24/(16+/3 — 27). These
approximations/, (z) and J,(z) can be considered more robust and accurate gen-
eralizations of the approximation derived using the Gram-Charlier esiparin
Section 5.5.

Even simpler approximations of negentropy can be obtained by usiygooe!
nonguadratic function, which amounts to omitting one of the termibeé preceding
approximations.

5.6.4 lllustration

Here we illustrate the differences in accuracy of the different approximatof
negentropy. The expectations were here evaluated exactly, ignoritersarinple
effects. Thus these results do not illustrate the robustness ofdkamam entropy
approximation with respect to outliers; this is quite evident anyway.

First, we used a family of gaussian mixture densities, defined by

p(§) = pe(r) + (1 = p)2p(2(z — 1)) (5.49)

wherey is a parameter that takes all the values in the intebval ¢ < 1. This
family includes asymmetric densities of both negative and positiveokis. The
results are depicted in Fig. 5.2. One can see that both of the approxisdtiand
Jp introduced in Section 5.6.3 were considerably more accurate than the caimulan
based approximation in (5.35).

Second, we considered the exponential power family of density functions

Pa(§) = Crexp(=C2[¢]") (5.50)
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Fig. 5.2 Comparison of different approximations of negentropy fue family of mixture
densities in (5.49) parametrized lyranging from O to 1 (horizontal axis). Solid curve:
true negentropy. Dotted curve: cumulant-based approiemats in (5.35). Dashed curve:
approximationJ,, in (5.47). Dot-dashed curve: approximatidnin (5.48). The two maximum
entropy approximations were clearly better than the cunttiased one.

wherea is a positive constant, and;, C» are normalization constants that make
Do @ probability density of unit variance. For different valueswgfthe densities in
this family exhibit different shapes. Faer < 2, one obtains densities of positive
kurtosis (supergaussian). Far = 2, one obtains the gaussian density, and for
a > 2, a density of negative kurtosis. Thus the densities in this faaly be
used as examples of different symmetric nongaussian densities. In.Bjgthg
different negentropy approximations are plotted for this familyinggparameter
valuesd.5 < a < 3. Since the densities used are all symmetric, the first terms in the
approximations were neglected. Again, it is clear that both of the appadions

J, and J, introduced in Section 5.6.3 were considerably more accurate than the
cumulant-based approximation in (5.35). Especially in the case of sap&Esign
densities, the cumulant-based approximation performed very poodystbrobably
because it gives too much weight to the tails of the distribution.

5.7 CONCLUDING REMARKS AND REFERENCES

Most of the material in this chapter can be considered classic. The basicide§init
of information theory and the relevant proofs can be found, e.g.,1n393]. The
approximations of entropy are rather recent, however. The cumulant-bgsexkiap
mation was proposed in [222], and it is almost identical to those [m@gm [12, 89].
The approximations of entropy using nonpolynomial functions wett®duced in
[196], and they are closely related to the measures of nongaussianityatieabéen
proposed in the projection pursuit literature, see, e.g., [95].
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Fig. 5.3 Comparison of different approximations of negentropy for family of densities
(5.50) parametrized by (horizontal axis). On the left, approximations for derestiof
positive kurtosis@.5 < o < 2) are depicted, and on the right, approximations for dezsif
negative kurtosisX < a < 3). Solid curve: true negentropy. Dotted curve: cumularseoh
approximation as in (5.35). Dashed curve: approximatiprin (5.47). Dot-dashed curve:
approximation/, in (5.48). Clearly, the maximum entropy approximations everuch better
than the cumulant-based one, especially in the case oftiensf positive kurtosis.

Problems

5.1 Assume thatthe random variabtecan have two values,andb, as in Example
5.1. Compute the entropy as a function of the probability of olitgin. Show that
this is maximized when the probability 192.

5.2 Compute the entropy of in Example 5.3.

5.3 Assumerz has a Laplacian distribution of arbitrary variance with pdf

IR
pm(f)—ﬁanp(

plq) (5.51)
Compute the differential entropy.

5.4 Prove (5.15).

5.5 Prove (5.25).

5.6 Show that the definition of mutual information using Kullback-Leibdiver-
gence is equal to the one given by entropy.

5.7 Compute the three first Chebyshev-Hermite polynomials.

5.8 Prove (5.34). Use the orthogonality in (5.29), and in particularftct that
H; and H, are orthogonal to any second-order polynomial (prove this firstly- F
thermore, use the fact that any expression involving a third-orderomaal of the
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higher-order cumulants is infinitely smaller than terms involvingyassgcond-order
monomials (due to the assumption that the pdf is very close to gayssi

Computer assignments

5.1 Consider random variables with (1) a uniform distribution and (Raplacian
distribution, both with zero mean and unit variance. Compute theiemifftial
entropies with numerical integration. Then, compute the approximativen by
the polynomial and nonpolynomial approximations given in this alrapgEompare
the results.

Appendix proofs

First, we give a detailed proof of (5.13). We have by (5.10)
H(y) = —/py(n) log py (n)dn
= —/pac(f”(n))ldet-ff(f”(n))F1 log[pa (£ (m))| det JE(E ™" (n))| ™ '1dn
= f/pm(ffl(n))log[pm(f”(n))ﬂdet JE(E ()| dn

- /pm(ffl(n))log[l det JE(E' ()| ']l det JE(E ' ()| 'dn (A1)

Now, let us make the change of integration variable
E=f"(n) (A.2)

which gives us
H(y) = - / P (€) oglp. (€)]] det JE(E)| | det JE(£)d
[ @ tog] e (€)Y et () e (A
where the Jacobians car'mel each other, and we have
H(y) = - / 2 (€) oglp. (€))d€ + / pe(@)log | det EE|dE  (Ad)
which gives (5.13).

Now follow the proofs connected with the entropy approxiimas. First, we prove (5.41).
Due to the assumption of near-gaussianity, we can weit€) as

Po(€) = Aexp(—€2/2 + anii€ + (ansz +1/2)€ + Y aiG'(€),  (A5)

i=1
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where in the exponential, all other terms are very small wétbpect to the first one. Thus,
using the first-order approximatiaixp(e) ~ 1 + ¢, we obtain

po(€) ~ Ap(€)(1 + ant1€ + (ant + 1/2)€° + Z(liGi(f)% (A.6)

i=1

wherep(¢) = (2m)~"/? exp(—¢?/2) is the standardized gaussian density, ang: /27 A.
Due to the orthogonality constraints in (5.39), the equetifor solvingA anda,; become
linear and almost diagonal:

/ Po(€)dE = A1+ (anss +1/2)) =1 (A7)

/ po(§)€dé = Aanyr =0 (A8)

/ po(§)6°de = A(1+ 3(an+2 +1/2)) = 1 (A.9)
/pg(f)Gi(f)dé':;la,,; =¢, fori=1,...,n (A.10)

and can be easily solved to yiell= 1, a,41 =0, an4>» = —1/2 anda; = ¢;,i = 1,.., n.

This gives (5.41).
Second, we prove (5.42). Using the Taylor expangiofe) log(1+¢) = e+¢€*/2+o0(e?),
one obtains

- / 5(€) log p(E)de (A11)

= - / PO+ Y G (€)(og(1+ Y eiG(€)) + log p(€))dé

(A.12)
o ECL TR EEC) WO (A13)
. 1 ) ) . )
— [ O GO + 23 aE (©) +o(F a6 €))]
JEGh> 0P > o
:H(y)—O—O—%Zc?+o((Zci)2) (A.15)

due to the orthogonality relationships in (5.39).

Finally, we prove (5.43), (5.47) and (5.48). First, we mughonormalize the two functions
G* andG? according to (5.39). Todo this, itis enough to determinestamss, , 61, s, vz, da
so that the function&'' (z) = (G'(z) + Biz)/61 and F?(x) = (G*(z) + asz® + 72)/6»
are orthogonal to any second degree polynomials as in (5aB&)have unit norm in the metric
defined byy. In fact, as will be seen below, this modification give&athat is odd and a
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G? that is even, and therefore tli# are automatically orthogonal with respect to each other.
Thus, first we solve the following equations:

/ P(EE(G (&) + Pr€)dE = 0 (A.16)
/ P()E"(G*(€) + aat” + 72)dE = 0, fork = 0,2 (A17)
A straightforward solution gives:
B=-— / P(&)G (€)¢de (A.18)
o = 3 / £)d¢ — / £)¢%de) (A.19)
=3[ O @ -3 / PG (©)d6) (a.20)

Next note that together with the standardizatjop(¢)(G” (€) + a2£” + v2)dé = 0 implies

ci = B{F'(x)} = [B{G'(z)} — E{G"()}]/5; (A21)

This implies (5.43), withk? = 1/(262). Thus we only need to determine explicitly thefor
each function. We solve the two equations

/ (&) (G (&) + p1€)*/01dE =1 (A.22)

/ (6 (G (E) + an€? +72)? fbad = 1 (A23)

which, after some tedious manipulations, yield:

5 = / P(&)G(£)*dE — ( / P(6)G (&)¢ de)? (A.29)

52 = / (6 G2(6)de — ( / ()G ()de)?
Ly / €6 (€)de — / £)€%de)” (A.25)

Evaluating thes; for the given functionsG?, one obtains (5.47) and (5.48) by the relation
K2 =1/(262).



Principal Component
Analysis and Whitening

Principal component analysis (PCA) and the closely related Karhunenelioans-
form, or the Hotelling transform, are classic techniques in statistiatd analysis,
feature extraction, and data compression, stemming from the early W&d&awson
[364]. Given a set of multivariate measurements, the purpose is ta §inthller set of
variables with less redundancy, that would give as good a representapiossible.
This goal is related to the goal of independent component analysis (IG%eter,
in PCA the redundancy is measured by correlations between data elements, while
in ICA the much richer concept of independence is used, and in ICA the reductio
of the number of variables is given less emphasis. Using only the caoredads in
PCA has the advantage that the analysis can be based on second-order stalystics o
In connection with ICA, PCA is a useful preprocessing step.

The basic PCA problem is outlined in this chapter. Both the closed-$ofation
and on-line learning algorithms for PCA are reviewed. Next, the rel&teshr
statistical technique of factor analysis is discussed. The chapter is ceddyd
presenting how data can be preprocessed by whitening, removing the effest-of
and second-order statistics, which is very helpful as the first step in ICA

6.1 PRINCIPAL COMPONENTS

The starting point for PCA is a random vectowith n elements. There is available
a samplex(1),...,x(T) from this random vector. No explicit assumptions on the
probability density of the vectors are made in PCA, as long as the firdtsexond-
order statistics are known or can be estimated from the sample. Also, ecatiea

125
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model is assumed for vectar Typically the elements ot are measurements like
pixel gray levels or values of a signal at different time instants. It gele8al in
PCA that the elements are mutually correlated, and there is thus some redyndan
in x, making compression possible. If the elements are independent, notririze
achieved by PCA.

In the PCA transform, the vectaris first centered by subtracting its mean:

x + x — E{x}

The mean is in practice estimated from the available samplg, ..., x(T) (see
Chapter 4). Let us assume in the following that the centering has beeraddnleus

E{x} = 0. Next, x is linearly transformed to another vectprwith m elements,

m < n, so that the redundancy induced by the correlations is removed. This is
done by finding a rotated orthogonal coordinate system such that therste of

x in the new coordinates become uncorrelated. At the same time, the variances of
the projections ok on the new coordinate axes are maximized so that the first axis
corresponds to the maximal variance, the second axis corresponds to theahaxi
variance in the direction orthogonal to the first axis, and so on.

For instance, i has a gaussian density that is constant over ellipsoidal surfaces
in the n-dimensional space, then the rotated coordinate system coincides with the
principal axes of the ellipsoid. A two-dimensional example is shawhig. 2.7 in
Chapter 2. The principal components are now the projections of the diaits pn the
two principal axese; ande,. In addition to achieving uncorrelated components, the
variances of the components (projections) also will be very differentastrappli-
cations, with a considerable number of the variances so small that theprmmdisg
components can be discarded altogether. Those components that are lefttonsti
the vectory.

As an example, take a set®x 8 pixel windows from a digital image, an application
that is considered in detail in Chapter 21. They are first transformegusigg row-
by-row scanning, into vectots whose elements are the gray levels of the 64 pixels
in the window. In real-time digital video transmission, it is esidnb reduce this
data as much as possible without losing too much of the visual quadibause the
total amount of data is very large. Using PCA, a compressed representationywect
can be obtained from, which can be stored or transmitted. Typicajhgan have as
few as 10 elements, and a good replica of the original8 image window can still
be reconstructed from it. This kind of compression is possible beaaigbboring
elements ofk, which are the gray levels of neighboring pixels in the digital image,
are heavily correlated. These correlations are utilized by PCA, allowingsilthe
same information to be represented by a much smaller vgctdPCA is a linear
technique, so computing from x is not heavy, which makes real-time processing
possible.
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6.1.1 PCA by variance maximization

In mathematical terms, consider a linear combination
n
T
Y=Y wzp = Wi X
k=1

of the elements,, ..., =, of the vectorx. Thew,, ..., w,, are scalar coefficients or
weights, elements of am-dimensional vectow,, andw? denotes the transpose of
Wi.

The factory, is called the first principal component &f if the variance ofy; is
maximally large. Because the variance depends on both the norm and oriepfatio
the weight vectorw; and grows without limits as the norm grows, we impose the
constraint that the norm af; is constant, in practice equal to 1. Thus we look for a
weight vectorw; maximizing the PCA criterion

JPCA(w) = E{y?} = E{(w]'x)?} = wlE{xx"}w; = w[ C,w; (6.1)
so that||w, || =1 (6.2)

There H.} is the expectation over the (unknown) density of input vegtaand the
norm of w; is the usual Euclidean norm defined as

[will = (wiw)'/? = [> wiy]'/?
k=1

The matrixCy in Eq. (6.1) is then x n covariance matrix ok (see Chapter 4) given
for the zero-mean vector by the correlation matrix

C, = E{xx"} (6.3)

It is well known from basic linear algebra (see, e.g., [324, 112]) thatsthiution
to the PCA problem is given in terms of the unit-length eigenveators., e, of
the matrix C,. The ordering of the eigenvectors is such that the corresponding
eigenvalued, ..., d,, satisfyd, > d> > ... > d,,. The solution maximizing (6.1) is
given by

Wi = €1
Thus the first principal component &fis y; = e] x.

The criterion.JF“4 in eq. (6.1) can be generalizedsto principal components,
with m any number between 1 and Denoting them-th (1 < m < n) principal
component by, = w’ x, with w,,, the corresponding unit norm weight vector, the
variance ofy,, is now maximized under the constraint thgt is uncorrelated with
all the previously found principal components:

E{ymyr} =0, k < m. (6.4)
Note that the principal components, have zero means because

E{ym} = w%E{x} =0
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The condition (6.4) yields:
E{ymyi} = E{(w;,x)(wix)} = Wy, Cxwy = 0 (6.5)
For the second principal component, we have the condition that
W;FCW] =d, w;el =0 (6.6)

because we already know thai = e;. We are thus looking for maximal variance
E{y3} = E{(wl'x)?} in the subspace orthogonal to the first eigenvectdt of The
solution is given by

W9 = €9
Likewise, recursively it follows that

W = €

Thus thekth principal component ig;, = e/ x.

Exactly the same result for the; is obtained if the variances af, are maxi-
mized under the constraint that the principal component vectors are orthah or
w!'w; = §;;. This is left as an exercise.

6.1.2 PCA by minimum mean-square error compression

Inthe preceding subsection, the principal components were defined asedssgins

of the elements ok with maximal variance, under the constraints that the weights
are normalized and the principal components are uncorrelated with each other. It
turns out that this is strongly related to minimum mean-square ernmpoession

of x, which is another way to pose the PCA problem. Let us search for a set of
orthonormal basis vectors, spanningasdimensional subspace, such that the mean-
square error betweenand its projection on the subspace is minimal. Denoting again
the basis vectors by, ..., w,,, for which we assume

T

W, W = 0;j

the projection ofk on the subspace spanned by the )&, (w! x)w;. The mean-
square error (MSE) criterion, to be minimized by the orthonormaldbasi ..., w,,,
becomes

m

Tifss = E{llx =Y _(wix)wi[*} (6.7)

i=1

It is easy to show (see exercises) that due to the orthogonality ottttergw;, this
criterion can be further written as

JEGA = E(IxIP} - B> (wTx)%) (6.8)
j=1

= tracgCy) — Z w! Cyxw; (6.9)
j=1
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It can be shown (see, e.g., [112]) that the minimum of (6.9) under ttin@mor-
mality condition on thew; is given by any orthonormal basis of the PCA subspace
spanned by the: first eigenvectore,, ..., e,,,. However, the criterion does not spec-
ify the basis of this subspace at all. Any orthonormal basis of themade will give
the same optimal compression. While this ambiguity can be seen as aatitagi,
it should be noted that there may be some other criteria by which a cesdsis in
the PCA subspace is to be preferred over others. Independent componerisasalys
a prime example of methods in which PCA is a useful preprocessing stepnbe
the vectorx has been expressed in terms of the fitstigenvectors, a further rotation
brings out the much more useful independent components.

It can also be shown [112] that the value of the minimum mean-squanedérro
(6.7)is

Tusm= > di (6.10)

i=m+1
the sum of the eigenvalues corresponding to the discarded eigenvwegtars.., e,,.
If the orthonormality constraint is simply changed to

W?Wk = wkéjk (611)

where all the numbers;, are positive and different, then the mean-square error
problem will have a unique solution given by scaled eigenvectors [333]

6.1.3 Choosing the number of principal components

From the result that the principal component basis veatqgrare eigenvectors; of
Cy, it follows that

E{y2} = E{e” xx"e,,} = ! Cxem = dp (6.12)

The variances of the principal components are thus directly given by thewatues
of C. Note that, because the principal components have zero means, a small eigen-
value (a small variancej,,, indicates that the value of the corresponding principal
componeny,, is mostly close to zero.

Animportant application of PCA is data compression. The vestarshe original
data set (that have first been centered by subtracting the mean) are approXynated
the truncated PCA expansion

i=1

Then we know from (6.10) that the mean-square errjf>E— x||*} is equal to
> i-ms1 di- As the eigenvalues are all positive, the error decreases when more and
more terms are included in (6.13), until the error becomes zero whenn or all

the principal components are included. A very important practical prokgdro to
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choosemn in (6.13); this is a trade-off between error and the amount of data needed
for the expansion. Sometimes a rather small number of principal comfsasn
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Fig. 6.1 Leftmost column: some digital images ir8a x 32 grid. Second column: means
of the samples. Remaining columns: reconstructions by P@énwd, 2, 5, 16, 32, and 64
principal components were used in the expansion.

Example 6.1 In digital image processing, the amount of data is typically very large,
and data compression is necessary for storage, transmission, and featacgarx

PCA is a simple and efficient method. Fig. 6.1 shows 10 handwritten chas dictér

were represented as bind¥ x 32 matrices (left column) [183]. Such images, when
scanned row by row, can be represented as 1024-dimensional vectors. For é&ch of t
10 character classes, about 1700 handwritten samples were collected, and tlee sampl
means and covariance matrices were computed by standard estimation methods. The
covariance matrices wei®24 x 1024 matrices. For each class, the first 64 principal
component vectors or eigenvectors of the covariance matrix were computed. The
second column in Fig. 6.1 shows the sample means, and the other coluanthe
reconstructions (6.13) for various valuesraf In the reconstructions, the sample
means have been added again to scale the images for visual display. Note how a
relatively small percentage of the 1024 principal components produces addson
reconstructions.
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The condition (6.12) can often be used in advance to determine the number o
principal components, if the eigenvalues are known. The eigenvalue sequence
dy,ds, ...,d, of a covariance matrix for real-world measurement data is usually
sharply decreasing, and it is possible to set a limit below which the eidess,
hence principal components, are insignificantly small. This limit detsemhow
many principal components are used.

Sometimes the threshold can be determined from some prior informattidine
vectorsx. For instance, assume thabbeys a signal-noise model

X = Zaisi—f-n (6.14)
i=1

wherem < n. Therea, are some fixed vectors and the coefficientsire random
numbers that are zero mean and uncorrelated. We can assume that their variances
have been absorbed in vectersso that they have unit variances. The tetinis
white noise, for which Enn”'} = ¢1. Then the vectors; span a subspace, called
the signal subspacehat has lower dimensionality than the whole space of vectors
x. The subspace orthogonal to the signal subspace is spanned by ma&amodit is
called the noise subspace.
Itis easy to show (see exercises) that in this case the covariance matrhagfa
special form:

Cx =) aa +0°I (6.15)
i=1

The eigenvalues are now the eigenvalue3 gf | a;a’, added by the constant.
But the matrix}_!" , a;a; has at mostn nonzero eigenvalues, and these correspond
to eigenvectors that span the signal subspace. When the eigenvalGks ark
computed, the firstn form a decreasing sequence and the rest are small constants,
equal too?:

di >dy> .. >dp >dpy) =dpmys =...=dy =0
It is usually possible to detect where the eigenvalues become constanfsjting
a threshold at this indexy, cuts off the eigenvalues and eigenvectors corresponding
to pure noise. Then only the signal part remains.

A more disciplined approach to this problem was given by [453]; see a3 [
They give formulas for two well-known information theoretic madgl criteria,
Akaike’s information criterion (AIC) and the minimum description ¢gh criterion
(MDL), as functions of the signal subspace dimensianThe criteria depend on the
lengthT" of the samplex(1), ..., x(7') and on the eigenvalués, ..., d,, of the matrix

3

Cx. Finding the minimum point gives a good value far

6.1.4 Closed-form computation of PCA

To use the closed-form solutiom; = e; given earlier for the PCA basis vectors, the
eigenvectors of the covariance matéix. must be known. In the conventional use of



132 PRINCIPAL COMPONENT ANALYSIS AND WHITENING

PCA, there is a sufficiently large sample of vecte@vailable, from which the mean
and the covariance matrfX, can be estimated by standard methods (see Chapter 4).
Solving the eigenvector—eigenvalue problem@yr gives the estimate far;. There

are several efficient numerical methods available for solving the eigenseetgr,

the QR algorithm with its variants [112, 153, 320].

However, it is not always feasible to solve the eigenvectors by standandnical
methods. In an on-line data compression application like image or speduigco
the data samples(t) arrive at high speed, and it may not be possible to estimate the
covariance matrix and solve the eigenvector-eigenvalue problem once andl for al
One reason is computational: the eigenvector problem is numerically toarcing
if the dimensionality: is large and the sampling rate is high. Anotherreasonisthatthe
covariance matrixCx may not be stationary, due to fluctuating statistics in the sample
sequence(t), so the estimate would have to be incrementally updated. Therefore,
the PCA solution is often replaced by suboptimal nonadaptive tranat@mns like
the discrete cosine transform [154].

6.2 PCA BY ON-LINE LEARNING

Another alternative is to derive gradient ascent algorithms or otheinemiethods
for the preceding maximization problems. The algorithms will then eogw to the
solutions of the problems, that is, to the eigenvectors. The advaot#ue approach
is that such algorithms work on-line, using each input vegfoy once as it becomes
available and making an incremental change to the eigenvector estimates,twithou
computing the covariance matrix at all. This approach is the basis of theneGral
network learning rules.

Neural networks provide a novel way for parallel on-line computaticihefPCA
expansion. The PCA network [326] is a layer of parallel linear artificial opsir
shown in Fig. 6.2. The output of thigh unit (i = 1,...,m) isy; = w!x, with x
denoting thex-dimensional input vector of the network amd denoting the weight
vector of theith unit. The number of unitsp, will determine how many principal
components the network will compute. Sometimes this can be determinedinae
for typical inputs, orm can be equal te if all principal components are required.

The PCA network learns the principal components by unsupervised leauhésg
by which the weight vectors are gradually updated until they becomerasthaal
and tend to the theoretically correct eigenvectors. The network also has lihetabi
track slowly varying statistics in the input data, maintaining itsroptity when the
statistical properties of the inputs do not stay constant. Due topaedlelism and
adaptivity to input data, such learning algorithms and their implememisin neural
networks are potentially useful in feature detection and data compreasim t

In ICA, where decorrelating the mixture variables is a useful preprocgssep,
these learning rules can be used in connection to on-line ICA.
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Input vectorx

Wi X W, _1X W, X

Fig. 6.2 The basic linear PCA layer

6.2.1 The stochastic gradient ascent algorithm

In this learning rule, the gradient gf is taken with respect ter; and the normalizing
constraint|w || = 1 is taken into account. The learning rule is

wi(t+1) = wi(t) + 7y (1)x(t) — y7 () w1 (1)]

with y (t) = wy(¢)Tx(¢). This is iterated over the training set1),x(2), ..... The
parametety(t) is the learning rate controlling the speed of convergence.

In this chapter we will use the shorthand notation introduced in @napand
write the learning rule as

Awy = 7(y1x — yiw) (6.16)

The name stochastic gradient ascent (SGA) is due to the fact that the giadieh
with respect to the variance{lz } but with respect to the instantaneous random value
yi. In this way, the gradient can be updated every time a new input vector lescom
available, contrary to batch mode learning. Mathematically, this is a stiichas
approximation type of algorithm (for details, see Chapter 3). Cormrerg requires
that the learning rate is decreased during learning at a suitable rate. Fandgrack
nonstationary statistics, the learning rate should remain at a smatiacnslue.
For a derivation of this rule, as well as for the mathematical details of igargence,
see [323, 324, 330]. The algorithm (6.16) is often called Oja’s rutb¢ literature.
Likewise, taking the gradient @fj with respect to the weight vecter; and using
the normalization and orthogonality constraints, we end up withehming rule

Aw; = yy;[x —y;w; — 2 Z Yiwi] (6.17)

i<j
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On the right-hand side there is a tegmx, which is a so-called Hebbian term,
product of the outpuy; of the jth neuron and the input to it. The other terms
are implicit orthonormality constraints. The case- 1 gives the one-unit learning
rule (6.16) of the basic PCA neuron. The convergence of the vestgrs., w,, to

the eigenvectors,, ..., e,, was established in [324, 330]. A modification called the
generalized Hebbian algorithm (GHA) was later presented by Sanger [391], sdo al
applied it to image coding, texture segmentation, and the developrhesteptive
fields.

6.2.2 The subspace learning algorithm

The following algorithm [324, 458]

m
Awj =y [x = > yiwi (6.18)
i=1
is obtained as a constrained gradient ascent maX|m|zat|oE78f (w7 x)2, the
mean of which gives criterion (6.9). The regular structure aIIowsah_tjenthm to be
written in a simple matrix form: denoting bW = (w...w,,)” them x n matrix
whose rows are the weight vectosg, we have the update rule

AW = 4[Wxx" — (Wxx" W W]. (6.19)

The network implementation of (6.18) is analogous to the SGA algoribut
still simpler because the normalizing feedback term, depending on thevedignt
vectors, is the same for all neuron units. The convergence was studied!ayma/
[458], who showed that the weight vectars, ..., w,,, will not tend to the eigenvec-
torsey, ..., e, but only to some rotated basis in the subspace spanned by them, in
analogy with the minimum mean-square criterion of Section 6.1.2. lisréason,
this learning rule is called the subspace algorithm. A global convergeratgsin
was given in [465, 75].

A variant of the subspace algorithm (6.18) is the weighted subspacsthigo

Aw; = yyjlx — 6 me, (6.20)

Algorithm (6.20) is similar to (6.18) except for the scalar parametgrs., 6,,,, which
are inverses of the parameters ..., w,, in criterion (6.11). If all of them are chosen
different and positive, then it was shown by [333] that the vectors..., w,, will
tend to the true PCA eigenvectass, ..., e,,, multiplied by scalars. The algorithm is
appealing because it produces the true eigenvectors but can be computedyn a ful
parallel way in a homogeneous network. It can be easily presented in a mainix fo
analogousto (6.19).

Other related on-line algorithms have been introduced in [136, 388, 440].
Some of them, like the APEX algorithm by Diamantaras and Kung [112hased
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on a feedback neural network. Also minor components defined by the eigersector
corresponding to the smallest eigenvalues can be computed by similarttatg®ri
[326]. Overviews of these and related neural network realizations of gigopedssing
algorithms are given by [83, 112].

6.2.3 Recursive least-squares approach: the PAST algorith m *

The on-line algorithms reviewed in preceding sections typicallyesufiom slow
convergence. The learning raiét) would have to be tuned optimally to speed up
the convergence. One way of doing this is to use the recursive least sgRaf&s
principle.

Recursive least squares methods have a long history in statisticsivadagnal
processing, and control; see [171, 299]. For example in adaptivalgigocessing,
it is well known that RLS methods converge much faster than the standemtobst
tic gradient based least-mean-square (LMS) algorithm at the expensmefvbat
greater computational cost [171].

Consider the mean-square error criterion (6.7). The cost functiam psactice
estimated from a fixed sampig1), ..., x(7T') as

3

T m

T = 4 S IG) — S x()wal] (6.21)

j=1 i=1

For simplicity of notation, let us write this in matrix form: demnuy againW =
(w1..w,,)T we have

T
T = 7 Sl G) — W W) ) (6.22)

j=1
In [466], the following exponentially weighted sum was considerateiad:

t

Tuse(t) =Y B 7(Ix(j) = W)W (#)x(j)|°] (6.23)

J=1

The fixed multiplier+ has now been replaced by an exponential smoathet,
where the “forgetting factor is between 0 and 1. I = 1, all the samples are
given the same weight, and no forgetting of old data takes place. Chag®singis
especially useful in tracking nonstationary changes in the sources. Tuht®rab
denoted byW (¢) to indicate that it depends on the samgl@), ..., x(¢) up to time
indext. The problem is to solv8V (¢) recursively: knowingW (¢ — 1), we compute
W (t) from an update rule.

Note that the cost function (6.23) is fourth order in the elementSwif). It
can be simplified by approximating the vecr(¢)x(j) in the sum (6.23) by the
vectory(j) = W(j — 1)x(j). These vectors can be easily computed because the
estimated weight matricé®’ (5 — 1) for the previous iteration stegs= 1, ..., t are
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already known at step The approximation error is usually rather small after initial
convergence. This approximation yields the modified least-squares-ijgréocr

Jse(t) = Zﬂt*j[llxu‘) ~ Wty () (6.24)

The cost function (6.24) is now of the standard form used in recuksast-squares
methods. Any of the available algorithms [299] can be used for splilie weight
matrix W (t) iteratively. The algorithm proposed by Yang [466], which he calls the
Projection Approximation Subspace Tracking (PAST) algorithm, is bevis:

y() = W(t—-1)x(t)

h(t) = P —-1)y(t)

m(t) = h(t)/(6+y" (Hh(1)

P(t) = %Tri [P(t— 1) — m(t)h" ()]

e(t) = x(t) - WT(t-1)y()
W(t) = W(t—1)+m(t)el (1) (6.25)

The notation Tri means that only the upper triangular part of the arguimen
computed and its transpose is copied to the lower triangular part, mékisgthe
matrix P(¢) symmetric. The simplest way to choose the initial values is to set both
W (0) andP(0) ton x n unit matrices.

The PAST algorithm (6.25) can be regarded either as a neural network lgarnin
algorithm or adaptive signal processing algorithm. It does not recarily matrix
inversions, because the most complicated operation is division by a.scCHfer
computational cost is thus low. The convergence of the algorithm isveliatast,
as shown in [466].

6.2.4 PCA and back-propagation learning in multilayer perc eptrons *

Another possibility for PCA computation in neural networks is thétitayer percep-
tron (MLP) network, which learns using the back-propagation algorier [172])
in unsupervised autoassociative mode. The network is depicted in Big. 6.

The input and output layers haweunits and the hidden layer has < n units.
The outputs of the hidden layer are given by

h = U(W]X-‘r‘b]) (626)

whereW; is the input-to-hidden-layer weight matrik; is the corresponding bias
vector, ands is the activation function, to be applied elementwise. The outpit
the network is an affine linear function of the hidden-layer outputs:

y = Wyh + b, (6.27)
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W],b] W27b2

h = (T(W1X+b1)

X y = Wyh + b,

Fig. 6.3 The three-layer MLP in autoassociative mode.

with obvious notation.

In autoassociative mode, the same vectoase used both as inputs and as desired
outputs in back-propagationlearningslfs linear, then the hidden layer outputs will
become the principal componentsof23]. For the linear network, back-propagation
learning is especially feasible because it can be shown that the "energy"” funatio
no local minima.

This network with a nonlinear hidden layer was suggested for data conpress
by [96], and it was shown to be closely connected to the theoretical PCA by [52
It is not equivalent to PCA, however, as shown by [220], unless theenidayer is
linear.

6.2.5 Extensions of PCA to nonquadratic criteria *

In the on-line learning rules reviewed earlier, the explicit compatetif the eigen-
vectors of the covariance matrix has been replaced by gradient ascent. This makes it
possible to widely extend the PCA criteria. In fact, any critetidm , ..., w,,) such

that its maximum over the constraint sef w; = 4;; coincides with the dominant
eigenvectors ofC,, or is a basis of the subspace spanned by them, could now be
used instead. The criterion does not have to be quadratic anymore| ke aliteria
presented in Section 6.1. An advantage might then be faster convergenc@Ahe
basis.
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Recently, Miao and Hua [300] proposed such a criterion: again denotiNyg by
(w1...w,,)T the matrix whose rows are the weight vectors, this “novel information
criterion” (NIC) is

Inic(W) = %{trace{log(WCxWT)] — tracd WW7T)}. (6.28)

It was shown in [300] that the matrix gradient is

OJInic(W)

W c W' we,wh-' - w7’ (6.29)

Setting thisto zero gives the eigenvalue—eigenvector equati@ifao the stationary
points of this criterion are given by bases of PCA subspaces.

Other extensions and analysis of both PCA and minor component leariésg ru
have been given by [340, 480].

6.3 FACTOR ANALYSIS

The PCA model was discussed above as a distribution-free method witideolying
statistical model. However, PCA can also be derived from a generative latetilear
model: assume

x=Ay+n (6.30)

wherey is gaussian, zero-mean and white, so thigt¥ } = I, andn is zero-mean
gaussian white noise. It is now easy to formulate the likelihood fancbecause
the density ok, giveny, is gaussian. Scaled eigenvector€hf are obtained as the
rows of A in the maximum likelihood solution, in the limiting case when tluése
tends to zero.

This approach is one of the methods for the classic statistical techofdaetor
analysis (FA). Itis called principal factor analysis [166]. Generallygbal in factor
analysis is different from PCA. Factor analysis was originally developegbtial
sciences and psychology. In these disciplines, the researchers want todiahtel
and meaningful factors that explain observed results [166, 243, 454]mbdel has
the form of (6.30), with the interpretation that the elementg afe the unobservable
factors. The elements;; of matrix A are calledfactor loadings The elements of
the additive termn are calledspecific factorsinstead of noise. Let us make the
simplifying assumption that the data has been normalized to zero mean.

In FA we assume that the elementgdthe factors) are uncorrelated and gaussian,
and their variances can be absorbed into the unknown mAtsix that we can assume

E{yy'} =1 (6.31)

The elements oh are uncorrelated with each other and also with the facjars
denoteQ = E{nn”}. Itis a diagonal matrix, but the variances of the noise elements
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are generally not assumed to be equal or infinitely small, as in the specialfcase o
principal FA. We can write the covariance matrix of the observations {@30) as

E{xx"} =C,=AA" +Q (6.32)

In practice, we have a good estimate@f available, given by the sample co-
variance matrix. The main problem is then to solve the matriaf factor loadings
and the diagonal noise covariance ma@»such that they will explain the observed
covariances from (6.32). There is no closed-form analytic solutioAfandQ.

AssumingQ is known or can be estimated, we can attempt to sédlv&om
AAT = C, — Q. The number of factors is usually constrained to be much smaller
than the number of dimensions in the data, so this equation cannot bly exhatd;
something similar to a least-squares solution should be used ins@adrly, this
problem does not have a unique solution: any orthogonal transfomotation of
A — AT, with T an orthogonal matrix (for whicl'T7 = ), will produce exactly
the same left-hand side. We need some extra constraints to make tthenprobre
unique.

Now, looking for a factor-based interpretation of the observed variaBkesyp-
ically tries to solve the matripA in such a way that the variables would have high
loadings on a small number of factors, and very low loadings on the rémggfic-
tors. The results are then easier to interpret. This principle has beernrusedh
techniques as varimax, quartimax, and oblimin rotations. Several classigitjues
for suchfactor rotationsare covered by Harman [166].

There are some important differences between PCA, FA, and ICA. Principal
component analysis is not based on a generative model, although it can\esderi
from one. Itis a linear transformation that is based either on variance rnimation
or minimum mean-square error representation. The PCA model is inweitibl
the (theoretical) case of no compression, i.e., when all the principal coemp®are
retained. Once the principal componegtsave been found, the original observations
can be readily expressed as their linear functiong as >, y;w;, and also the
principal components are simply obtained as linear functions of the vdigars:

Y; = szx.

The FA model is a generative latent variable model; the observationsgnessed
in terms of the factors, but the values of the factors cannot be directlpatad from
the observations. This is due to the additive term of specific factoneige which
is considered important in some application fields. Further, the réwsabrix A
are generally not (proportional to) eigenvectord®f; several different estimation
methods exist.

FA, as well as PCA, is a purely second-order statistical method: only coeasan
between the observed variables are used in the estimation, which is due to th
assumption of gaussianity of the factors. The factors are further &sstionbe
uncorrelated, which also implies independence in the case of gaussian data. ICA
is a similar generative latent variable model, but now the factors or ewtgnt
components are assumed to be statistically independent and nongaussianek a m
stronger assumption that removes the rotational redundancy of theoBAlmnin fact,

ICA can be considered as one particular method of determining the factdprotat
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The noise term is usually omitted in the ICA model; see Chapter 15 tmtailed
discussion on this point.

6.4 WHITENING

As already discussed in Chapter 1, the ICA problem is greatly simplifigdeif
observed mixture vectors are first whitened or sphered. A zero-mean randam vect
z = (z1...z,)" is said to bewhiteif its elementsz; areuncorrelatedand haveunit
variances

Efziz;} = 0y
In terms of the covariance matrix, this obviously means thatz£} = T, with T
the unit matrix. The best-known example is white noise; then theari¢sy; would
be the intensities of noise at consequent time paints 1,2, ... and there are no
temporal correlations in the noise process. The term “white” comes frenfisitt
that the power spectrum of white noise is constant over all frequenciegveoat
like the spectrum of white light contains all colors.

A synonym for white isphered If the density of the vectaris radially symmetric
and suitably scaled, then it is sphered. An example is the multivariatesigau
density that has zero mean and unit covariance matrix. The opposite doesdiot h
the density of a sphered vector does not have to be radially symmetriex@&nple
is a two-dimensional uniform density that has the shape of a rotategtesqsee
Fig. 7.10. It is easy to see that in this case both the variahlesd z; on the
coordinate axes have unit variance (if the side of the square has &yi@jtand they
are uncorrelated, independently of the rotation angle. Thus vedsmsphered, even
if the density is highly nonsymmetric. Note that the densities efalements; of a
sphered random vector need not be the same.

Because whitening is essentially decorrelation followed by scaling, thaitpah
of PCA can be used. This implies that whitening can be done with a lineaatiqer
The problem of whitening is now: Given a random vectawrith n elements, find a
linear transformatiofV into another vector such that

z = VX

is white (sphered).

The problem has a straightforward solution in terms of the PCA expané et
E = (er...e,) be the matrix whose columns are the unit-norm eigenvectors of
the covariance matrixC, = E{xxT}. These can be computed from a sample
of the vectorsx either directly or by one of the on-line PCA learning rules. Let
D = diagd, ...d,,) be the diagonal matrix of the eigenvalues@f Then a linear
whitening transform is given by

V =D '/2ET (6.33)

This matrix always exists when the eigenvaldgare positive; in practice, this is not
a restriction. Remember (see Chapter 4) fiatis positive semidefinite, in practice
positive definite for almost any natural data, so its eigenvalues wilbiséipe.
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It is easy to show that the matriX of Eq. (6.33) is indeed a whitening trans-
formation. Recalling tha€C, can be written in terms of its eigenvector and eigen-
value matrice® andD asC, = EDE”, with E an orthogonal matrix satisfying
E”E = EE” =1, it holds:

E{zz"} = VE{xx"}V" =D '/?E"EDE"ED'/? =1

The covariance of is the unit matrix, hence is white.

The linear operato¥ of (6.33) is by no means the only unique whitening matrix.
Itis easy to see thainymatrix UV, with U an orthogonal matrix, is also a whitening
matrix. This is because far= UVx it holds:

E{zz'} = UVE{xx"}V'U" =UIU" =1

An important instance is the matrikD ~'/>E”. This is a whitening matrix
because it is obtained by multiplyiig of Eq. (6.33) from the left by the orthogonal
matrix E. This matrix is called the inverse square roof, and denoted b@'x /2,
because it comes from the standard extension of square roots to matrices.

It is also possible to perform whitening by on-line learning rukEmjilar to the
PCA learning rules reviewed earlier. One such direct rule is

AV =y(1-Vxx"V')V =y1 - 2z")V (6.34)

It can be seen that at a stationary point, when the change in the vallésafero on
the average, it holds

(I-E{zz"}))V=0
for which a whitened: = Vx is a solution. It can be shown (see, e.g., [71]) that the
algorithm will indeed converge to a whitening transformat¥n

6.5 ORTHOGONALIZATION

In some PCA and ICA algorithms, we know that in theory the solutienters
(PCA basis vectors or ICA basis vectors) are orthogonal or orthonotroélthe
iterative algorithms do not always automatically produce orthoggndihien it may
be necessary to orthogonalize the vectors after each iteration step, or atstabkes
intervals. In this subsection, we look into some basic orthogpatidin methods.

Simply stated, the problem is as follows: given a setafimensional linearly
independent vectoray, ..., a,,, with m < n, compute another set of. vectors
w1, ..., W,,, that areorthogonalor orthonormal(i.e., orthogonal and having unit
Euclidean norm) and that span the same subspace as the original vectenmsne@his
that eachw; is some linear combination of ths.

The classic approachis the Gram-Schmidt orthogonalization (GSO) thiB4:

W1 = a (635)

Tq.
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As aresult,w!w; = 0 fori # j, as is easy to show by induction. Assume that
the firstj — 1 basis vectors are already orthogonal; from (6.36) it then follows for

anyk < jthatw/w; = wla; - S0 % :’ (wi'w;). Inthe sum, all the inner

z]w

productszv,C w; are zero except the one Wher& k. This term becomes equal to

wk a;

e (w{wi) = w} a;, and thus the inner produst, w;is zero, too.

Ifin the GSO eaclw; is further divided by its norm, the set will be orthonormal.
The GSO is asequentiabrthogonalization procedure. It is the basisdefflation
approaches to PCA and ICA. A problem with sequential orthogonalizatidmeis t
cumulation of errors.

In symmetriorthonormalization methods, none of the original vecigiis treated
differently from the others. If it is sufficient to find any orthonahbasis for the
subspace spanned by the original vectors, without other constraitite new vectors,
then this problem does not have a unique solution. This can be acctweglfor
instance by first forming the matriA = (a;...a,,) whose columns are the vectors
to be orthogonalized, then computitg™ A)~'/? using the eigendecomposition of
the symmetric matrixA” A), and finally putting

W =A(ATA)"1/2 (6.37)

Obviously, for matrixW it holds W”W = I, and its columnsw, ..., w,, span
the same subspace as the columns of marixThese vectors are thus a suitable
orthonormalized basis. This solution to the symmetric orthoradization problem

is by no means unique; again, any maiU with U an orthogonal matrix will do
quite as well.

However, among these solutions, there is one specific orthogonakrttett is
closesto matrixA (in an appropriate matrix norm). Then this matrix is the orthogonal
projection ofA onto the set of orthogonal matrices [284]. Thisis somewhat anatogou
to the normalization of one vectar, the vectora/||a|| is the projection ofa onto
the set of unit-norm vectors (the unit sphere). For matrices, it candersthat the
matrix A(A” A)~'/2 in Eq. (6.37) is in fact the unique orthogonal projectionfof
onto this set.

This orthogonalization should be preferred in gradient algorithrasrtinimize
a function 7 (W) under the constrainW?’ W = 1. As explained in Chapter 3,
one iteration step consists of two parts: first, the ma¥hixis updated by the usual
gradient descent, and second, the updated matrix is projected orthogantallye
constraint set. For this second stage, the form given in (6.37) fbogdnalizing the
updated matrix should be used.

There are iterative methods for symmetric orthonormalization thatidkie matrix
eigendecomposition and inversion. An example is the following iteraigorithm
[197], starting from a nonorthogonal mati¥ (0):

W(1) = W(0)/[[W(0), (6.38)
W(it+1) = SW(t)—%W(t)W(t)TW(t) (6.39)
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The iteration is continued unfW ()" W (#) ~ 1. The convergence of this iteration
can be proven as follows [197]: matrica¥ (+)TW () and W (¢t + 1)TW (¢ +
1) = SW()"W(t) — (W ()"W(t)]* + 1 [W(t)" W (¢)]* have clearly the same
eigenvectors, and the relation between the eigenvalues is

dt+1) = %d(t) - gd2(t) + %d'?(t) (6.40)

This nonlinear scalar iteration will converge on the intef@al ] to 1 (see exercises).
Due to the original normalization, all the eigenvalues are on this iateagsuming
that the norm in the normalization is appropriately chosen (it mustgre@er norm
in the space of matrices; most conventional norms, except for the Frabeaim,
have this property). Because the eigenvalues tend to 1, the matrixésd to the
unit matrix.

6.6 CONCLUDING REMARKS AND REFERENCES

Good general discussions on PCA are [14, 109, 324, 112]. The variandainax
tion criterion of PCA covered in Section 6.1.1 is due to Hotelling [18@file in
the original work by Pearson [364], the starting point was miningzime squared
reconstruction error (Section 6.1.2). These are not the only criteaidimg to the
PCA solution; yet another information-theoretic approach is maximizationutual
information between the inputs and outputs in a linear gaussian charir2l [An
expansion closely related to PCA is the Karhune@isexpansion for continuous
second-order stochastic processes, whose autocovariance function camibeegkp
in terms of its eigenvalues and orthonormal eigenfunctions in a convesgerts
[237, 283].

The on-line algorithms of Section 6.2 are especially suitable for neataork
implementations. In numerical analysis and signal processing, many otiyetinaed
algorithms of varying complexity have been reported for different cotimg hard-
ware. A good review is given by Comon and Golub [92]. Experimentallizsun
PCA algorithms both for finding the eigenvectors of stationary trasiets, and for
tracking the slowly changing eigenvectors of nonstationary input degaras, have
been reported in [324, 391, 350]. An obvious extension of PCA neuralanks
would be to use nonlinear units, e.g., perceptrons, instead of #erlimits. It turns
out that such “nonlinear PCA’ networks will in some cases give the indegrend
components of the input vectors, instead of just uncorrelated compdasai?33]
(see Chapter 12).

Good general texts on factor analysis are [166, 243, 454]. The prirfedpalodel
has been recently discussed by [421] and [387].
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Problems

6.1 Consider the problem of maximizing the variancef = wlix (m =
1,...,n) under the constraint that,, must be of unit Euclidean norm and orthogonal
to all the previously-found principal vectoss;, i < m. Show that the solution is
given byw,,, = e,, with e, the eigenvector o€« corresponding to the:th largest
eigenvalue.

6.2 Show thatthe criterion (6.9) is equivalent to the mean-square erir (Bhow
that at the optimum, ifv; = e;, the value of (6.7) is given by (6.10).

6.3 Given the data model (6.14), show that the covariance matrix has the form
(6.15).

6.4 The learning rule for a PCA neuron is based on maximization ef (w’x)?2
under constrainfw|| = 1. (We have now omitted the subscript 1 because only one
neuron is involved.)
6.4.1. Show that an unlimited gradient ascent method would compute the new
vectorw from
w— w+y(wix)x
with v the learning rate. Show that the norm of the weight vector always grows in

this case.
6.4.2. Thus the norm must be bounded. A possibility is the followipdate rule:

W [w (W x)x]/[lw + (W' x)x]|

Now the norm will stay equal to 1. Derive an approximation to this updale for a
small value ofy, by taking a Taylor expansion of the right-hand side with respect to
~ and dropping all higher powers of Leave only terms linear in. Show that the
result is

w w4 [(wix)x — (wl'x)?w]

which is the basic PCA learning rule of Eq. (6.16).

6.4.3. Take averages with respect to the random input vectord show that in a
stationary point of the iteration, where there is no change on the avardige value
of w, it holds: C,w = (W' C,w)w with C, = E{xx"}.

6.4.4. Show that the only possible solutions will be the eigenvectofs af

6.5 The covariance matrix of vectaris
25 1.5
Cx = < 1.5 25 > (6.41)
Compute a whitening transformation fer

6.6 * Based on the first step (6.38) of the orthogonalization algorithmonsthat
0 < d(1) < 1 whered(1) is any eigenvalue oW (1). Next consider iteration (6.40).
Write d(t + 1) — 1 in terms ofd(t) — 1. Show thati(t) convergesto 1. How fast is
the convergence?



Part Il

BASIC INDEPENDENT
COMPONENT ANALYSIS







What is Independent
Component Analysis?

In this chapter, the basic concepts of independent component analysis 4I€A)
defined. We start by discussing a couple of practical applications. Theseaer
motivation for the mathematical formulation of ICA, which is givenletform of a
statistical estimation problem. Then we consider under what conditidmsnodel
can be estimated, and what exactly can be estimated.

After these basic definitions, we go on to discuss the connection betvzZen |
and well-known methods that are somewhat similar, namely principal coemo
analysis (PCA), decorrelation, whitening, and sphering. We show tes¢ tmethods
do something that is weaker than ICA: they estimate essentially one liladf ofodel.
We show that because of this, ICA is not possible for gaussian varjaies little
can be done in addition to decorrelation for gaussian variables. On thivpsgle,
we show that whitening is a useful thing to do before performing,|Gécause it
does solve one-half of the problem and it is very easy to do.

Inthis chapter we do not yet consider how the ICA model can actually be estimat
This is the subject of the next chapters, and in fact the rest of Part Il.

7.1 MOTIVATION

Imagine that you are in a room where three people are speaking simultingdine
number three is completely arbitrary, it could be anything larger thar) &oet also
have three microphones, which you hold in differentlocations. Tlheaphones give
you three recorded time signals, which we could denote [y), z2(t) andx3(t),
with 1,z andz; the amplitudes, and the time index. Each of these recorded

147
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Fig. 7.1 The original audio signals.

signals is a weighted sum of the speech signals emitted by the three spediieins
we denote by (1), s2(t), andss(t). We could express this as a linear equation:

T (f) = (11181(75) + (112.92(t) + a1353 (f) (71)
Tr9 (f) = (12181(75) + (122.92(t) + 12353 (f) (72)
I3 (t) = as31S51 (t) + aggsg(t) + a33S3 (t) (73)

where thea;; with i, j = 1, ..., 3 are some parameters that depend on the distances
of the microphones from the speakers. It would be very useful if youdcoaw
estimate the original speech signalst), s»(t), andss(t), using only the recorded
signalsz;(t). This is called theocktail-party problemFor the time being, we omit
any time delays or other extra factors from our simplified mixing modelmore
detailed discussion of the cocktail-party problem can be found later indeA4i.2.

As an illustration, consider the waveforms in Fig. 7.1 and Fig. Ti2e original
speech signals could look something like those in Fig. 7.1, and tRedhsignals
could look like those in Fig. 7.2. The problem is to recover the “selisignals in
Fig. 7.1 using only the data in Fig. 7.2.

Actually, if we knew the mixing parameteds;, we could solve the linear equation
in (7.1) simply by inverting the linear system. The point is, heerethat here we
know neitherthea;; northes;(t), so the problem is considerably more difficult.

One approach to solving this problem would be to use some infoomaitn
the statistical properties of the signalgt) to estimate both the;; and thes;(¢).
Actually, and perhaps surprisingly, it turns out that it is enougtassume that
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Fig. 7.2. The original signals were very accurately estadatip to multiplicative signs.
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s1(t),s2(t), andsz(t) are, at each time instanf statistically independent This

is not an unrealistic assumption in many cases, and it need not be exaetiyn tru
practice. Independent component analysis can be used to estimate tf@sed on
the information of their independence, and this allows us to separateé&edriginal
signals,s; (t), s2(t), andss(t), from their mixturesg, (¢), z2(t), andxs (t).

Figure 7.3 gives the three signals estimated by the ICA methods destirsthe
next chapters. As can be seen, these are very close to the original sourals sig
(the signs of some of the signals are reversed, but this has ndicigite.) These
signals were estimated using only the mixtures in Fig. 7.2, togetitarthe very
weak assumption of the independence of the source signals.

Independent component analysis was originally developed to deal wittepisb
that are closely related to the cocktail-party problem. Since the recent inm&ase
interest in ICA, it has become clear that this principle has a lot of otherasting
applications as well, several of which are reviewed in Part IV of this book

Consider, for example, electricaécordings of brain activityas given by an
electroencephalogram (EEG). The EEG data consists of recordings of electrical
potentials in many different locations on the scalp. These potentialsesarpably
generated by mixing some underlying components of brain and muscletyactivi
This situation is quite similar to the cocktail-party problem: weueblike to find
the original components of brain activity, but we can only observe umngst of the
components. ICA can reveal interesting information on brain activity iing
access to its independent components. Such applications will be treated inrdetai
Chapter 22. Furthermore, finding underlying independent causes is a @amicain
in the social sciences, for exampéegonometricsICA can be used as an econometric
tool as well; see Section 24.1.

Another, very different application of ICA ifeature extraction A fundamental
problem in signal processing is to find suitable representations fagénaudio or
other kind of data for tasks like compression and denoising. Data egegins
are often based on (discrete) linear transformations. Standard lineaotraasibns
widely used in image processing are, for example, the Fourier, Haar, antecosi
transforms. Each of them has its own favorable properties.

It would be most useful to estimate the linear transformation froerdidita itself,
in which case the transform could be ideally adapted to the kind of datasthat
being processed. Figure 7.4 shows the basis functions obtained byd@#4atches
of natural images. Each image window in the set of training images would be
a superposition of these windows so that the coefficient in the sugiigroare
independent, at least approximately. Feature extraction by ICA will biaiegal in
more detail in Chapter 21.

All of the applications just described can actually be formulated in a unified
mathematical framework, that of ICA. This framework will be defined ia trext
section.
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Fig. 7.4 Basis functions in ICA of natural images. These basis fomstican be considered
as the independent features of images. Every image windawrigar sum of these windows.

7.2 DEFINITION OF INDEPENDENT COMPONENT ANALYSIS

7.2.1 ICA as estimation of a generative model

To rigorously define ICA, we can use a statistical “latent variables” modgé
observen random variables, ..., z,,, which are modeled as linear combinations of
n random variablesy, ..., s,:

Ti = aj181 + A;282 + ... + Ainsn, foralli=1,....n (7.4)

where thea;;,i,j = 1,...,n are some real coefficients. By definition, theare
statistically mutually independent.

This is the basic ICA model. The ICA model is a generative model, whieanms
that it describes how the observed data are generated by a process of m&ing th
components;. The independent componegigoften abbreviated as ICs) are latent
variables, meaning that they cannot be directly observed. Also the nuggf§jcients
a;; are assumed to be unknown. All we observe are the random variabsd we
must estimat®éoththe mixing coefficients;; andthe ICss; using thex;. This must
be done under as general assumptions as possible.

Note that we have here dropped the time indaRkat was used in the previous
section. This is because in this basic ICA model, we assume that eachenixas
well as each independent componerit a random variable, instead of a proper time
signal or time series. The observed valugg), e.g., the microphone signals in the
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cocktail party problem, are then a sample of this random variable. We aigeahe
any time delays that may occur in the mixing, which is why this basic misdsten
called thenstantaneousixing model.

ICA is very closely related to the method calleléhd source separatio(BSS) or
blind signal separation. A “source” means here an original signal, i.eepiadent
component, like the speaker in the cocktail-party problem. “Blind” mehaswe
know very little, if anything, of the mixing matrix, and make very weakwasptions
on the source signals. ICA is one method, perhaps the most widely tmed
performing blind source separation.

It is usually more convenient to use vector-matrix notation insteath®fstims
as in the previous equation. Let us denotextihe random vector whose elements
are the mixturesey, ..., z,, and likewise bys the random vector with elements
s1,...,5n. Let us denote byA the matrix with elements;;. (Generally, bold
lowercase letters indicate vectors and bold uppercase letters denote mathtes.)
vectors are understood as column vectors; thlisor the transpose of, is a row
vector. Using this vector-matrix notation, the mixing model is tertas

x = As (7.5)

Sometimes we need the columns of mathix if we denote them by; the model
can also be written as

X = zn:a,;si (7.6)
i=1

The definition given here is the most basic one, and in Part Il of thikbo
we will essentially concentrate on this basic definition. Some generalimatind
modifications of the definition will be given later (especially in Par},IHowever.
For example, in many applications, it would be more realistic to asshatehere
is somenoisein the measurements, which would mean adding a noise term in the
model (see Chapter 15). For simplicity, we omit any noise terms itvésé&c model,
since the estimation of the noise-free model is difficult enough éffjtand seems to
be sufficient for many applications. Likewise, in many casesitimaber of ICs and
observed mixtures may not be equwathich is treated in Section 13.2 and Chapter 16,
and the mixing might baonlinear, which is considered in Chapter 17. Furthermore,
let us note that aalternative definitiorof ICA that does not use a generative model
will be given in Chapter 10.

7.2.2 Restrictions in ICA

To make sure that the basic ICA model just given can be estimated, wedhiaake
certain assumptions and restrictions.

1. The independent components are assumed statisticdépendent

This is the principle on which ICA rests. Surprisingly, not mucbrmthan this
assumption is needed to ascertain that the model can be estimated. This GAvhy |
is such a powerful method with applications in many different areas.
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Basically, random variables , y», ..., y,, are said to be independent if information
on the value ofy; does not give any information on the value wpf for i # j.
Technically, independence can be defined by the probability densities. Lehated
by p(y1, 2, ..., yn) the joint probability density function (pdf) of thg, and byp; (y;)
the marginal pdf ofy;, i.e., the pdf ofy; when it is considered alone. Then we say
that they; areindependenif and only if the joint pdf is factorizable in the following
way:

P(Y1,Y2, - Yn) = P1(y1)P2(y2)---Pn(Yn)- (7.7)
For more details, see Section 2.3.
2. The independent components must hawegaussianlistributions.

Intuitively, one can say that the gaussian distributions are “toolsimphe higher-

order cumulants are zero for gaussian distributions, but such higherioformation

is essential for estimation of the ICA model, as will be seen in Sectio2.7¥#hus,

ICA is essentially impossible if the observed variables have gauss#ibdtions.

The case of gaussian components is treated in more detail in Section 7.5 below
Note that in the basic model we adwt assume that we know what the nongaussian
distributions of the ICs look like; if they are known, the prefsl will be considerably
simplified. Also, note that a completely different class of ICA methadghich the
assumption of nongaussianity is replaced by some assumptions timéh&ructure

of the signals, will be considered later in Chapter 18.

3. For simplicity, we assume that the unknown mixing matriggsare

In other words, the number of independent components is equal to thieenwh
observed mixtures. This assumption can sometimes be relaxed, as exptained i
Chapters 13 and 16. We make it here because it simplifies the estimatiomuehny
Then, after estimating the matrik, we can compute its inverse, sBy and obtain

the independent components simply by

s = Bx (7.8)

It is also assumed here that the mixing matrixrigertible If this is not the case,
there are redundant mixtures that could be omitted, in which case thexiwatiid
not be square; then we find again the case where the number of mixturé®suad
to the number of ICs.

Thus, under the preceding three assumptions (or at the minimumwthérst
ones), the ICA model is identifiable, meaning that the mixing matrix wedl€Cs
can be estimated up to some trivial indeterminacies that will be discussedwie
will not prove the identifiability of the ICA model here, since theopf is quite
complicated; see the end of the chapter for references. On the other handhéxthe
chapter we develop estimation methods, and the developments therekgigeod a
nonrigorous, constructive proof of the identifiability.
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7.2.3 Ambiguities of ICA

In the ICA model in Eq. (7.5), it is easy to see that the following agulties or
indeterminacies will necessarily hold:

1. We cannot determine the variances (energies) of the independent components

The reason is that, bothand A being unknown, any scalar multiplier in one of the
sourcess; could always be canceled by dividing the corresponding colapof A
by the same scalar, say:

X = Z(aizaf)(%m) (7.9)

2

As a consequence, we may quite as well fix the magnitudes of the independent
components. Since they are random variables, the most natural way tis d® tih
assume that each has unit varianég:s?} = 1. Then the matrixA will be adapted

in the ICA solution methods to take into account this restrictionteNbat this still
leaves theambiguity of the signwe could multiply an independent component by

—1 without affecting the model. This ambiguity is, fortunately, imgfgcant in most
applications.

2. We cannot determine the order of the independent components.

The reason is that, again bothand A being unknown, we can freely change the
order of the terms in the sum in (7.6), and call any of the independent@oamps
the first one. Formally, a permutation matixand its inverse can be substituted in
the model to givex = AP~ !'Ps. The elements aPs are the original independent
variabless;, but in another order. The matrix P~ is just a new unknown mixing
matrix, to be solved by the ICA algorithms.

7.2.4 Centering the variables

Without loss of generality, we can assume that both the mixture vasadid the
independent components have zero mean. This assumption simplifiesdingdind
algorithms quite a lot; it is made in the rest of this book.

If the assumption of zero mean is not true, we can do some preprocessiagéo m
it hold. This is possible bgenteringthe observable variables, i.e., subtracting their
sample mean. This means that the original mixturesxsaye preprocessed by

x =x' — E{x'} (7.10)

before doing ICA. Thus the independent components are made zero mean as well,
since

E{s} = A'E{x} (7.11)

The mixing matrix, on the other hand, remains the same after this pregsmg, so
we can always do this without affecting the estimation of the mixing imatfter
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Fig. 7.5 The joint distribution of the independent componesntsand s, with uniform
distributions. Horizontal axiss;, vertical axis:ss.

estimating the mixing matrix and the independent components for thenzeam
data, the subtracted mean can be simply reconstructed by addihg{x'} to the
zero-mean independent components.

7.3 ILLUSTRATION OF ICA

Toillustrate the ICA model in statistical terms, consider two indepahdomponents
that have the following uniform distributions:

p(si) = {2]7 floil < V3 (7.12)

0, otherwise

The range of values for this uniform distribution were chosen so andke the
mean zero and the variance equal to one, as was agreed in the previous section. The
joint density ofs; ands, is then uniform on a square. This follows from the basic
definition that the joint density of two independent variables is jostgroduct of
their marginal densities (see Eqg. (7.7)): we simply need to compufedigeict. The
joint density is illustrated in Fig. 7.5 by showing data pointsd@amly drawn from
this distribution.

Now let us mix these two independent components. Let us take the fotiowi
mixing matrix:

Ag = (150 120> (7.13)
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Fig. 7.6 The joint distribution of the observed mixtures andz.. Horizontal axis:z1,
vertical axis:z». (Not in the same scale as Fig. 7.5.)

This gives us two mixed variables; andx,. It is easily computed that the mixed
data has a uniform distribution on a parallelogram, as shown in Fég. Note that

the random variables, andz, are notindependentanymore; an easy way to see this
is to consider whether it is possible to predict the value of one of tlsayx:,, from

the value of the other. Clearly, if, attains one of its maximum or minimum values,
then this completely determines the value:ef They are therefore not independent.
(For variabless; ands, the situation is different: from Fig. 7.5 it can be seen that
knowing the value of; does not in any way help in guessing the value-of

The problem of estimating the data model of ICA is now to estimate ttkengn
matrix A using only information contained in the mixturesandz,. Actually, from
Fig. 7.6 you can see an intuitive way of estimatiig Theedgef the parallelogram
are in the directions of the columns &f. This means that we could, in principle,
estimate the ICA model by first estimating the joint density:pfandz,, and then
locating the edges. So, the problem seems to have a solution.

On the other hand, consider a mixture of ICs with a different typesifidution,
called supergaussian (see Section 2.7.1). Supergaussian random varigibbdlyty
have a pdf with a peak a zero. The marginal distribution of such an I&éngn
Fig. 7.7. The joint distribution of the original independent caments is given in
Fig. 7.8, and the mixtures are shown in Fig. 7.9. Here, we see sordekidges,
but in very different places this time.

In practice, however, locating the edges would be a very poor method betause i
only works with variables that have very special distributions. Fostdistributions,
such edges cannot be found; we use only for illustration purposeibdins that
visually show edges. Moreover, methods based on finding edges, or atiilar si
heuristic methods, tend to be computationally quite complicated, amdiaile.
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Fig. 7.7 The density of one supergaussian independent componeaigallssian density if
give by the dashed line for comparison.

Fig. 7.8 The joint distribution of the independent componentsnds, with supergaussian
distributions. Horizontal axiss;, vertical axis:ss.
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Fig. 7.9 The joint distribution of the observed mixtures andz., obtained from super-
gaussian independent components. Horizontal axisvertical axis:z».

What we need is a method that works for any distributions of the indip@n
components, and works fast and reliably. Such methods are the main sulifgst o
book, and will be presented in Chapters 8-12. In the rest of this chéategever,
we discuss the connection between ICA and whitening.

7.4 ICA IS STRONGER THAT WHITENING

Given some random variables, it is straightforward to linearly tramsfthem into
uncorrelated variables. Therefore, it would be tempting to try to estithat@depen-
dent components by such a method, which is typically called whiteningnarsmy,

and often implemented by principal componentanalysis. In this secticshovethat
this is not possible, and discuss the relation between ICA and decomaiagitnods.
It will be seen that whitening is, nevertheless, a useful preprocessthgitjue for
ICA.

7.4.1 Uncorrelatedness and whitening

A weaker form of independence is uncorrelatedness. Here we review briefly the
relevant definitions that were already encountered in Chapter 2.

Two random variableg; andy, are said to b&ncorrelatedif their covariance is
zero:

cov(y1,y2) = E{yiya} — E{y1} E{y2} =0 (7.14)
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In this book, all random variables are assumed to have zero mean, unlesgisgher
mentioned. Thus, covariance is equal to correlation(gery.) = E{yi1y-}, and
uncorrelatedness is the same thing as zero correlation (see Sectidn 2.2).

If random variables are independent, they are uncorrelated. This is becthese if
y1 andy, are independent, then for any two functiohs,andhs, we have

E{hi(y1)h2(y2)} = E{hi(y1)} E{h2(y2)} (7.15)

see Section 2.3. Takinly; (y1) = y1 andha(y2) = y2, we see that this implies
uncorrelatedness.

On the other hand, uncorrelatedness doasmply independence. For example,
assume thaty,,y2) are discrete valued and follow such a distribution that the pair
are with probabilityl /4 equal to any of the following valueg0, 1), (0, —1), (1,0),
and(—1,0). Theny, andy, are uncorrelated, as can be simply calculated. On the
other hand,

E{yiys} =0 # % = E{yi} E{y3} (7.16)

so the condition in Eq. (7.15) is violated, and the variables cannotdependent.

A slightly stronger property than uncorrelatedneswisteness Whiteness of a
zero-mean random vector, sgy means that its components are uncorrelated and
their variances equal unity. In other words, the covariance matrix (as welieas t
correlation matrix) ofy equals the identity matrix:

E{yy'} =1 (7.17)

Consequently, whitening means that we linearly transform the obserntadsdctor
x by linearly multiplying it with some matriy

7z =Vx (7.18)

so that we obtain a new vectarthat is white. Whitening is sometimes called
sphering.

A whitening transformation is always possible. Some methods werewed in
Chapter 6. One popular method for whitening is to use the eigenvalueg@sition
(EVD) of the covariance matrix

E{xx"} = EDE" (7.19)

whereE is the orthogonal matrix of eigenvectors Bf xx”'} andD is the diagonal
matrix of its eigenvalued) = diag(dy, ..., d,). Whitening can now be done by the
whitening matrix

V =ED '/?E" (7.20)

1in statistical literature, correlation is often defined amcamalized version of covariance. Here, we
use this simpler definition that is more widely spread in algorocessing. In any case, the concept of
uncorrelatedness is the same.
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where the matrixD~'/2 is computed by a simple componentwise operation as
D-1/2 = diagd; /%, ...,d,'/*). Awhitening matrix computed this way is denoted
by E{xx"}~'/? orC~'/2. Alternatively, whitening can be performed in connection
with principal component analysis, which gives a related whitening matFigr
details, see Chapter 6.

7.4.2 Whitening is only half ICA

Now, suppose that the data in the ICA model is whitened, for examplgomatrix
givenin (7.20). Whitening transforms the mixing matrix into anmne,A. We have
from (7.5) and (7.18)

z = VAs = As (7.21)

One could hope that whitening solves the ICA problem, since whitesresacor-
relatedness is related to independence. This is, however, not so. Uncometated
is weaker than independence, and is not in itself sufficient for estimatidredA
model. To see this, consider arthogonaltransformatiorlU of z:

y = Uz (7.22)
Due to the orthogonality €, we have
E{yy"} = E{Uyy"UT} = UTU" =1 (7.23)

In other wordsy is white as well. Thus, we cannot tellif the independentcomponents
are given byz or y using the whiteness property alone. Sinceould be any
orthogonal transformation of, whitening gives the ICs only up to an orthogonal
transformation This is not sufficient in most applications.

On the other hand, whitening is useful as a preprocessing step in |GAufility
of whitening resides in the fact that thew mixing matrixA = VA is orthogonal
This can be seen from

E{zz"} = AE{ss"}A" = AA" =1 (7.24)

This means that we can restrict our search for the mixing matrix to the sgace o
orthogonal matrices. Instead of having to estimaterthgparameters that are the
elements of the original matriA, we only need to estimate an orthogonal mixing
matrix A. An orthogonal matrix containa(n — 1)/2 degrees of freedom. For
example, in two dimensions, an orthogonal transformation is detedriy a single
angle parameter. In larger dimensions, an orthogonal matrix containaboly half

of the number of parameters of an arbitrary matrix.

Thus one can say that whitening solves half of the problem of ICA. Because
whitening is a very simple and standard procedure, much simpler than aky IC
algorithms, it is a good idea to reduce the complexity of the protilésway. The
remaining half of the parameters has to be estimated by some other metherdj se
will be introduced in the next chapters.
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Fig. 7.10 The joint distribution of the whitened mixtures of uniforyrdistributed indepen-
dent components.

A graphical illustration of the effect of whitening can be seen in Fig. 7id0
which the data in Fig. 7.6 has been whitened. The square defining thibudisn is
now clearly a rotated version of the original square in Fig. 7.10. l#dt is left is the
estimation of a single angle that gives the rotation.

In many chapters of this book, we assume that the data has been preprocessed by
whitening, in which case we denote the datazbyEven in cases where whitening
is not explicitly required, it is recommended, since it reduces the nuwmibiee
parameters and considerably increases the performance of the methods, especially
with high-dimensional data.

7.5 WHY GAUSSIAN VARIABLES ARE FORBIDDEN

Whitening also helps us understand why gaussian variables are forbitd€.i
Assume that the joint distribution of two ICs, ands,, is gaussian. This means that
their joint pdf is given by

1 $+s3 1 [E

plosr,sz) = 5 exp(~ 1) =~ exp(- 150

) (7.25)

(For more information on the gaussian distribution, see Secton Now, assume
that the mixing matrixA is orthogonal. For example, we could assume that this is
so because the data has been whitened. Using the classic formula ofrirangfo
pdf’s in (2.82), and noting that for an orthogonal matix ' = A” holds, we get
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Fig. 7.11 The multivariate distribution of two independent gaussiariables.

the joint density of the mixtures,; andz» as density is given by

AT x|

5 )| det AT (7.26)

1
p(@1,22) = 5 exp(—
2
Due to the orthogonality oA, we have|A”x||?> = ||x||? and|det A| = 1; note that
if A is orthogonal, soiA”. Thus we have

1 <II2
p(w1,72) = —eXp(—@

o ) (7.27)

and we see that the orthogonal mixing matrix does not change the pcdé, isidoes
not appear in this pdf at all. The original and mixed distributions demniical.
Therefore, there is no way how we could infer the mixing matrix fromrthietures.

The phenomenon that the orthogonal mixing matrix cannot be estimatgéde-
sian variables is related to the property that uncorrelated jointly gausmiailes are
necessarily independent(see Section 2.5). Thus, the informationimil#eendence
of the components does not get us any further than whitening.

Graphically, we can see this phenomenon by plotting the distribatighe or-
thogonal mixtures, which is in fact the same as the distribution efl@s. This
distribution is illustrated in Fig. 7.11. The figure shows tha tensity is rotation-
ally symmetric. Therefore, it does not contain any information on thections of
the columns of the mixing matriA. This is whyA cannot be estimated.

Thus, in the case of gaussian independent components, we can only ediienate t
ICA model up to an orthogonal transformation. In other words, theimat is not
identifiable for gaussian independent components. With gaussian vayiable®
can dois whiten the data. There is some choice in the whitening procedweyér;
PCA is the classic choice.
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What happens if we try to estimate the ICA model aathe of the components
are gaussian, some nongauss?aim this case, weanestimate all the nongaussian
components, but the gaussian components cannot be separated from eachother. |
other words, some of the estimated components will be arbitrary lin@abications
of the gaussian components. Actually, this means that in the case ohgigaassian
component, we can estimate the model, because the single gaussian cordperent
not have any other gaussian components that it could be mixed with.

7.6 CONCLUDING REMARKS AND REFERENCES

ICAis a very general-purpose statistical technique in which observednaddta are
expressed as a linear transform of components that are statistically irttieémmom
each other. In this chapter, we formulated ICA as the estimation of a gerearaiulel,
with independent latent variables. Such a decomposition is identifiablewiell
defined, if the independent components are nongaussian (except for pertbapbo
simplify the estimation problem, we can begin by whitening the daltés &stimates
part of the parameters, but leaves an orthogonal transformation unspetiad)
the higher-order information contained in nongaussian variables, we tiamags
this orthogonal transformation as well.

Practical methods for estimating the ICA model will be treated in the rdadfll.
A simple approach based on finding the maxima of nongaussianity is peddast
in Chapter 8. Next, the classic maximum likelihood estimation methagplied on
ICA in Chapter 9. An information-theoretic framework that also shawsnnection
between the previous two is given by mutual information in Chapter $0me
further methods are considered in Chapters 11 and 12. Practical consideoations
the application of ICA methods, in particular on the preprocessingefitita, are
treated in Chapter 13. The different ICA methods are compared with each ottier, an
the choice of the “best” method is considered in Chapter 14, which concliadils$. P

The material that we treated in this chapter can be considered classic. The ICA
model was first defined as herein in [228]; somewhat related developmentgivere
in [24]. The identifiability is treated in [89, 423]. Whitening wa®ppsed in [61] as
well. In addition to this research in signal processing, a parallel newot$it line
of research developed ICA independently. This was started by [26, 27b&i8ly
more qualitative in nature. The first quantitative results in this arege proposed
in [131], and in [335], a model that is essentially equivalent to theyweersion
of the ICA model (see Chapter 15) was proposed. More on the histor¢Af
can be found in Chapter 1, as well as in [227]. For recent reviews on ICA, see
[10, 65, 201, 267, 269, 149]. A shorter tutorial text is in [212]
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Problems

7.1 Show that given a random vectsr there is only onesymmetricwhitening
matrix forx, given by (7.20).

7.2 Show that two (zero-mean) random variables that have a jointly gaussian di
tribution are independent if and only if they are uncorrelated. (Hirte pdf can

be found in (2.68). Uncorrelatedness means that the covariance matragisnil.
Show that this implies that the joint pdf can be factorized.)

7.3 If both x ands could be observed, how would you estimate the ICA model?
(Assume there is some noise in the data as well.)

7.4 Assume that the data is multiplied by a matrixMl. Does this change the
independent components?

7.5 In our definition, the signs of the independent components are leftitand
mined. How could you complement the definition so that they are deternaisied
well?

7.6 Assume that there are more independent components than observed mixtures
Assume further that we have been able to estimate the mixing matrixw€egcover

the values of the independent components? What if there are more obséxti@em

than ICs?

Computer assignments

7.1 Generate samples of two independent components that follow a Laplacian
distribution (see Eq. 2.96). Mix them with three different randoiring matrices.

Plot the distributions of the independent components. Can you serdtfnix A in

the plots? Do the same for ICs that are obtained by taking absolutesvafigaussian
random variables.

7.2 Generate samples of two independent gaussian random variables. Mix them
with a random mixing matrix. Compute a whitening matrix. Comphie product

of the whitening matrix and the mixing matrix. Show that this is adtrarthogonal.

Why is it not exactly orthogonal?



ICA by Maximization of
Nongaussianity

In this chapter, we introduce a simple and intuitive principle faineating the
model of independent component analysis (ICA). This is based on maxiomizati
nongaussianity.

Nongaussianity is actually of paramount importance in ICA estimatioithdirt
nongaussianity the estimation is not possible at all, as shown ino8ett. There-
fore, it is not surprising that nongaussianity could be used as a kadiinciple in
ICA estimation. This is at the same time probably the main reasonéauther late
resurgence of ICA research: In most of classic statistical theory, randdabies are
assumed to have gaussian distributions, thus precluding methatksaréd ICA. (A
completely different approach may then be possible, though, usingrkestructure
of the signals; see Chapter 18.)

We start by intuitively motivating the maximization of nongaussiaty the
central limit theorem. As a first practical measure of nongaussianity, tkedince
the fourth-order cumulant, or kurtosis. Using kurtosis, wewdepractical algorithms
by gradient and fixed-point methods. Next, to solve some problerosiassd with
kurtosis, we introduce the information-theoretic quantity calledemtropy as an
alternative measure of nongaussianity, and derive the correspondoritaigs for
this measure. Finally, we discuss the connection between these methodsand t
technique called projection pursuit.

165
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8.1 “NONGAUSSIAN IS INDEPENDENT”

The central limit theorem is a classic result in probability theory thed presented in
Section 2.5.2. It says that the distribution of a sum of independ@wliom variables
tends toward a gaussian distribution, under certain conditions. dlpspeaking, a
sum of two independent random variables usually has a distributionstbktser to
gaussian than any of the two original random variables.

Let us now assume that the data vectas distributed according to the ICA data
model:

x = As (8.1)

i.e., it is a mixture of independent components. For pedagogical pesptet us
assume in this motivating section that all the independent componergsdenti-
cal distributions. Estimating the independent components can be acebaply
finding the right linear combinations of the mixture variables, sineean invert the
mixing as

s=A"'x (8.2)

Thus, to estimate one of the independent components, we can consideaa lin
combination of ther;. Let us denote this by = b”x = Y, b;z;, whereb is a
vector to be determined. Note that we also have b” As. Thus,y is a certain
linear combination of the;, with coefficients given byp” A. Let us denote this
vector byq. Then we have

y=bTx=q"s= Z q;iSi (8.3)

If b were one of the rows of the inverse 4f, this linear combinatiom” x would
actually equal one of the independent components. In that case, the coriegppnd
would be such that just one of its elements is 1 and all the others are zero.

The question is nowHow could we use the central limit theorem to deterntine
so that it would equal one of the rows of the inversA&f In practice, we cannot
determine such b exactly, because we have no knowledge of marpbut we can
find an estimator that gives a good approximation.

Let us vary the coefficients i, and see how the distribution gf= q”'s changes.
The fundamental idea here is that since a sum of even two independent random
variables is more gaussian than the original variabjes; q”'s is usually more
gaussian than any of the and becomes least gaussian when it in fact equals one of
thes;. (Note that this is strictly true only if the; have identical distributions, as we
assumed here.) In this case, obviously only one of the elemgatsy is nonzero.

We do not in practice know the values qf but we do not need to, because
q”'s = b"x by the definition ok;. We can just leb vary and look at the distribution
of b”x.

Therefore, we could take ds a vector thatmaximizes the nongaussianiby
b”x. Such a vector would necessarily correspond tp-a A”b, which has only



“NONGAUSSIAN IS INDEPENDENT” 167

one nonzero component. This means that b”x = q”'s equals one of the
independent components! Maximizing the nongaussianity’of thus gives us one
of the independent components.

In fact, the optimization landscape for nongaussianity intttBmensional space
of vectorsb has2n local maxima, two for each independent component, correspond-
ing to s; and—s; (recall that the independent components can be estimated only up
to a multiplicative sign).

We can illustrate the principle of maximizing nongaussianity by snegamples.
Let us consider two independent components that have uniform denéltfes; also
have zero mean, as do all the random variables in this book.) Their jeinitudition
is illustrated in Fig. 8.1, in which a sample of the independent coraptsris plotted
on the two-dimensional (2-D) plane. Figure 8.2 also shows a histog@stimate of
the uniform densities. These variables are then linearly mixed, and tttanes are
whitened as a preprocessing step. Whitening is explained in Sectioeus;recall
briefly that it means that is linearly transformed into a random vector

z =Vx =VAs (8.4)

whose correlation matrix equals unitf{zz? } = I. Thus the ICA model still holds,
though with a different mixing matrix. (Even without whiteningetsituation would
be similar.) The joint density of the whitened mixtures is givenig.B.3. Itis a

rotation of the original joint density, as explained in Section 7.4.

Now, let us look at the densities of the two linear mixtutgsandz;. These are
estimated in Fig. 8.4. One can clearly see that the densities of the miarereloser
to a gaussian density than the densities of the independent components ish
Fig. 8.2. Thus we see that the mixing makes the variables closer to gauBsnding
the rotation that rotates the square in Fig. 8.3 back to the origirminG-ig. 8.1
would give us the two maximally nongaussian linear combinations witifiorm
distributions.

A second example with very different densities shows the same resiig.18.5,
the joint distribution of very supergaussian independent compoigestown. The
marginal density of a componentis estimated in Fig. 8.6. The densitylaage peak
atzero, asis typical of supergaussian densities (see Section 2.7.1 or.balbitened
mixtures of the independent components are shown in Fig. 8.7. Théidsm$ two
linear mixtures are given in Fig. 8.8. They are clearly more gaussiantiesoriginal
densities, as can be seen from the fact that the peak is much lower. Again, we see
that mixing makes the distributions more gaussian.

Torecapitulate, we have formulated ICA estimation as the search for dinec¢hiat
are maximally nongaussian: Each local maximum gives one independent corhponen
Our approach here is somewhat heuristic, but it will be seen in the retibas and
Chapter 10 that it has a perfectly rigorous justification. From a practicialt of
view, we now have to answer the following questions: How can thgaossianity of
b”'x be measured? And how can we compute the valubsiaoht maximize (locally)
such a measure of nongaussianity? The rest of this chapter is devotexiterig
these questions.
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Fig. 8.1 The joint distribution of two inde- Fig. 8.2 The estimated density of one uni-

pendent components with uniform densitieform independent component, with the gaus-
sian density (dashed curve) given for compar-
ison.

Fig.8.3 Thejoint density of two whitened mixtures of independemhponents with uniform
densities.
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Fig. 8.4 The marginal densities of the whitened mixtures. They avsesi to the gaussian
density (given by the dashed curve) than the densities dhttependent components.

Fig. 8.5 The joint distribution of the two Fig. 8.6 The estimated density of one su-
independent components with supergaussigergaussian independent component.
densities.
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Fig. 8.7 The joint distribution of two whitened mixtures of indepemd components with
supergaussian densities.

Fig. 8.8 The marginal densities of the whitened mixtures in Fig. 8fiey are closer to the
gaussian density (given by dashed curve) than the densftibe independent components.



MEASURING NONGAUSSIANITY BY KURTOSIS 171
8.2 MEASURING NONGAUSSIANITY BY KURTOSIS

8.2.1 Extrema of kurtosis give independent components

Kurtosis and its properties To use nongaussianity in ICA estimation, we must
have a quantitative measure of nhongaussianity of a random variablg, daythis
section, we show how to use kurtosis, a classic measure of nongatys$arCA
estimation. Kurtosis is the name given to the fourth-order cumwéiat random
variable; for a general discussion of cumulants; see Section 2.7. Thubtaie an
estimation method that can be considered a variant of the classic methodefimsy
see Section 4.3.

The kurtosis ofy, denoted by kufl), is defined by

kurt(y) = E{y"} - 3(E{y*})* (8.5)

Remember that all the random variables here have zero mean; in the general case, the
definition of kurtosis is slightly more complicated. To simplihirigs, we can further
assume thag has been normalized so that its variance is equal to 6Hg?} = 1.
Then the right-hand side simplifies #{y*} — 3. This shows that kurtosis is simply
a normalized version of the fourth momeht{y*}. For a gaussiap, the fourth
moment equal8(E{y?})2. Thus, kurtosis is zero for a gaussian random variable.
For most (but not quite all) nongaussian random variables, kuiigs@nzero.
Kurtosis can be both positive or negative. Random variables that haeg-a
ative kurtosis are called subgaussian, and those with positivesksirdoe called
supergaussian. In statistical literature, the corresponding expnegsatykurtic and
leptokurtic are also used. For details, see Section 2.7.1. Supergatestim
variables have typically a “spiky” probability density function (pdfith heavy tails,
i.e., the pdfis relatively large at zero and at large values of the variablég ¥vbing
small for intermediate values. A typical example is the Laplacian digtabpywhose
pdf is given by

1
py) = ﬁ

Here we have normalized the variance to unity; this pdf is illustrateHig. 8.9.
Subgaussian random variables, on the other hand, have typically a “flattpith
is rather constant near zero, and very small for larger values of the variablpicaky
example is the uniform distribution, whose density is given by

p(y) = {_f fly < V3 ®.7)

0, otherwise

exp(V2[y)) (8.6)

which is normalized to unit variance as well; it is illustrated in Fig.38.1

Typically nongaussianity is measured by the absolute value of kartbbie square
of kurtosis can also be used. These measures are zero for a gaussian variable, and
greater than zero for most nongaussian random variables. There are noagaussi
random variables that have zero kurtosis, but they can be consideredeoyane.
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Fig. 8.9 The density function of the Laplacian distribution, whishaitypical supergaussian
distribution. For comparison, the gaussian density isrglwe a dashed curve. Both densities
are normalized to unit variance.

Fig. 8.10 The density function of the uniform distribution, which igygical sulgaussian
distribution. For comparison, the gaussian density isrgive a dashed line. Both densities
are normalized to unit variance.
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Kurtosis, or rather its absolute value, has been widely used as a measure of
nongaussianity in ICA and related fields. The main reason is its simplinith
computational and theoretical. Computationally, kurtosis can be estiraatgudy
by using the fourth moment of the sample data (if the variance is keptant).
Theoretical analysis is simplified because of the following linearitypprty: If z;
andz- are two independent random variables, it holds

kurt(z; + z2) = kurt(z;) + kurt(zz) (8.8)
and
kurt(az;) = a'kurt(z;) (8.9)

wherea is a constant. These properties can be easily proven using the general
definition of cumulants, see Section 2.7.2.

Optimization landscape in ICA To illustrate in a simple example what the
optimization landscape for kurtosis looks like, and how independenpoosnts
could be found by kurtosis minimization or maximization, let us labk 2-D model
x = As. Assume that the independent componentss, have kurtosis values
kurt(sy), kurt(sz), respectively, both different from zero. Recall that they have unit
variances by definition. We look for one of the independent componepts-ds’ x.

Let us again consider the transformed veajor= A”b. Then we have, =
b"x = bTAs = q”s = ¢151 + ¢252. Now, based on the additive property of
kurtosis, we have

kurt(y) = kurt(q;s1) + Kurt(gasa) = gikurt(s1) + gakurt(ss)
(8.10)

On the other hand, we made the constraint that the variangeisfequal to 1,
based on the same assumption concerring,. This implies a constraint oq:
E{y?} = ¢} + ¢5 = 1. Geometrically, this means that vectpis constrained to the
unit circle on the 2-D plane.

The optimization problemis now: What are the maxima of the fundkart(y)| =
\qtkurt(s1) + gskurt(sz)| on the unit circle? To begin with, we may assume for
simplicity that the kurtoses are equal to 1. In this case, we are simphidEnng
the function

F(q) =qi +¢; (8.11)

Some contours of this function, i.e., curves in which this functeranstant, are
shown in Fig. 8.11. The unit sphere, i.e., the set whére ¢3 = 1, is shown as well.
This gives the "optimization landscape" for the problem.

It is not hard to see that the maxima are at those points where exactlgfone
the elements of vectay is zero and the other nonzero; because of the unit circle
constraint, the nonzero element must be equaio—1. But these points are exactly
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(]
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Fig. 8.11 The optimization landscape of kurtosis. The thick curvenhs anit sphere, and
the thin curves are the contours whéfén (8.11) is constant.

the ones whery equals one of the independent componeints, and the problem
has been solved.

If the kurtoses are both equal tel, the situation is similar, because taking
the absolute values, we get exactly the same function to maximize. FKiifally
the kurtoses are completely arbitrary, as long as they are nonzero, nvoleei
algebraic manipulations show that the absolute value of kurtostélimaximized
wheny = b”x equals one of the independent components. A proof is given in the
exercises.

Now we see thautility of preprocessing by whitening-or whitened data, we
seek for a linear combinatiow” z that maximizes nongaussianity. This simplifies
the situation here, since we haye= (VA)”w and therefore

lal* = (w" VA)(ATVTw) = [|w]? (8.12)

This means that constrainirgto lie on the unit sphere is equivalent to constraining
w to be on the unit sphere. Thus we maximize the absolute value ofdisitd

w 'z under the simpler constraint thitv|| = 1. Also, after whitening, the linear
combinationsw”z can be interpreted agrojectionson the line (that is, a 1-D
subspace) spanned by the vestorEach point on the unit sphere corresponds to one
projection.

As an example, let us consider the whitened mixtures of uniformlyibliged
independent components in Fig. 8.3. We search for a vaeteuch that the lin-
ear combination or projectiow” x has maximum nongaussianity, as illustrated in
Fig. 8.12. In this two-dimensional case, we can parameterize the poitie amit
sphere by th@anglethat the corresponding vecter makes with the horizontal axis.
Then, we can plot the kurtosis ef” z as a function of this angle, which is given in
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Fig. 8.12 We search for projections (which correspond to points onuthi¢ circle) that
maximize nongaussianity, using whitened mixtures of unily distributed independent com-
ponents. The projections can be parameterized by the angle.

Fig. 8.13. The plot shows kurtosis is always negative, and is nimeidnat approx-
imately 1 and2.6 radians. These directions are thus such that the absolute value of
kurtosis is maximized. They can be seen in Fig. 8.12 to correspond thréations
given by the edges of the square, and thus they do give the independgruroamts.

In the second example, we see the same phenomenon for whitened mixtures of
supergaussian independent components. Again, we search for awesttoln that the
projection in that direction has maximum nongaussianity, as illustiated). 8.14.

We can plot the kurtosis o’z as a function of the angle in whick points, as
given in Fig. 8.15. The plot shows kurtosis is always positive, iamdaximized in
the directions of the independent components. These angles are the santleeas i
preceding example because we used the same mixing matrix. Again, thegpamd

to the directions in which the absolute value of kurtosis is maximized

8.2.2 Gradient algorithm using kurtosis

In practice, to maximize the absolute value of kurtosis, we would &t@m some
vector w, compute the direction in which the absolute value of the kurtokis o
y = w'z is growing most strongly, based on the available samplg, ..., z(T)

of mixture vectorz, and then move the vectar in that direction. This idea is
implemented in gradient methods and their extensions.
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Fig. 8.13 The values of kurtosis for projections as a function of thglamas in Fig. 8.12.
Kurtosis is minimized, and its absolute value maximizedhidirections of the independent
components.

Fig. 8.14 Again, we search for projections that maximize nongausyiathis time with
whitened mixtures of supergaussian independent compen&he projections can be param-
eterized by the angle.
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kurtosis
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0 0.5 1 15
angle of w

Fig. 8.15 The values of kurtosis for projections in different anglesraFig. 8.14. Kurtosis,
as well as its absolute value, is maximized in the directafribe independent components.

Using the principles in Chapter 3, the gradient of the absolute vdligertosis of
w’z can be simply computed as

dlkurt(w’x)]

L0 — dasignikurt(w” 2)[E{z(w " 2)" } ~ 3wlwl]*

(8.13)

since for whitened data we ha¥&{ (w’'z)?} = ||w||?. Since we are optimizing this
function on the unit sphergw||? = 1, the gradient method must be complemented
by projectingw on the unit sphere after every step. This can be done simply by
dividing w by its norm.

To further simplify the algorithm, note that since the latter ternbrackets in
(8.13) would simply be changing the normwfin the gradient algorithm, and not
its direction, it can be omitted. This is because only the directiom & interesting,
and any change in the norm is insignificant because the norm is normalinedyo
anyway.

Thus we obtain the following gradient algorithm:

Aw  signkurt(w”’z)) E{z(w" )%} (8.14)
w <« w/||wl| (8.15)

An on-line (or adaptive) version of this algorithm can be obtained as whlk is
possible by omitting the second expectation operation in the ahgorigielding:

Aw o signkurt(w’ z))z(wT z)? (8.16)
w «— w/||w|| (8.17)
Then every observation(t) can be used in the algorithm at once. However, it

must be noted that when computing siigart(w? x)), the expectation operator in
the definition of kurtosis cannot be omitted. Instead, the kurtmsist be properly
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estimated from a time-average; of course, this time-average can be estimditeel on
Denoting byy the estimate of the kurtosis, we could use

Ay o (whz)* —3) —~ (8.18)

This gives the estimate of kurtosis as a kind of a running average.

Actually, in many cases one knows in advance the nature of the distritsudif
the independent components, i.e., whether they are subgaussian orasigs&q.
Then one can simply plug the correct sign of kurtosis in the algoritmd avoid its
estimation.

More general versions of this gradient algorithm are introduced in Se8ti®.4.
In the next subsection we shall introduce an algorithm that maximizealikolute
value of kurtosis much more efficiently than the gradient method.

8.2.3 A fast fixed-point algorithm using kurtosis

In the previous subsection, we derived a gradient method for maxignimngaus-
sianity as measured by the absolute value of kurtosis. The advantagihafradient
methods, closely connected to learning in neural networks, is that thésinf
can be used in the algorithm at once, thus enabling fast adaptation in atimmesty
environment. A resulting trade-off, however, is that the convergensiovg and
depends on a good choice of the learning rate sequence. A bad choice of the learn-
ing rate can, in practice, destroy convergence. Therefore, some ways to make the
learning radically faster and more reliable may be needed. The fixed-poatidier
algorithms are such an alternative.

To derive a more efficient fixed-point iteration, we note that at a stadilet jpf
the gradient algorithm, the gradient must point in the directiowofthat is, the
gradient must be equal # multiplied by some scalar constant. Only in such a case,
adding the gradient tev does not change its direction, and we can have convergence
(this means that after normalization to unit norm, the valusvofs not changed
except perhaps by changing its sign). This can be proven more riggrosisig
the technique of Lagrange multipliers; see Exercice 3.9. Equatingrétemt of
kurtosis in (8.13) withw, this means that we should have

w x [E{z(wT2z)?} — 3||w|*wW] (8.19)

This equation immediately suggests a fixed-point algorithm where siscfimpute
the right-hand side, and give this as the new valuesfor

w « E{z(wlz)?} - 3w (8.20)

After every fixed-pointiterationw is divided by its norm to remain on the constraint
set. (Thug|w|| = 1 always, which is why it can be omitted from (8.19).) The final
vectorw gives one of the independent components as the linear combiatian
In practice, the expectations in (8.20) must be replaced by their estimates.

Note that convergence of this fixed-point iteration means that the old ewd n
values ofw point in the same direction, i.e., their dot-product is (almost) etpal
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1. Itis not necessary that the vector converges to a single point, sirared —w
define the same direction. This is again because the independent componéms can
defined only up to a multiplicative sign.

Actually, it turns out that such an algorithm works very well, conveggiary fast
and reliably. This algorithm is called FastICA [210]. The FastICA athon has
a couple of properties that make it clearly superior to the gradient-bagerdthms
in most cases. First of all, it can be shown (see Appendix), that the qgemnes
of this algorithm iscubic. This means very fast convergence. Second, contrary to
gradient-based algorithms, there is no learning rate or other adjugiataimeters in
the algorithm, which makes it easy to use, and more reliable. Gradientthlgeri
seem to be preferable only in cases where fast adaptation in a changing emritonm
iS necessary.

More sophisticated versions of FastICA are introduced in Section.8.3.5

8.2.4 Examples

Here we show what happens when we run the FastICA algorithm that maximizes
the absolute value of kurtosis, using the two example data setsrutigd chapter.

First we take a mixture of two uniformly distributed independemhponents. The
mixtures are whitened, as always in this chapter. The goal is now to fingetion

in the data that maximizes the absolute value of kurtosis, as illadtmtFig. 8.12.

We initialize, for purposes of the illustration, the vecterasw = (1,0)7.
Running the FastICA iteration just two times, we obtain convergenc€igng.16,
the obtained vectors are shown. The dashed line gives the directiowadfter the
first iteration, and the solid line gives the directionwfafter the second iteration.

The third iteration did not significantly change the directiomgfwhich means that

the algorithm converged. (The corresponding vector is not plotteak)fiure shows

that the value ofv may change drastically during the iteration, because the vatues
and—w are considered as equivalent. This is because the sign of the vector cannot
be determined in the ICA model.

The kurtoses of the projections”z obtained in the iterations are plotted in
Fig. 8.17, as a function of iteration count. The plot shows that therdhm steadily
increased thabsolute valuef the kurtosis of the projection, until it reached conver-
gence at the third iteration.

Similar experiments were performed for the whitened mixtures ofswmergaus-
sianindependent components, as illustrated in Fig. 8.14. The obtained yector
shown in Fig. 8.18. Again, convergence was obtained after two iteratidimg
kurtoses of the projections” z obtained in the iterations are plotted in Fig. 8.19, as
a function of iteration count. As in the preceding experiment, the absehlue of
the kurtosis of the projection steadily increased, until it reached coewergat the
third iteration.

In these examples, we only estimated one independent component. Of course,
one often needs more than one component. Figures 8.12 and 8.14 indiaattei$
can be done: The directions of the independent components are orthogaheal i
whitened space, so the second independent component can be found as thedirectio
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Fig.8.16 Result of FastICA using kurtosis, for ICs with uniform dibtrtions. Dashed line:
w after the first iteration (plotted longer than actual siz&olid line: w after the second
iteration.
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Fig. 8.17 The convergence of FastICA using kurtosis, for ICs with amif distributions.
The value of kurtosis shown as function of iteration count.
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Fig. 8.18 Result of FastICA with kurtosis, this time for supergaussi@s. Dash-dotted
line: w after the first iteration (plotted longer than actual siz&lid line: w after the second
iteration.

5.5

kurtosis

05 1 15 2 25 3
iteration count

Fig. 8.19 The convergence of FastICA using kurtosis, for supergandsis. The value of
kurtosis shown as a function of iteration count.

orthogonal to thew corresponding to the estimated independent component. For
more dimensions, we need to rerun the algorithm, always constramengutrentw

to be orthogonal to the previously estimated vecwts This will be explained in
more detail in Section 8.4.
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8.3 MEASURING NONGAUSSIANITY BY NEGENTROPY

8.3.1 Critique of kurtosis

In the preceding section, we showed how to measure nongaussianity togi&ur

thus obtaining a simple ICA estimation method. However, kurtalsie has some
drawbacks in practice, when its value has to be estimated from a measured sample.
The main problem is that kurtosis can be very sensitive to outlierssume, for
example, that a sample of 1000 values of a random variable (with zero mean and
unit variance, say) contains one value equal to 10. Then the kurtosis edjledst
10*/1000 — 3 = 7, which means that the single value makes kurtosis large. Thus we
see that the value of kurtosis may depend on only a few observatiohs taits of

the distribution, which may be erroneous or irrelevant observationsther words,
kurtosis is not a robust measure of nongaussianity.

Thus, other measures of nongaussianity might be better than kurtasisie sit-
uations. In this section, we shall consider negentropy, which isgbersl important
measure of nongaussianity. Its properties are in many ways oppodiege of
kurtosis: It is robust but computationally complicated. We alsoothtice compu-
tationally simple approximations of negentropy that more or lessbioethe good
properties of both measures.

8.3.2 Negentropy as nongaussianity measure

Negentropy is based on the information-theoretic quantity of difféal entropy,
which we here call simply entropy. Entropy is the basic concept of métion
theory; for a more detailed discussion, see Chapter 5. The entropyafdom
variable is related to the information that the observation of the vigrigibes. The
more “random”, i.e., unpredictable and unstructured the variable islatiger its
entropy. The (differential) entrop# of a random vectoy with densityp,(n) is
defined as

H(y) = — '/py(n) log py(n)dn (8.21)

A fundamental result of information theory is thatgaussian variable has the
largest entropyamong all random variables of equal variance (see Section 5.3.2).
This means that entropy could be used as a measure of nongaussianity, tinigact
shows that the gaussian distribution is the “most random” or the &asctured of
all distributions. Entropy is small for distributions that areatly concentrated on
certain values, i.e., when the variable is clearly clustered, or has a pdf thatyis
“spiky”.

To obtain a measure of nongaussianity that is zero for a gaussian variable an
always nonnegative, one often uses a normalized version of differentrapgnt
called negentropy. Negentropyis defined as follows

J(Y) = H(y_gauss) — H(Y) (822)
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wherey 4,.5 iS @ gaussian random variable of the same correlation (and covariance)
matrix asy. Due to the above-mentioned properties, negentropy is always nonneg-
ative, and it is zero if and only i¥ has a gaussian distribution. Negentropy has the
additional interesting property that it is invariant for invertikitedar transformations
(see Section 5.4).

The advantage of using negentropy, or equivalently, differential pptras a
measure of nongaussianity is that it is well justified by statisticalrhetn fact,
negentropy is in some sense the optimal estimator of nongaussiasifsgr as the
statistical performance is concerned, as will be seen in Section 14.3. Thiemro
in using negentropy is, however, that it is computationally verfiaift. Estimating
negentropy using the definition would require an estimate (pgssimparametric)
of the pdf. Therefore, simpler approximations of negentropy are veejul, as will
be discussed next. These will be used to derive an efficient method for ICA

8.3.3 Approximating negentropy

In practice, we only need approximation of 1-D (neg)entropies, so weaamsider
the scalar case here.

The classic method of approximating negentropy is using highexrardnulants,
using the polynomial density expansions as explained in SectiorThiS.gives the
approximation

1 1
J(y) ~ 5 B’y + gkurt(y)? (8.23)

The random variablg is assumed to be of zero mean and unit variance. Actually,
this approximation often leads to the use of kurtosis as in the pregesgiction.
This is because the first term on the right-hand side of (8.23) is pettwei case of
random variables with (approximately) symmetric distributionsicllis quite com-
mon. In this case, the approximation in (8.23) is equivalent to tharsgof kurtosis.
Maximization of the square of kurtosis is of course equivalent to mezgition of

its absolute value. Thus this approximation leads more or less to #tieoah in
Section 8.2. In particular, this approximation suffers from the nbastness encoun-
tered with kurtosis. Therefore, we develop here more sophisticate@xpations

of negentropy.

One useful approach is to generalize the higher-order cumulant appraximati
so that it uses expectations of general nonquadratic functions, or “horgoial
moments”. This was described in Section 5.6. In general we can replace the
polynomial functionsy® andy* by any other functiong’ (wherei is an index,
not a power), possibly more than two. The method then gives a simajeof
approximating the negentropy based on the expectatiofGi(y)}. As a simple
special case, we can take any two nonquadratic functidnandG? so thatG! is
odd andG? is even, and we obtain the following approximation:

J(y) = ki (B{G' ()})? + k2(E{G*(y)} — B{G*(v)})? (8.24)
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Fig. 8.20 The functiong, in Eq. (8.26),G> in Eq. (8.27), given by the solid curve and the
dashed curve, respectively. The fourth power, as used toist is given for comparison by
the dash-dotted curve.

wherek; andk, are positive constants, amds a gaussian variable of zero mean and
unit variance (i.e., standardized). The variablis assumed to have zero mean and
unit variance. Note that even in cases where this approximation is not vemasecu
(8.24) can be used to construct a measure of nongaussianity that igeohisithe
sense that it is always nonnegative, and equal to zerbds a gaussian distribution.
This is a generalization of the moment-based approximation in (8.28)chwis
obtained by taking:* (y) = »* andG?(y) = y*.

In the case where we use only one nonquadratic funetipthe approximation
becomes

J(y) o< [E{G(y)} — E{G(»)})? (8.25)

for practically any nonquadratic functi@r. This is a generalization of the moment-
based approximationin (8.23)jthas a symmetric distribution, in which case the first
term in (8.23) vanishes. Indeed, takiGgy) = y*, one then obtains a kurtosis-based
approximation.

But the point here is that by choosiidgwisely, one obtains approximations of
negentropy that are better than the one given by (8.23). In particulagsaig a
G that does not grow too fast, one obtains more robust estimators follbaing
choices ofG have proved very useful;

1
Gi(y) = o log cosh a1y, (8.26)

Ga(y) = —exp(—y*/2) (8.27)

wherel < a; < 2is some suitable constant, often taken equal to one. The functions
in (8.26)—(8.27) are illustrated in Fig. 8.20.

Thus we obtain approximations of negentropy that give a very googhoanmise
between the properties of the two classic nongaussianity measures gikartdsis
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and negentropy. They are conceptually simple, fast to compute, yet hagalimgp
statistical properties, especially robustness. Therefore, we shall ese thjective
functions in our ICA methods. Interestingly, kurtosis can be exq@@sn this same
framework.

8.3.4 Gradient algorithm using negentropy

Gradient algorithm  As with kurtosis, we can derive a simple gradient algorithm
for maximizing negentropy. Taking the gradient of the approximatiomegentropy

in (8.25) with respect tev, and taking the normalizatioR{(w’z)?} = ||w||*> = 1
into account, one obtains the following algorithm

Aw x yE{zg(w'z)} (8.28)
w <« w/||w|| (8.29)

wherey = E{G(w'z)} — E{G(v)}, v being a standardized gaussian random
variable. The normalization is necessary to projeatn the unit sphere to keep the
variance ofw” z constant. The functiop is the derivative of the functiori¥ used
in the approximation of negentropy. The expectation could be omittedtain an
on-line (adaptive) stochastic gradient algorithm.

The constanty, which gives the algorithm a kind of “self-adaptation” quality, can
be easily estimated on-line as follows:

Ay o« (G(w'z) — E{G(v)}) — (8.30)

This constant corresponds to the sign of kurtosis in (8.13).

As for the functiong, we can use the derivatives of the functions in (8.26)—
(8.27) that give robust approximations of negentropy. Altermdifivwwe could use
the derivative corresponding to the fourth power as in kurtosischvleads to the
method that was already described in the previous section. Thus we can tloomse

g1(y) = tanh(a1y) (8.31)
92(y) = yexp(—y*/2) (8.32)
gs(y) =o° (8.33)

wherel < a; < 2is some suitable constant, often takemas= 1. These functions
are illustrated in Fig. 8.21.

The final form of the on-line stochastic gradient algorithm is sunimedron
Table 8.1.

This algorithm can be further simplified. First note that the constasbes not
change the stationary points of the learning rule. Its sign does affeictstability,
though. Therefore, one can replace thiey its sign without essentially affecting the
behavior of the learning rule. This is useful, for example, in cases wherbave
some a priori information on the distributions of the indepena@emponents. For
example, speech signals are usually highly supergaussian. One mighotighly
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1. Center the data to make its mean zero.

2. Whiten the data to give.

3. Choose aninitial (e.g., random) vecterof unit norm, and an initial value for
.

4. UpdateAw o yzg(w”z), whereg is defined e.g. as in (8.31)-(8.33)

5. Normalizew « w/||wl||

6. Ifthe sign ofy is not known a priori, updatdy o< (G(wlz) — E{G(v)}) .

7. If not converged, go back to step 4.

Table 8.1 The on-line stochastic gradient algorithm for finding onexmmelly nongaussian
direction, i.e., estimating one independent component.

Fig. 8.21 The robust nonlinearitieg in Eq. (8.31),9» in Eq. (8.32), given by the solid line
and the dashed line, respectively. The third power in (8 &8used in kurtosis-based methods,
is given by the dash-dotted line.
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evaluateE{G(s;) — G(v)} for some supergaussian independent components and
then take this, or its sign, as the valueyof For example, ifg is the tanh function,
theny = —1 works for supergaussian independent components.

Stability analysis *  This section contains a theoretical analysis that can be
skipped at first reading.

Since the approximation of negentropy in (8.25) may be rather crudeay
wonder if the estimator obtained from (8.28) really converges to theetion of one
of the independent components, assuming the ICA data model. It can venpro
that this is so, under rather mild conditions. The key to this pisalie following
theorem, proven in the Appendix:

Theorem 8.1 Assume that the input data follows the ICA model with whitenéat da
z = VAs whereV is the whitening matrix, and th&¥ is a sufficiently smooth even
function. Then the local maxima (resp. minimaJdiG;(w’'z)} under the constraint
[lw|| = 1 include those rows of the mixing matikA such that the corresponding
independent componentssatisfy

E{sig(s;) —g'(si)} > 0 (resp. < 0) (8.34)
whereg(.) is the derivative of7(.), andg'(.) is the derivative of(.).

This theorem shows that practically any nonquadratic funafiomay be used
to perform ICA. More precisely, any functio divides the space of probability
distributions into two half-spaces, depending on whether the ngnpolial moment
in the theorem is positive or negative. Independent components wikisbution
is in one of the half-spaces can be estimated by maximizifig(w’'z)}, and ICs
whose distribution is in the other half-space can be estimated by rzingrthe same
function. The theorem gives the exact boundary between these two half-spaces

In particular, this theorem implies the following:

Theorem 8.2 Assume that the input data follows the ICA data model in (&9,
thatG is a sufficiently smooth even function. Then the asymptoticallyespathts of
algorithm in (8.28) include th&h row of the inverse of the whitened mixing matrix
VA such that the corresponding independent composgfuifills

E{sig(si) — g'(si) }E{G(si))} = E{G(v)}] > 0 (8.35)
whereg(.) is the derivative of7(.), andv is a standardized gaussian variable.

Note that ifw equals theth row of (VA) !, the linear combination equals thi
independent componenk”z = +s;.

This theorem simply says that the question of stability of the gratkaming rule
of the approximation of negentropy boils down to the questiore€ibe division into
two half-spaces as given by Theorem 8.1 give the same division thates ivthe
sign of E{G(s;) — G(v)}? This seems to be approximately true for most reasonable
choices of7, and distributions of the;. In particular, ifG/(y) = y*, we encounterthe
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kurtosis-based criterion, and the condition is fulfilled for anyritsttion of nonzero
kurtosis.

Theorem 8.1 also shows how to modify the algorithm in (8.28) so ithest
(practically) always stable. This is possible by defining the self-adaptabnstant
v as

v = sign(E{yg(y) — 9'(v)}) (8.36)

The drawback with this definition is that now the algorithm cannotiberpreted as
optimization of an objective function.

8.3.5 A fast fixed-point algorithm using negentropy

As with kurtosis, a much faster method for maximizing negentropy thargiven by
the gradient method, can be found using a fixed-point algorithm. &hdting Fas-
tICA algorithm [197] finds a direction, i.e., a unit vectet, such that the projection
w’'z maximizes nongaussianity. Nongaussianity is here measured by the approx
mation of negentropy (w”’'z) given in (8.25). Recall that the variancewf z must
here be constrained to unity; for whitened data, this is equivalent tdraimag the
norm ofw to be unity.

FastICA is based on a fixed-point iteration scheme for finding a maxinfuheo
nongaussianity ofv”'z, as measured in (8.25). More rigorously, it can be derived
as an approximative Newton iteration. The FastICA algorithm usirgent&opy
combines the superior algorithmic properties resulting from thedfigoint iteration
with the preferable statistical properties due to negentropy.

Derivation of algorithm * In this subsection, we derive the fixed-pointalgorithm
using negentropy. This can be skipped by the reader not interested iemmttbal
details.

Looking at the gradient method in (8.28) immediately suggests tHewfmig
fixed-point iteration;

w — E{zg(w'2)} (8.37)

which would of course be followed by normalizationwf The coefficienty can be
omitted because it would be eliminated by the normalization anyway.

The iteration in (8.37) does not, however, have the good convergeaperties
of the FastICA using kurtosis, because the nonpolynomial momentsthave the
same nice algebraic properties as real cumulants like kurtosis. Theré&itration
in (8.37) has to be modified. This is possible because we camwadaultiplied by
some constant, on both sides of (8.37) without modifying the fixed points. dotf
we have

w = F{zg(w'z)} (8.38)
=
(1+a)w = E{zg(w'2)} + aw (8.39)
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and because of the subsequent normalizatiow ¢ unit norm, the latter equation
(8.39) gives a fixed-point iteration that has the same fixed pointss, iyuchoosing

a wisely, it may be possible to obtain an algorithm that converges as fasieas t
fixed-point algorithm using kurtosis. In fact, such@anbe found, as we show here.

The suitable coefficient, and thus the FastICA algorithm, can be found using
an approximative Newton method. The Newton method is a fast methaofidng
equations; see Chapter 3. When it is applied on the gradient, it givesiamzgiton
method that usually converges in a small number of steps. The probldntheit
Newton method, however, is that it usually requires a matrix invarsipevery
step. Therefore, the total computational load may not be smaller than raithegit
methods. What is quite surprising is that using the special preseofi the ICA
problem, we can find an approximation of the Newton method that doeseed a
matrix inversion but still converges roughly with the same numbéegdtions as the
real Newton method (at least in theory). This approximative Newton ogegfives a
fixed-point algorithm of the form (8.39).

To derive the approximative Newton method, first note that the maxfthe
approximation of the negentropy ef” z are typically obtained at certain optima of
E{G(w”z)}. According to the Lagrange conditions (see Chapter 3), the optima of
E{G(w"z)} under the constraint{(w’z)?} = ||w|> = 1 are obtained at points
where the gradient of the Lagrangian is zero:

F{zg(w'z)} + Bw =0 (8.40)

Now let us try to solve this equation by Newton’s method, which isivedent to
finding the optima of the Lagrangian by Newton’s method. Denotimggftinction
on the left-hand side of (8.40) bk, we obtain its gradient (which is the second
derivative of the Lagrangian) as

Z—VFV = E{zzTg'(sz)} + g1 (8.41)
To simplify the inversion of this matrix, we decide to approximdte first term
in (8.41). Since the data is sphered, a reasonable approximation sedms to
E{zz"g'(w'z)} ~ E{zz"}E{g'(w"z)} = E{g'(w"z)}1. Thus the gradient
becomes diagonal, and can easily be inverted. Thus we obtain the followinoxap
imative Newton iteration:

W w — [E{zg(w"2)} + Bw]/[E{g'(w2)} + 0] (8.42)

This algorithm can be further simplified by multiplying both sidefs(8.42) by
B+ E{g'(wTz)}. This gives, after straightforward algebraic simplification:

w  E{zg(w'z) — E{g'(w'2)}w} (8.43)

This is the basic fixed-point iteration in FastICA.
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1. Center the data to make its mean zero.

2. Whiten the data to give.

3. Choose an initial (e.g., random) vecterof unit norm.

4. Letw « E{zg(wTz)} — E{g'(wTz)}w, whereg is defined, e.g., as in
(8.31)—(8.33).

5. Letw «+ w/||w]|.

6. If not converged, go back to step 4.

Table 8.2 The FastICA algorithm for finding one maximally nongaussitrection, i.e.,
estimating one independent component. The expectatiamgsiimated in practice as an
average over the available data sample.

The fixed-point algorithm The preceding derivation gives us the FastICA algo-
rithm that can be described as follows.

First, we choose a nonlineariy, which is the derivative of the nonquadratic
functionG used in (8.25). For example, we can use the derivatives of the funations
(8.26)—(8.27) that give robust approximations of negentropierAatively, we could
use the derivative corresponding to the fourth power as in kurtegifch leads to
the method that was already described in the previous section. Thus we @aecho
from the same functions in (8.31)—(8.33) as with the gradient atgur illustrated
in Fig. 8.21.

Then we use the iteration in (8.43), followed by normalization. Thilus basic
form of the FastICA algorithm is then as described in Table 8.2.

The functiong;’ can be computed as

91(y) = a1 (1 — tanh®(a1y)) (8.44)
95(y) = (1 = y*) exp(—y*/2) (8.45)
95(y) = 3y* (8.46)

Note that since we have constraingély?} = 1, the derivative in (8.46) is essentially
reduced to the constant 3.

Note that as above, convergence means that the old and new vakgzodrft in
the same direction, i.e., the absolute value of their dot-produatrsast) equal to 1.
It is not necessary that the vector converges to a single point, sircel —w define
the same direction.

As already discussed in connection with kurtosis, FastiCA has propéhnits
make it clearly superior to the gradient-based algorithms when fast adaptati
a changing environment is not needed. Even when using general approxigation
of negentropy, convergence is at least quadratic, which means much fasterghan th
linear convergence obtained by gradient methods. Moreover, there is naogeate
or other adjustable parameters in the algorithm, which makes it easy to dsapaa
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Fig.8.22 Resultswith FastICA using negentropy, for ICs with unifaistributions. Dashed
line: w after the first iteration (plotter longer than actual sizédlid line: w after the second
iteration.

reliable. Using robust approximations of negentropy instead obkigenhances the
statistical properties of the resulting estimator, as discussed in S&c8dl.

The algorithm just given estimates only one independent componenttif@aes
more independent components, different kinds of decorrelation schemaisl ieo
used; see Section 8.4.

Examples Here we show what happens when we run this version of the FastICA
algorithm that maximizes the negentropy, using the two example @dsaused

in this chapter. First we take a mixture of two uniformly disttiéd independent
components. The mixtures are whitened, as always in this chapter. Thes gaaVi

to find a direction in the data that maximizes the negentropy, as dhestin 8.12.

For purposes of the illustration, we initialize the veatoasw = (1,0)”. Running
the FastICA iteration just two times (using ttenh nonlinearity in 8.31)), we obtain
convergence. In Fig. 8.22, the obtained vecterare shown. The dashed line gives
the direction ofw after the first iteration, and the solid line gives the directiorwof
after the second iteration. The third iteration didn’t make any significhange in
the direction ofw, which means that the algorithm converged. (The corresponding
vector in not plotted.) The figure shows that the valuevofay change drastically
during the iteration, because the valseand—w are considered as equivalent. This
is because the sign of the vector cannot be determined in the ICA model.

The negentropies of the projections z obtained in the iterations are plotted in
Fig. 8.23, as a function of iteration count. The plot shows that therdhm steadily
increased the negentropy of the projection, until it reached convergenace thirith
iteration.
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Fig. 8.23 The convergence of FastICA using negentropy, for ICs wiifoum distributions.
The value of negentropy shown as a function of iteration toufiNote that the value of
negentropy was not properly scaled because a multiplyingteat was omitted.)

Similar experiments were performed for the whitened mixtures ofswmergaus-
sianindependent components, as illustrated in Fig. 8.14. In Fig. 8.24ltkained
vectors are shown. Convergence was obtained after three iterations. Tér neg
tropies of the projections:” z obtained in the iterations are plotted in Fig. 8.25, as
a function of iteration count. As earlier, the negentropy of the praactteadily
increased, until it reached convergence at the third iteration.

In these examples, we only estimated one independent component. In practice,
we have many more dimensions and, therefore, we usually want to estimoage
than one independent component. This can be done using a decorrelatioe saeem
will be discussed next.

8.4 ESTIMATING SEVERAL INDEPENDENT COMPONENTS

8.4.1 Constraint of uncorrelatedness

In this chapter, we have so far estimated only one independent comporestis T
why these algorithms are sometimes called “one-unit” algorithms. hrcpie, we
could find more independent components by running the algorithm niraeg &and
using differentinitial points. This would not be a reliable metloddstimating many
independent components, however.

The key to extending the method of maximum nongaussianity to estimate
independent component is based on the following property: The vestpror-
responding to different independent components are orthogonal in hitensd
space, as shown in Chapter 7. To recapitulate, the independence of the com-
ponents requires that they are uncorrelated, and in the whitened space &e hav
E{(w]z)(w]z)} = w]'w;, and therefore uncorrelatedness in equivalent to orthog-
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Fig. 8.24 Results with FastICA using negentropy, second experini@ashed linew after
the first iteration (plotted longer than actual size). Stitid: w after the second iteration.
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Fig. 8.25 The convergence of FastICA using negentropy, for supegj@usCs. The value
of negentropy shown as function of iteration count. (Agaiote that the value of negentropy
was not properly scaled.)
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onality. This property is a direct consequence of the fact that after whigetie
mixing matrix can be taken to be orthogonal. Twe are in fact by definition the
rows of the inverse of the mixing matrix, and these are equal to therowwof the
mixing matrix, because by orthogonality ' = A”.

Thus, to estimate several independent components, we need to run angiéthe
unit algorithms several times (possibly using several units) wéittorswy , ..., wy,,
and to prevent different vectors from converging to the same maxima wst mu
orthogonalizéhe vectorsvy, ..., w,, after every iteration. We presentin the following
different methods for achieving decorrelation.

8.4.2 Deflationary orthogonalization

A simple way of orthogonalization is deflationary orthogonalizatiangithe Gram-
Schmidt method. This means that we estimate the independent componebig on
one. When we have estimatpdndependent components, prvectorswy, ..., wy,

we run any one-unit algorithm fow,_,, and after every iteration step subtract
from w1, the projectiongw ), ,w;)w;,j = 1,...,p of the previously estimated
p vectors, and then renormalize,, ;. More precisely, we alternate the following
steps:

1. Choosen, the number of ICs to estimate. Set- 1.
2. Initializew,, (e.g. randomly)
3. Do an iteration of a one-unit algorithm ew,.
4. Do the following orthogonalization:
p—1
Wy =W, — Y (Wl wj)w; (8.47)
j=1
5. Normalizew,, by dividing it by its norm.
6. If w, has not converged, go back to step 3.

7. Setp « p+ 1. If pis not greater than the desired number of ICs, go back to
step 2.

In particular, we give the FastICA algorithm with deflationary ortboglization
in Table 8.3.

8.4.3 Symmetric orthogonalization

In certain applications, it may be desirable to use a symmetric decorrglatio
which no vectors are “privileged” over others. This means that the veetpire
not estimated one by one; instead, they are estimated in parallel. Oneatiowtifor
this is that the deflationary method has the drawback that estimatioss ériibie first
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vectors are cumulated in the subsequent ones by the orthogonalizatiotheAone

is that the symmetric orthogonalization methods enable parallel congutdtiCs.
Symmetric orthogonalization is done by first doing the iteratiep sif the one-

unit algorithm on every vectow; in parallel, and afterwards orthogonalizing all the

w; by special symmetric methods. In other words:

1. Choose the number of independent components to estimate,. say
2. Initialize thew;,i = 1, ..., m (e.g., randomly).

3. Do an iteration of a one-unit algorithm on evevy in parallel.

4. Do a symmetric orthogonalization of the mati¥ = (w, ..., w,,,)".
5. If not converged, go back to step 3.

In Chapter 6, methods for symmetric orthogonalization were discus3éuk
symmetric orthogonalization &V can be accomplished, e.g., by the classic method
involving matrix square roots,

W« (WWT)~1/2w (8.48)

The inverse square rooW W 7)~1/2 is obtained from the eigenvalue decomposition
of WWT = Ediagd,,...,d,,) E" as

(WWT)~1/2 = Ediagd, '/”, ..., d;'/*) ET (8.49)
A simpler alternative is the following iterative algorithm:
1. LetW + W/||W]|.
2. LetW «+ W - lWw’'Ww,
3. If WWT is not close enough to identity, go back to step 2.

The norm in step 1 can be almost any ordinary matrix norm, e.g., ther®-oothe
largest absolute row or column sum (but not the Frobenius normBeetion 6.5 for
details.

We give a detailed version of the FastICA algorithm that uses the symemet
orthogonalization in Table 8.4.
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o M w nhpoPR

Center the data to make its mean zero.

Whiten the data to give.

Choosen, the number of ICs to estimate. Set counter 1.
Choose an initial value of unit norm fer,, e.g., randomly.

Letw, « E{zg(wlz)} — E{g'(w]z)}w, whereg is defined, e.g., as in
(8.31)—(8.33).

Do the following orthogonalization:
p—1

Wy — W), — Z(wgwj)wj (8.50)

j=1

Letw, < wy/||wpl.
If w, has not converged, go back to step 5.

Setp < p + 1. If p < m, go back to step 4.

Table 8.3 The FastICA algorithm for estimating several ICs, wdigflationaryorthogonal-
ization. The expectations are estimated in practice as|ssemprages.

A W N P

. Center the data to make its mean zero.
. Whiten the data to give.
. Choosen, the number of independent components to estimate.

. Choose initial values forthe;,i = 1, ..., m, each of unitnorm. Orthogonalize

the matrixW as in step 6 below.

. Foreveryi=1,...m, letw; «+ E{zg(w!z)} — E{g'(w!z)}w, whereg is

defined, e.g., as in (8.31)—(8.33).

. Do a symmetric orthogonalization of the mati = (w1, ..., w,,)” by

W« (WWT)~1/2w, (8.51)

or by the iterative algorithm in Sec. 8.4.3.

. If not converged, go back to step 5.

Table 8.4 The FastICA algorithm for estimating several ICs, wiymmetricorthogonal-
ization. The expectations are estimated in practice aslszamprages.
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8.5 ICA AND PROJECTION PURSUIT

It is interesting to note how the approach to ICA described in this Gnapakes
explicit the connection between ICA and another technique: projectionipursu

8.5.1 Searching for interesting directions

Projection pursuit is a technique developed in statistics for findingefesting”
projections of multidimensional data. Such projections can then be usegdtimal
visualization of the data, and for such purposes as density estimatioegedsion.

When projection pursuit is used for exploratory data analysis, wallystompute
a couple of the most interesting 1-D projections. (The definitiomtarestingness
will be treated in the next section.) Some structure of the data can theisimlized
by showing the distribution of the data in the 1-D subspaces, afBplanes spanned
by two of the projection pursuit directions. This method is en extensf the classic
method of using principal component analysis (PCA) for visualizatiomhich the
distribution of the data is shown on the plane spanned by the tsbgiincipal
components.

An example of the problem can be seen in Fig. 8.26. In reality, projeptiosuit
is of course used in situations where the number of dimensions isla®g, but
for purposes of illustration, we use here a trivial 2-D example. hin figure, the
interesting projection of the data would be on the horizontal axiss iBhbecause
that projection shows the clustering structure of the data. In conpasjections
in very different directions (here, projection on the vertical axis) walidw only
an ordinary gaussian distribution. It would thus be useful to heaweethod that
automatically finds the horizontal projection in this example.

8.5.2 Nongaussian is interesting

The basic question in projection pursuit is thus to define what kidajections are
interesting.

It is usually argued that the gaussian distribution is the least iritegesne, and
that the most interesting directions are those that show the leasiaadstribution.
One motivation for this is that distributions that are multimodad., show some
clustering structure, are far from gaussian.

An information-theoretic motivation for nongaussianity is thatrepy is maxi-
mized by the gaussian distribution, and entropy can be considered as a enefasur
the lack of structure (see Chapter 5). This is related to the interpretatientropy
as code length: a variable that has a clear structure is usually easy to codg. Thu
since the gaussian distribution has the largest entropy, it is tis¢ difficult to code,
and therefore it can be considered as the least structured.

The usefulness of using the most nongaussian projections for izigtiah can be
seen in Fig. 8.26. Here the most nongaussian projection is on theohtal axis; this
is also the projection that most clearly shows the clustered structdhe afata. On
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Fig. 8.26 An illustration of projection pursuit and the “interestingjrections. The data in
this figure is clearly divided into two clusters. The goal imjection pursuit is to find the
projection (here, on the horizontal axis) that reveals tlustering or other structure of the
data.

the other hand, the projection on the vertical direction, which is alsdlittection of
the first principal component, fails to show this structure. This alsmwvs that PCA
does not use the clustering structure. In fact, clustering structune igisible in the
covariance or correlation matrix on which PCA is based.

Thus projection pursuit is usually performed by finding the mostgamssian
projections of the data. This is the same thing that we did in this ehtipéstimate the
ICA model. This means that all the nongaussianity measures and the cowlagpo
ICA algorithms presented in this chapter could also be called projectiosupur
“indices” and algorithms.

It should be noted that in the formulation of projection pursud,data model
or assumption about independent components is made. If the ICA moadbkd, hol
optimizing the ICA nongaussianity measures produce independent cemsoif
the model does not hold, then what we get are the projection pursedtidins.

8.6 CONCLUDING REMARKS AND REFERENCES

A fundamental approach to ICA is given by the principle of nongaussiariihe
independent components can be found by finding directions in which tlaeiglat
maximally nongaussian. Nongaussianity can be measured by entropy-based mea-
sures or cumulant-based measures like kurtosis. Estimation of theri@kel can

then be performed by maximizing such nongaussianity measures; this camée d

by gradient methods or by fixed-point algorithms. Several independemaoents

can be found by finding several directions of maximum nongaussiandgruhe
constraint of decorrelation.
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This approach is closely connected to projection pursuit, in which themedlyi
nongaussian directions are considered interesting from the viewgfoiisualization
and exploratory data analysis [222, 137, 138, 95, 160, 151, 3¥6,18B]; a useful
review is provided in [189]. From a modeling viewpoint, this eqgch was first
developed in the context of blind deconvolution [114, 399]. Bldwtonvolution,
discussed in more detail in Chapter 19, is a linear model not unlikeGAenodel,
but the mixing is done by convolution of a one-dimensional sigh@lthe context
of ICA, the principle of nongaussianity was probably first used 7|1 where the
maximality property of kurtosis was proven rigorously, and furtbdeweloped in
[197, 210, 211, 291], on which this chapter is based.

Problems

8.1 Prove (8.8) and (8.9)
8.1.1. by algebraically manipulating the formulas
8.1.2. by using the general definition of cumulants (see Section 2.7.2).

8.2 Derive the gradient in (8.13).
8.3 Derive the gradientin (8.28).

8.4 What happens to the ICA algorithms in (8.28) and (8.43) if the mearity g
is taken to be linear?

8.5 How does the behavior of the algorithms in (8.28) and (8.43) chdnge i
8.5.1. alinear function is added tg?
8.5.2. a constant is added i

8.6 Derive a fixed-point algorithm for the third-order cumularit{y®}. When
could this algorithm be useful? Why is kurtosis preferred in mostiegiions?

8.7 In this exercice, we prove the fundamental maximality property of listo
More precisely, we prove that the maxima of the function

F(a) = |kurt(q”s)| = [qikurt(s1) + gokurt(s))| (8.52)

in the constraint setq||> = 1 are obtained when only one of the components &f
nonzero. For simplicity, we consider here the 2-D case first.

8.7.1. Make the change of variables= ¢?. What is the geometrical form of the
constraint set of = (¢1,t,)? Note that the objective function is now quadratic.

8.7.2. Assume that both of the kurtoses are positive. What is the geomehragads
of the setsF'(t) = const.? By a geometrical argument, show that the maximum of
F'(t) is obtained when one of thg is one and the other one is zero. Show how this
proves the maximality property if the kurtoses are both positive.

8.7.3. Assume that both kurtoses are negative. Using exactly the same lagic as
the preceding point, show that the maximality property holds if timtdses are both
negative.
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8.7.4. Assume that the kurtoses have different signs. What is the geometrical
shape of the setB'(t) = const. now? By geometrical arguments, show the maxi-
mality property holds even in this case.

8.7.5. Let us redo the proof algebraically. Expressas a function oft;, and
reformulate the problem. Solve it explicitly.

8.8 * Now we extend the preceding geometric proof thelimensions. We will
need some basic concepts of convex analysis [284].

8.8.1. Make the same change of variables. Prove that the constraint set is convex
(in fact, it is what is called a simplex).

8.8.2. Assume that the kurtoses of thgare all positive. Show that the objective
function is strictly convex.

8.8.3. Showthata strictly convex function defined on a simplex obtainsatsma
in the extremal points.

8.8.4. Show that our objective function is maximized at the points where just o
of thet; is 1 and the others are zero, and that these correspond to the independent
components.

8.8.5. Show the same when all the kurtoses are negative.

8.8.6. In the case of kurtoses of different signs, first show by a simpleraeg
that if ¢; andt; corresponding to components with kurtoses of different signs are
nonzero, the objective function can be increased by reducing one of them-and in
creasing the other by the same amount. Conclude that in the maximumwanbf
thet;, corresponding to two different signs of kurtoses, can be nonzerow 8ted
the problem then reduces to what was already shown in the 2-D case.

Computer assignments

8.1 In this computer assignment, the central limit theorem is studied experi
tally. Letz(t), ¢ = 1,...,T, beT independent random numbers distributed uni-
formly on the interva[—1, 1], and

their sum. Generate 5000 different realizations of the random varialibe the
following numbers of terms in the surfi: = 2, T' = 4, andT = 12.

8.1.1. Plot the experimental pdf's of, and compare it with the gaussian pdf
having the same (zero) mean and varianddint{ you can here estimate the pdf
from the generated samples simply by dividing their value range inadl d1ims of
width 0.1 or 0.05, count the number of samples falling into each bindande by
the total number of samples. You can compute the difference between the respect
gaussian and the estimated density to get a better idea of the similatitg dfvo
distributions.)

8.1.2. Plot the kurtoses in each case. Note that you must normalize all the
variables to unit variance. What if you don’t normalize?
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8.2 Program the FastICA algorithm in (8.4) in some computer environment.

8.2.1. Take the data(¢) in the preceding assignment as two independent compo-
nents by splitting the sample in two. Mix them using a random ngixiratrix, and
estimate the model, using one of the nonlinearity in (8.31).

8.2.2. Reduce the sample size to 100. Estimate the mixing matrix again. What
do you see?

8.2.3. Try the different nonlinearitiesin (8.32)—(8.33). Do you see affgdince?

8.2.4. Try the nonlinearityy(u) = u2. Why does this not work?

Appendix proofs

Proof of Theorem 8.1 Denote byH(w) the function to be minimized/maximized,
E{G(w"z)}. Make the orthogonal change of coordinatess A”V”w. Then we can cal-
culate the gradient 8479 = E{sg(q"'s)} and the Hessian d?szi’l# = B{ss"g'(q"s)}.
Without loss of generality, it is enough to analyze the ditybdf the pointq = e, where
er = (1,0,0,0,...). Evaluating the gradient and the Hessian at pqiat e:, we get using
the independence of thg,

OH(e)) _
3q =ei E{s1g9(s1)} (A1)

and
Do) — diagB{siy ()} Bl (0} Bl (0))). (A2)

Making a small perturbatioa= (e, e, ...), we obtain

Hler+0) = H(ey) + e 2D 2 r@ D o)
= H(e) + Blsiglsn)}er + 3B{slg ()}l + Blo' (0} 3l +olllll’) - (A3)

i>1

Due to the constrainfw|| = 1 we gete; = /1 — €2 — €2 — ... — 1. Due to the fact that
VI—=7 = 1—7/2+ o(7), the term of ordee? in (A.3) is o(||¢]|?), i.e., of higher order,
and can be neglected. Using the aforementioned first-oj@oaimation fore; we obtain
€1 =~y .o, € /2+ o(|lell*), which finally gives

1 /
H(er+¢) = Hen) + 5[B{g'(s1) = s19(s)}] D e +ollell’) (A4
i>1
which clearly provesy = e; is an extremum, and of the type implied by the condition of the
theorem.

Proof of convergence of FastICA The convergence is proven under the assumptions
that first, the data follows the ICA data model (8.1) and sdcdhat the expectations are
evaluated exactly.
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Let g be the nonlinearity used in the algorithm. In the case of tiveokis-based algorithm
in Section 8.2.3, this is the cubic function, so we obtair #igorithm as a special case of the
following proof for a generay. We must also make the following technical assumption:

E{sig(si) — g'(si)} #0, foranyi (A.5)

which can be considered a generalization of the conditidid vehen we use kurtosis, that
the kurtosis of the independent components must be non#efA.5) is true for a subset of
independent components, we can estimate just those indepecomponents.

To begin with, make the change of variakle= A" V7w, as earlier, and assume that
q is in the neighborhood of a solution (say, ~ 1 as before). As shown in the proof of
Theorem 8.1, the changeqn is then of a lower order than the change in the other coorefpat
due to the constrainfq|| = 1. Then we can expand the terms in (8.43) using a Taylor
approximation fory andg’, first obtaining

g(a’s) = glqs1) + g (q1s1)a”is—1 + 29" (q151)(a” 15-1)*

+29" (@1s1)(a"15-1)" + O(Jla-1[*) (A.6)
and then
g'(qd"s) = g (ars1) + ¢" (qrs1)a s
+19" (@151)(ax15-1)> + O(lla-1]/*) (A7)

whereq_; ands_; are the vectorgy ands without their first components. Denote ky the
new value ofq (after one iteration). Thus we obtain, using the indepeoéef thes; and
doing some tedious but straightforward algebraic mantjona,

g = B{s19(q151) — ¢'(q151)} + O(lla-111*) (A.8)
a = sE{s}}E{g" (s1)}q]
+kurt(si) E{g"" (s1)}q} + O(llg-+ ("), fori >1 (A.9)
We obtain also
a =q"/lq" (A.10)

This shows clearly that under assumption (A.5), the algoritonverges (locally) to such
avectorq thatg; = +1 andg; = 0fori > 1. This means thay = ((VA)”)'q converges,
up to the sign, to one of the rows of the inverse of the mixingrin& A, which implies that
w7z converges to one of the. Moreover, ifE{g" (s1)} = 0, i.e., if thes; has a symmetric
distribution, as is usually the case, (A.9) shows that thevemence is cubic. In other cases,
the convergence is quadratic. If kurtosis is used, howaveralways haveZ{g" (s1)} = 0
and thus cubic convergence. In addition(Gify) = y*, the local approximations are exact,
and the convergence is global.



ICA by Maximum
Likelihood Estimation

A very popular approach for estimating the independent component and(yais (
model is maximum likelihood (ML) estimation. Maximum likelihood iegition is
a fundamental method of statistical estimation; a short introductasprovided in
Section 4.5. One interpretation of ML estimation is that we take thasanpeter
values as estimates that give the highest probability for the obsarsatim this
section, we show how to apply ML estimation to ICA estimation. We attemsits
close connection to the neural network principle of maximization ofrmtation flow
(infomax).

9.1 THE LIKELIHOOD OF THE ICA MODEL

9.1.1 Deriving the likelihood

It is not difficult to derive the likelihood in the noise-free ICA ahel. This is based
on using the well-known result on the density of a linear transf@iren in (2.82).
According to this result, the densipy. of the mixture vector

x = As (9.1)
can be formulated as

Pa(x) = |det Blp,(s) = | det B| [[ pi(s:) (9.2)

203
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whereB = A~!, and thep; denote the densities of the independent components.
This can be expressed as a functioof= (b4, ..., b,)” andx, giving

pe(x) = |det B| [[ pi(b]x) (9.3)

Assume that we havE observations ok, denoted bk (1), x(2), ..., x(T"). Thenthe
likelihood can be obtained (see Section 4.5) as the product of this genaiuated
at theT points. This is denoted b¥ and considered as a function Bf

Hmﬂ

f[ )| det B| (9.4)

Very often it is more practical to use the logarithm of the likelihosthce it is
algebraically simpler. This does not make any difference here since the mnadin
the logarithm is obtained at the same point as the maximum of thehdadi. The
log-likelihood is given by

n

T 3
log L(B) = Y ) "logpi(b/x(t)) + T'log | det B| (9.5)

t=1 i=1

The basis of the logarithm makes no difference, though in the follpwie natural
logarithm is used.

To simplify notation and to make it consistent to what was used in tbeiquis
chapter, we can denote the sum over the sample intbgxan expectation operator,
and divide the likelihood by to obtain

1 . T
T log L(B) = E{Z log pi(b; x)} + log| det B (9.6)

i=1

The expectation here is not the theoretical expectation, but an averagetedrfrpm
the observed sample. Of course, in the algorithms the expectationsearially
replaced by sample averages, so the distinction is purely theoretical.

9.1.2 Estimation of the densities

Problem of semiparametric estimation In the preceding, we have expressed
the likelihood as a function of the parameters of the model, which arelémeents
of the mixing matrix. For simplicity, we used the elements of theeigeB of the
mixing matrix. This is allowed since the mixing matrix can be directlynputed
from its inverse.

Thereis anotherthing to estimate in the ICA model, though. Thiislensities of
the independent components. Actually, the likelihood is a functidhexfe densities
as well. This makes the problem much more complicated, because the estimation
of densities is, in general, a nonparametric problem. Nonparametric meatnis t
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cannot be reduced to the estimation of a finite parameter set. In fact the nafnber
parameters to be estimated is infinite, or in practice, very large. Thus tihea¢istn

of the ICA model has also a nonparametric part, which is why the estiméaio
sometimes called “semiparametric”.

Nonparametric estimation of densities is known to be a difficult gnobl Many
parameters are always more difficult to estimate than just a few; sincaramptric
problems have an infinite number of parameters, they are the most iffiestimate.
This is why we would like to avoid the nonparametric density esiioman the ICA.
There are two ways to avoid it.

First, in some cases we might know the densities of the independenboemis
in advance, using some prior knowledge on the data at hand. In this casepite
simply use these prior densities in the likelihood. Then the liad would really
be a function oB only. If reasonably small errors in the specification of these prior
densities have little influence on the estimator, this proceduregivid reasonable
results. In fact, it will be shown below that this is the case.

A second way to solve the problem of density estimation is to approwiat
densities of the independent components by a family of densities thgpec#isd
by a limited number of parameters. If the number of parameters in the yémsiily
needs to be very large, we do not gain much from this approach, since theamal
to reduce the number of parameters to be estimated. However, if it ibpoasuse
a very simple family of densities to estimate the ICA model for any diexssi;, we
will get a simple solution. Fortunately, this turns out to be ¢hse. We can use an
extremely simple parameterization of thge consisting of the choice between two
densities, i.e., a single binary parameter.

A simple density family Itturns out that in maximum likelihood estimation, itis
enough to use jugtvo approximations of the density of an independent component.
For each independent component, we just need to determine which one ofothe tw
approximations is better. This shows that, first, we can make smalkastoen we
fix the densities of the independent components, since it is enough ¢haseva
density that is in the same half of the space of probability densitiesor®l, it shows
that we can estimate the independent components using very simple mbithels o
densities, in particular, using models consisting of only two dessit

This situation can be compared with the one encountered in Section 88 w
we saw that any nonlinearity can be seento divide the space of probdHstiffputions
in half. When the distribution of an independent componentis in ortleeohalves,
the nonlinearity can be used in the gradient method to estimate that irdbagien
component. When the distribution is in the other half,rtkgativeof the nonlinearity
must be used in the gradient method. In the ML case, a nonlinearity corréspo
a density approximation.

The validity of these approaches is shown in the following theorenoselproof
can be found in the appendix. This theorem is basically a corollary oftélisy
theorem in Section 8.3.4.
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Theorem 9.1 Denote byp; the assumediensities of the independent components,
and

0 iy

il\Si) = — 1o N,‘, Si) = < 9.7
9:(5i) = - loghilss) = 2 (©.7)
Constrain the estimates of the independent componentsh] x to be uncorrelated
and to have unit variance. Then the ML estimator is locally consisfehg assumed
densities; fulfill

E{sigi(si) —g'(s:)} >0 (9.8)
for all 4.

This theorem shows rigorously that small misspecifications in theitiEsys; do
not affect the local consistency of the ML estimator, since sufficientlgllsthanges
do not change the sign in (9.8).

Moreover, the theorem shows how to construct families consisting lyftamm
densities, so that the condition in (9.8) is true for one of theseities. For example,
consider the following log-densities:

log pf (s) = a1 — 2log cosh(s) (9.9)
log p; (s) = as — [s%/2 — log cosh(s)] (9.10)

wherea;, a2 are positive parameters that are fixed so as to make these two functions
logarithms of probability densities. Actually, these constants camgiberéd in the
following. The factor 2 in (9.9) is not important, but it is usyalised here; also, the
factor1/2in (9.10) could be changed.

The motivation for these functions is thgt is asupergaussiadensity, because
the log cosh function is close to the absolute value that would give the Laplacian
density. The density given by, is subgaussianbecause it is like a gaussian log-
density,—s?/2 plus a constant, that has been somewhat “flattened” biothesh
function.

Simple computations show that the value of the nonpolynomial mbmeg.8)
is for pf

2E{— tanh(s;)s; + (1 — tanh(s;)*)} (9.11)
and forp, itis
E{tanh(s;)s; — (1 — tanh(s;)?)} (9.12)

since the derivative ofanh(s) equalsl — tanh(s)?, andE{s?} = 1 by definition.
We see that the signs of these expressions are always opposite. drrsctically
any distributions of the;, one of these functions fulfills the condition, i.e., has the
desired sign, and estimation is possible. Of course, for some distnibof thes;

the nonpolynomial moment in the condition could be zero, which coomrdpto the
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case of zero kurtosis in cumulant-based estimation; such cases can be considered t
be very rare.

Thus we can just compute the nonpolynomial moments for the two gistribu-
tionsin (9.9) and (9.10), and choose the one that fulfills thelgtatdndition in (9.8).
This can be done on-line during the maximization of the likelihoddhis always
provides a (locally) consistent estimator, and solves the problem dpaesmetric
estimation.

In fact, the nonpolynomial moment in question measures the shape aétisiy
function in much the same way as kurtosis. F¢s) = —s?, we would actually
obtain kurtosis. Thus, the choice of nonlinearity could be compart#utive choice
whether to minimize or maximize kurtosis, as previously encounter8eation 8.2.
That choice was based on the value of the sign of kurtosis; here weaisigthof a
nonpolynomial moment.

Indeed, the nonpolynomial moment of this chapter is the same as the cmgnen
tered in Section 8.3 when using more general measures of nongaussianigvéto
it must be noted that the set of nonlinearities that we can use here isrestrieted
than those used in Chapter 8. This is because the nonlineggitised must corre-
spond to the derivative of the logarithm of a probability densitydtion (pdf). For
example, we cannot use the functigis) = s® because the corresponding pdf would
be of the formexp(s*/4), and this is not integrable, i.e., it is not a pdf at all.

9.2 ALGORITHMS FOR MAXIMUM LIKELIHOOD ESTIMATION

To perform maximum likelihood estimation in practice, we need an algorithm
perform the numerical maximization of likelihood. In this section, vigcdss dif-
ferent methods to this end. First, we show how to derive simple gnadigorithms,

of which especially the natural gradient algorithm has been widely used. Taen w
show how to derive a fixed-point algorithm, a version of FastICAt thaximizes the
likelihood faster and more reliably.

9.2.1 Gradient algorithms

The Bell-Sejnowski algorithm The simplest algorithms for maximizing likeli-
hood are obtained by gradient methods. Using the well-known resutbapter 3,
one can easily derive the stochastic gradient of the log-likelihoo8.8) &s:

1 0loglL
T 0B

=[BT + E{g(Bx)x"} (9.13)

Here,g(y) = (9i(v:), ---, gn(yn)) IS @ component-wise vector function that consists
of the so-called (negative) score functign®of the distributions of;, defined as

!

gi = (logp;)' = & (9.14)

i
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This immediately gives the following algorithm for ML estimation:
AB o« BT] ! + E{g(Bx)x"} (9.15)

A stochastic version of this algorithm could be used as well. This méwighe
expectation is omitted, and in each step of the algorithm, only one dateipased:

AB « [B"]7! + g(Bx)x". (9.16)

This algorithm is often called the Bell-Sejnowski algorithm. It wastfaterived in
[36], though from a different approach using the infomax principk s explained
in Section 9.3 below.

The algorithm in Eq. (9.15) converges very slowly, however, espedihlly to
the inversion of the matriB that is needed in every step. The convergence can be
improved by whitening the data, and especially by using the natural gtadien

The natural gradient algorithm The natural (or relative) gradient method sim-
plifies the maximization of the likelihood considerably, and makes iebetndi-
tioned. The principle of the natural gradient is based on the geomethrigetigre of
the parameter space, and is related to the principle of relative gradient, wéésh
the Lie group structure of the ICA problem. See Chapter 3 for moraildetin the
case of basic ICA, both of these principles amount to multiplyingitfte-hand side
of (9.15) byB"B. Thus we obtain

AB o (I+ E{g(y)y"})B 9.17)

Interestingly, this algorithm can be interpretedrasilinear decorrelation This
principle will be treated in more detail in Chapter 12. The idea is thataigo-
rithm converges whe®{g(y)y”} = I, which means that thg; and g;(y;) are
uncorrelated fori # j. This is a nonlinear extension of the ordinary requirement
of uncorrelatedness, and, in fact, this algorithm is a special case of tH@esm
decorrelation algorithms to be introduced in Chapter 12.

In practice, one can use, for example, the two densities described in Sedtidn 9.
For supergaussian independent components, the pdf defined by (9.83lly used.
This means that the component-wise nonlineayity the tanh function:

9" (y) = —2tanh(y) (9.18)

For subgaussian independent components, other functions must bé~osesgam-
ple, one could use the pdfin (9.10), which leads to

g (y) = tanh(y) —y (9.19)

(Another possibility is to usg(y) = —y® for subgaussian components.) These
nonlinearities are illustrated in Fig. 9.1.

The choice between the two nonlinearities in (9.18) and (9.19) can be nyade b
computing the nonpolynomial moment:

E{—tanh(s;)s; + (1 — tanh(s;)?)} (9.20)
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Fig. 9.1 The functionsy™ in Eq. (9.18) and;~ in Eq. (9.19), given by the solid line and the
dashed line, respectively.

using some estimates of the independent components. If this nogpalgimoment
is positive, the nonlinearity in (9.18) should be used, othentlisenonlinearity in
(9.19) should be used. This is because of the condition in Theorem 9.1

The choice of nonlinearity can be made while running the gradient &oori
using the running estimates of the independent components to estireatattire of
the independent components (that is, the sign of the nonpolynoroiakemt). Note
that the use of the polynomial moment requires that the estimates ioidbeendent
components are first scaled properly, constraining them to unit variance,the i
theorem. Such normalizations are often omitted in practice, which may incases
lead to situations in which the wrong nonlinearity is chosen.

Theresulting algorithm is recapitulated in Table 9.1. Inthis versidritening and
the above-mentioned normalization in the estimation of the nonpotiadonoments
are omitted; in practice, these may be very useful.

9.2.2 A fast fixed-point algorithm

Likelihood can be maximized by a fixed-point algorithm as well. The fixeip
algorithm given by FastICA is a very fast and reliable maximization methatwas
introduced in Chapter 8 to maximize the measures of nongaussianity uskzi*fo
estimation. Actually, the FastICA algorithm can be directly applied toimeation

of the likelihood.

The FastICA algorithm was derived in Chapter 8 for optimizatiof ¢t (w”z)}
under the constraint of the unit norm-ef. In fact, maximization of likelihood gives
us an almost identical optimization problem, if we constrain the estintéise
independent components to be white (see Chapter 7). In particulamhlies that
the termlog | det W/ is constant, as proven in the Appendix, and thus the likelihood
basically consists of the sum efterms of the form optimized by FastICA. Thus
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1. Center the data to make its mean zero

2. Choose an initial (e.g., random) separating maBix Choose initial values
of v;,7 = 1,...,n, either randomly or using prior information. Choose the
learning rateg: andys., .

3. Computey = Bx.

4. If the nonlinearities are not fixed a priori:

(a) updatey; = (1 — 15)7; + pto E{— tanh(y;)y; + (1 — tanh(y;)?)}.
(b) if 4 > 0, defineg; as in (9.18), otherwise define it as in (9.19).

5. Update the separating matrix by

B+« B+ull+g(y)y’|B (9.21)

whereg(y) = (g1(y1), .-, gn(yn)) "

6. If not converged, go back to step 3.

Table 9.1 The on-line stochastic natural gradient algorithm for mawin likelihood esti-
mation. Preliminary whitening is not shown here, but in piceit is highly recommended.

we could use directly the same kind of derivation of fixed-point iteratis used in
Chapter 8.

In Eq. (8.42) in Chapter 8 we had the following form of the FastlCgoaithm
(for whitened data):

W w — [E{zg(w"2)} + Bw]/[E{g'(w"2)} + 0] (9.22)

where can be computed from (8.40) as= —E{y;g(y:)}. If we write this in
matrix form, we obtain:

W« W + diaga,)[diag 3) + E{g(y)y” }JW (9.23)

whereq; is defined as-1/(E{g'(w”z) + 3;}), andy = Wz. To express this using
nonwhitened data, as we have done in this chapter, it is enough to inbhifh sides
of (9.23) from the right by the whitening matrix. This means siyrplat we replace
the W by B, since we havdVz = WV x which impliesB = WV.

Thus, we obtain the basic iteration of FastICA as:

B « B + diago;)[diag 8;) + E{g(y)y" }|B (9.24)

wherey = Bx, 3; = —E{yig(y:)}, anda; = —1/(8; + E{g'(y:)}).
After every step, the matriB must be projected on the set of whitening matrices.
This can be accomplished by the classic method involving matrix squat®, ro

B « (BCBT)"'/?B (9.25)
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whereC = E{xxT} is the correlation matrix of the data (see exercises). The inverse
square root is obtained as in (7.20). For alternative methods, seer58cti@and
Chapter 6, but note that those algorithms require that the datavidpemed, since
they simply orthogonalize the matrix.

This version of FastICA is recapitulated in Table 9.2. FastICA could bepzwed
with the natural gradient method for maximizing likelihood given inl®. Then
we see that FastICA can be considered esraputationally optimized versiai the
gradient algorithm. In FastICA, convergence speed is optimized by theechbthe
matrices diafv;) and diads;). These two matrices give an optimal step size to be
used in the algorithm.

Another advantage of FastICA is that it can estimate both sub- and supsiegaus
independent components without any additional steps: We can fix thenearity
to be equal to theanh nonlinearity for all the independent components. The reason
is clear from (9.24): The matrix didg;) contains estimates on the nature (sub- or
supergaussian) of the independent components. These estimates are ushé as in
gradient algorithm in the previous subsection. On the other haadné#trix diads;)
can be considered as a scaling of the nonlinearities, since we could refdemul
[diag 8;) + E{g(y)y"}] = diag3)[I + diag3; ')E{g(y)y”}]. Thus we can
say that FastICA uses a richer parameterization of the densities than thanused i
Section 9.1.2: a parameterized family instead of just two densities.

Note that in FastlCA, the outputg are decorrelated and normalized to unit
variance after every step. No such operations are needed in the gradientabgorit
FastICA is not stable if these additional operations are omitted. fheugptimization
space is slightly reduced.

In the version given here, no preliminary whitening is done. In practiéepiten
highly recommended to do prewhitening, possibly combined with PG#edsion
reduction.

9.3 THE INFOMAX PRINCIPLE

An estimation principle for ICA that is very closely related to maximukelihood
is the infomax principle [282, 36]. This is based on maximizing th#pat entropy,
or information flow, of a neural network with nonlinear outputs. Hettee name
infomax.

Assume thak is the input to the neural network whose outputs are of the form

where thep; are some nonlinear scalar functions, andbhere the weight vectors
of the neurons. The vectar is additive gaussian white noise. One then wants to
maximize the entropy of the outputs:

H(y) = H(¢1 (b] %), ... 6 (b)) (9.32)

This can be motivated by considering information flow in a neural netweflicient
information transmission requires that we maximize the mutualinédion between
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1. Center the data to make its mean zero. Compute correlation n@tex
B{xxT}.

2. Choose an initial (e.g., random) separating magix

3. Compute
y = Bx (9.26)

4. Update the separating matrix by

B « B + diago;)[diag 8;) + E{g(y)y’}|B (9.29)

5. Decorrelate and normalize by

B «+ (BCBT)"'/?B (9.30)

6. If not converged, go back to step 3.

Table 9.2 The FastICA algorithm for maximum likelihood estimationhi¥ is a version
without whitening; in practice, whitening combined with R@nay often be useful. The
nonlinear functiory is typically thetanh function.
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the inputsx and the outputy. This problem is meaningful only if there is some
information loss in the transmission. Therefore, we assume tha iispme noise
in the network. It can then be shown (see exercices) that in the limit obise (i.e.,
with infinitely weak noise), maximization of this mutual informatiereiquivalent to
maximization of the output entropy in (9.32). For simplicity, vaetefore assume in
the following that the noise is of zero variance.

Using the classic formula of the entropy of a transformation (seg((=43) we
have

H(1 (b7 %), -, 60 (b)) = H(x) + E{log] det 5E (x)])
(9.33)

whereF (x) = (¢1 (wx), ..., pn(wlx)) denotes the function defined by the neural
network. We can simply calculate the derivative to obtain

F
E{log| det 0

= (I} = 3 E{log (b7 )} + log | det B|

(9.34)

Now we see that the output entropy is of the same form as the expeciétion
likelihood as in Eq. 9.6. The pdf’s of the independent componentsaarerbplaced
by the functionsp;. Thus, if the nonlinearitie®; used in the neural network are
chosen as the cumulative distribution functions correspondingtdehsitie®;, i.e.,
#:(.) = pi(.), the output entropy is actually equal to the likelihood. This means that
infomax is equivalent to maximum likelihood estimation.

9.4 EXAMPLES

Here we show the results of applying maximum likelihood estimat@mthe two
mixtures introduced in Chapter 7. Here, we use whitened data. This idgriottys
necessary, but the algorithms converge much better with whitened data. gihe al
rithms were always initialized so thB was the identity matrix.

First, we used the natural gradient ML algorithm in Table 9.1. In thet &x-
ample, we used the data consisting of two mixtures of two subgaussiéornly
distributed) independent components, and took the nonlinearity tihvd@ne in
(9.18), corresponding to the density in (9.9). The algorithmraiticonverge prop-
erly, as shown in Fig. 9.2. This is because the nonlinearity was naabrichosen.
Indeed, computing the nonpolynomial moment (9.20), we saw thastvegative,
which means that the nonlinearity in (9.19) should have been usedg thsirtorrect
nonlinearity, we obtained correct convergence, as in Fig. 9.3. In both casesak
hundred iterations were performed.

Next we did the corresponding estimation for two mixtures of supergaussian
independent components. This time, the nonlinearity in (9.18) wasdhect
one, and gave the estimates in Fig. 9.4. This could be checked by comthging
nonpolynomial momentin (9.20): It was positive. In contrast, gsie nonlinearity
in (9.19) gave completely wrong estimates, as seen in Fig. 9.5.
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In contrast to the gradient algorithm, FastICA effortlessly findsitidependent
components in both cases. In Fig. 9.6, the results are shown forltigasssian data,
and in Fig. 9.7, the results are shown for the supergaussian datathicdses the
algorithm converged correctly, in a couple of iterations.

9.5 CONCLUDING REMARKS AND REFERENCES

Maximum likelihood estimation, perhaps the most commonly used titatigsti-
mation principle, can be used to estimate the ICA model as well. It is closklied

to the infomax principle used in neural network literature. If the digssiof the
independent components are known in advance, a very simple gradientatyoait

be derived. To speed up convergence, the natural gradient version and espeeially t
FastICA fixed-point algorithm can be used. If the densities of the iadégnt com-
ponents are not known, the situation is somewhat more complicatedun@tely,
however, it is enough to use a very rough density approximationhdrektreme
case, a family that contains just two densities to approximate the demnesitithe
independent components is enough. The choice of the density can then be based
on the information whether the independent components are sub- ogaugsian.
Such an estimate can be simply added to the gradient methods, and it is acatynat
done in FastICA.

The first approaches to using maximum likelihood estimation for ICAewar
[140, 372]; see also [368, 371]. This approach became very popular aéter th
introduction of the algorithmin (9.16) by Bell and Sejnowski, valesived it using the
infomax principle [36]; see also [34]. The connection between these tprmaphes
was later proven by [64, 322, 363]. The natural gradient algorithm ih7(Qis
sometimes called the Bell-Sejnowski algorithm as well. However, thealajradient
extension was actually introduced only in [12, 3]; for the underlyiingory, see
[4,11,118]. Thisalgorithmis actually almostidentical to thosmidticed previously
[85, 84] based on nonlinear decorrelation, and quite similar to therofsb, 71]
(see Chapter 12). In particular, [71] used the relative gradient approaath i this
case is closely related to the natural gradient; see Chapter 14 for more.d€Xails
two-density family is closely related to those in [148, 270]; for altgive approaches
on modeling the distributions of the ICs, see [121, 125, 138].46

The stability criterion in Theorem 9.1 has been presented in differentsfdayn
many authors [9, 71, 67, 69, 211]. The different forms are mainly wuéhe
complication of different normalizations, as discussed in [67]. We ctoosermalize
the components to unit variance, which gives a simple theorem and iseinvith
the approach of the other chapters. Note that in [12], it was proposed giagle
very high-order polynomial nonlinearity could be used as a universalimeszrity.
Later research has shown that this is not possible, since we need at leadtavemdi
nonlinearities, as discussed in this chapter. Moreover, a high-ordgrqoial leads
to very nonrobust estimators.



CONCLUDING REMARKS AND REFERENCES 215

Fig. 9.2 Problems of convergence with the (natural) gradient metbodhaximum likeli-
hood estimation. The datawas two whitened mixtures of suggjan independent components.
The nonlinearity was the one in (9.18), which was not coriiethis case. The resulting es-
timates of the columns of the whitened mixing matrix are shawthe figure: they are not
aligned with the edges of the square, as they should be.

Fig. 9.3 The same as in Fig. 9.2, but with the correct nonlinearityegiby (9.19). This
time, the natural gradient algorithm gave the right restihe estimated vectoiare aligned

with the edges of the square.
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Fig. 9.4 In this experiment, data was two whitened mixtures of sugesgian independent
components. The nonlinearity was the one in (9.18). Therakguadient algorithm converged
correctly.

Fig. 9.5 Again, problem of convergence with the natural gradienthoétfor maximum
likelihood estimation. The nonlinearity was the one in €),which was not correct in this
case.



CONCLUDING REMARKS AND REFERENCES 217

Fig. 9.6 FastICA automatically estimates the nature of the independomponents, and
converges fast to the maximum likelihood solution. Here gblution was found in 2 iterations
for subgaussian independent components.

Fig. 9.7 FastICA this time applied on supergaussian mixtures. Aggie solution was
found in 2 iterations.
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Problems

9.1 Derive the likelihood in (9.4).
9.2 Derive (9.11) and (9.12).
9.3 Derive the gradientin (9.13).

9.4 Instead of the functionin (9.19), one could use the funggign = —y*. Show
that this corresponds to a subgaussian distribution by computegurtosis of the
distribution. Note the normalization constants involved.

9.5 After the preceding problem, one might be tempted togige = > for super-
gaussian variables. Why is this not correct in the maximum likelihoachéwork?

9.6 Take alineagy(y) = —y. What is the interpretation of this in the ML frame-
work? Conclude (once again) thamust be nonlinear.

9.7 Assume that you use the general function family) = —2 tanh(a; y) instead
the simple— tanh function in (9.18), wherei; > 1 is a constant. What is the
interpretation ofz; in the likelihood framework?

9.8 Show that for a gaussian random variable, the nonpolynomial momedgh (
is zero for anyy.

9.9 The difference between usingtanh(y) or —2tanh(y) in the nonlinearity
(9.18) is a matter of normalization. Does it make any difference in theitigas?
Consider separately the natural gradient algorithm and the FastICA thlgori

9.10 Show that maximizing the mutual information of inputs and outpats i
network of the form

yi = ¢i(b] x) +n; (9.35)

wheren; is gaussian noise, and the output and input spaces have the same dimensio
as in (9.31), is equivalent to maximizing the entropy of the outpathe limit of no

zero noise level. (You can compute the joint entropy of inputs andutsifgsing the
entropy transformation formula. Show that it is constant. Then setdise level to
infinitely small.)

9.11 Show that after (9.25) = Bx is white.
Computer assignments

9.1 Take random variables of (1) uniform and (2) Laplacian distributiorm@ate
the values of the nonpolynomial moment in (9.8), for different mdritiesg. Are
the moments of different signs for any nonlinearity?

9.2 Reproduce the experiments in Section 9.4.
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9.3 The densities of the independent components could be modeled by a density
family given by

p(&) = c1exp(c2[€]?) (9.36)

wherec; andes; are normalization constants to make this a pdf of unit variance. For
different values ofa, ranging from 0 to infinity, we get distributions of different
properties.

9.3.1. What happens when we hawe= 2?

9.3.2. Plot the pdf’s, the logarithms of the pdf’s, and the correspongtaye
functions for the following values of: 0.2,1,2,4,10.

9.3.3. Conclude that forn < 2, we have subgaussian densities, anddofas 2,
we have supergaussian densities.

Appendix proofs

Here we prove Theorem 9.1. Looking at the expectation oflikejihood, using assumed
densitiesp;:

1 S o7
T log L(B) = Z E{logpi(b; x)} + log | det B| (A1)

i=1

we see that the first term on the right-hand side is a sum ofstefithe formE{G (b7 x)}, as
in the stability theorem in Section 8.3.4. Using that themrere see immediately that the first
term is maximized whey = Bx gives independent components.

Thus if we prove that the second term remains constant uhdeanditions of the theorem,
the theorem is proven. Now, uncorrelatedness and unitnegiaf they; meansE{yy”} =
WE{xx"}W7" =1, which implies

detT=1= (det WE{xx" }W") = (det W)(det E{xx" })(det W")
(A.2)

and this implies thaflet W must be constant. Thus the theorem is proven.
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ICA by Minimization of
Mutual Information

An important approach for independent component analysis (ICA) estimatio
spired by information theory, is minimization of mutual informatio

The motivation of this approach is that it may not be very realistic inyncases
to assume that the data follows the ICA model. Therefore, we woudddildevelop
an approach that does not assume anything about the data. What we want to have
is a general-purpose measure of the dependence of the components of m rando
vector. Using such a measure, we could define ICA as a linear decomposiéton th
minimizes that dependence measure. Such an approach can be developed using
mutual information, which is a well-motivated information-thearatieasure of
statistical dependence.

One of the main utilities of mutual information is that it serves as #yiny
framework for many estimation principles, in particular maximum likebd (ML)
estimation and maximization of nongaussianity. In particular, thisaaagr gives a
rigorous justification for the heuristic principle of nongausgian

10.1 DEFINING ICA BY MUTUAL INFORMATION

10.1.1 Information-theoretic concepts

The information-theoretic concepts needed in this chapter were explairisuhio-
ter 5. Readers not familiar with information theory are advised to read ttzgteh
before this one.

221
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We recall here very briefly the basic definitions of information theoryhe T
differential entropyH of a random vectoy with densityp(y) is defined as:

H(y) = —/p(y) log p(y)dy (10.1)

Entropy is closely related to the code length of the random vector. A alweu
version of entropy is given by negentrogywhich is defined as follows

J(Y) = H(y_gauss) - H(Y) (102)

wherey q.s5 IS @ gaussian random vector of the same covariance (or correlation)
matrix asy. Negentropy is always nonnegative, and zero only for gaussian random
vectors. Mutual informatio betweenn (scalar) random variableg;,i = 1...m is
defined as follows

Ty, 92, s ym) = > H(ys) — H(y) (10.3)

10.1.2 Mutual information as measure of dependence

We have seen earlier (Chapter 5) that mutual information is a natural messhee
dependence between random variables. Itis always nonnegative, and zero ifyand onl
if the variables are statistically independent. Mutual information taksaccount
the whole dependence structure of the variables, and not just the cagrike
principal component analysis (PCA) and related methods.

Therefore, we can use mutual information as the criterion for finding@#e
representation. This approach s an alternative to the model estimatiaveahpivVe
define the ICA of a random vectaras an invertible transformation:

s = Bx (10.4)

where the matrixB is determined so that the mutual information of the transformed
components; is minimized. If the data follows the ICA model, this allows estiroati

of the data model. On the other hand, in this definition, we do not readdume
that the data follows the model. In any case, minimization of mutuatimédion can

be interpreted as giving the maximally independent components.
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10.2 MUTUAL INFORMATION AND NONGAUSSIANITY

Using the formula for the differential entropy of a transformataengiven in (5.13)
of Chapter 5, we obtain a corresponding result for mutual informatiom/e have
for an invertible linear transformation = Bx:

I(y1, 42, yn) = ¥ H(yi) — H(x) — log| det B| (10.5)

Now, let us consider what happens if we constrainght® beuncorrelatedand of
unit variance. This mean8{yy’} = BE{xx?}B” = I, which implies

detT=1 = det(BE{xx"}B") = (det B)(det E{xx"})(det B")
(10.6)

and this implies thatlet B must be constant sinaget E{xx”} does not depend
on B. Moreover, fory; of unit variance, entropy and negentropy differ only by a
constant and the sign, as can be seen in (10.2). Thus we obtain,

T(y1,ys, - yn) = CONSt— Y T () (10.7)

where the constant term does not dependoThis shows the fundamental relation
between negentropy and mutual information.

We see in (10.7) that finding an invertible linear transformaibtihat minimizes
the mutual information is roughly equivalent to finding directionsshich the ne-
gentropy is maximized. We have seen previously that negentropy is aireeas
nongaussianity. Thus, (10.7) shows tl&A estimation by minimization of mutual in-
formation is equivalent to maximizing the sum of nongausséeniti the estimates of
the independent componenighen the estimates are constrained to be uncorrelated.

Thus, we see that the formulation of ICA as minimization of mutuadrimfation
gives another rigorous justification of our more heuristically idtroed idea of finding
maximally nongaussian directions, as used in Chapter 8.

In practice, however, there are also some important differences betweenvibese t
criteria.

1. Negentropy, and other measures of nongaussianity, enable the dafigti@n,
one-by-one, estimation of the independent components, since we camtook f
the maxima of nongaussianity of a single projecfidinx. This is not possible
with mutual information or most other criteria, like the likelihaod

2. A smaller difference is that in using nongaussianity, we force thmatis of
the independent components to be uncorrelated. This is not necessary when
using mutual information, because we could use the form in (10r&y iy,
as will be seen in the next section. Thus the optimization space idlgligh
reduced.
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10.3 MUTUAL INFORMATION AND LIKELIHOOD

Mutual information and likelihood are intimately connected. To see theection
between likelihood and mutual information, consider the expectatiomefldg-
likelihood in (9.5):

%E{log L(B)} = z”: E{logp;(b]'x)} + log | det B] (10.8)

i=1

If the p; were equal to the actual pdf’s &f’'x, the first term would be equal to
— Y, H(bI'x). Thus the likelihood would be equal, up to an additive constant given
by the total entropy of%, to the negative of mutual information as given in Eq. (10.5).
In practice, the connection may be just as strong, or even stronger.sigsause
in practice we do not know the distributions of the independent corapis that are
needed in ML estimation. A reasonable approach would be to estimate théydensi
of b7 x as part of the ML estimation method, and use this as an approximatioe of th
density ofs;. This is what we did in Chapter 9. Then, thein this approximation
of likelihood are indeed equal to the actual pdisx. Thus, the equivalency would
really hold.
Conversely, to approximate mutual information, we could take a fixedoxpp
mation of the densitieg;, and plug this in the definition of entropy. Denote the pdf's
by G;(y;) = log pi(y;). Then we could approximate (10.5) as

T(1,y2, ) = — Y B{Gi(yi)} — log | det B| — H(x)
i (10.9)

Now we see that this approximation is equal to the approximation dfkékhood
used in Chapter 9 (except, again, for the global sign and the additiveacdgssen by
H(x)). This also gives an alternative method of approximating mutual irdition
that is different from the approximation that uses the negentropyoappations.

10.4 ALGORITHMS FOR MINIMIZATION OF MUTUAL INFORMATION

To use mutual information in practice, we need some method of estimatiag-o
proximating it from real data. Earlier, we saw two methods for appraging mutual
entropy. The first one was based on the negentropy approximatioonduced in
Section 5.6. The second one was based on using more or less fixed appiansmat
for the densities of the ICs in Chapter 9.

Thus, using mutualinformation leads essentially to the same algwsitis used for
maximization of nongaussianity in Chapter 8, or for maximum likelithestimation
in Chapter 9. In the case of maximization of hongaussianity, the comespp
algorithms are those that use symmetric orthogonalization, sin@ewmaximizing
the sum of nongaussianities, so that no order exists between the cemipomhus,
we do not present any new algorithms in this chapter; the reader is referttesltivo
preceding chapters.
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Fig. 10.1 The convergence of FastICA for ICs with uniform distributio The value of
mutual information shown as function of iteration count.

10.5 EXAMPLES

Here we show the results of applying minimization of mutual infoiorato the
two mixtures introduced in Chapter 7. We use here the whitened mixtanesthe
FastICA algorithm (which is essentially identical whichever approxiomedif mutual
information is used). For illustration purposes, the algorithasalways initialized
so thatW was the identity matrix. The functio@d was chosen a§; in (8.26).

First, we used the data consisting of two mixtures of two subganganiformly
distributed) independent components. To demonstrate the convergetiee aif
gorithm, the mutual information of the components at each iterationistelptted
in Fig. 10.1. This was obtained by the negentropy-based approxima#ib con-
vergence, after two iterations, mutual information was practically equal to. zero
The corresponding results for two supergaussian independent companeshown
in Fig. 10.2. Convergence was obtained after three iterations, after whithain
information was practically zero.

10.6 CONCLUDING REMARKS AND REFERENCES

A rigorous approach to ICA that is different from the maximum likebliaapproach
is given by minimization of mutual information. Mutual informatiisa natural
information-theoretic measure of dependence, and therefore it is natwsiinoate
the independent components by minimizing the mutual informatidmaif €stimates.
Mutual information gives a rigorous justification of the princigiesearching for
maximally nongaussian directions, and in the end turns out to be wveilasio the
likelihood as well.
Mutual information can be approximated by the same methods that neggigro

approximated. Alternatively, is can be approximated in the same way a$tkeli
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Fig. 10.2 The convergence of FastICA for ICs with supergaussianibigtons. The value
of mutual information shown as function of iteration count.

Therefore, we find here very much the same objective functions and alysrdb
in maximization of nongaussianity and maximum likelihood. The saradignt and
fixed-point algorithms can be used to optimize mutual information.

Estimation of ICA by minimization of mutual information was probalbirst
proposed in [89], who derived an approximation based on cumulants.débaéas,
however, a longer history in the context of neural network research,enbéras
been proposed as a sensory coding strategy. It was proposed in [26),283]3
that decomposing sensory data into features that are maximally independsetuil
as a preprocessing step. Our approach follows that of [197] for the treggn
approximations.

A nonparametric algorithm for minimization of mutual information vpeposed
in [175], and an approach based on order statistics was proposed in [368 S
[322, 468] for a detailed analysis of the connection between mutual iafitwmand
infomax or maximum likelihood. A more general framework was proposg87].
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Problems

10.1 Derive the formulain (10.5).
10.2 Compute the constantin (10.7).

10.3 If the variances of they; are not constrained to unity, does this constant

change?

10.4 Compute the mutual information for a gaussian random vector withréanvce
matrix C.

Computer assignments

10.1 Create a sample of 2-D gaussian data with the two covariance matrices

<g g) and G’ ;) (10.10)

Estimate numerically the mutual information using the definitidpivide the data
into bins, i.e., boxes of fixed size, and estimate the density at each bin lputiog
the number of data points that belong to that bin and dividing it bysthe of the bin.
This elementary density approximation can then be used in the definition.)
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ICA by Tensorial Methods

One approach for estimation of independent component analysis (ICA)st®0$i
using higher-order cumulant tensor. Tensors can be considered as generalizati
of matrices, or linear operators. Cumulant tensors are then generalizafitimes o
covariance matrix. The covariance matrix is the second-order cumulant tensor
the fourth order tensor is defined by the fourth-order cumulanteum,; , z;,, z;).

For an introduction to cumulants, see Section 2.7.

As explained in Chapter 6, we can use the eigenvalue decomposition of the
covariance matrix to whiten the data. This means that we transform theattats
second-order correlations are zero. As a generalization of this principleawase
the fourth-order cumulant tensor to make the fourth-order cumufaants or at least
as small as possible. This kind of (approximative) higher-order deedioalgives
one class of methods for ICA estimation.

11.1 DEFINITION OF CUMULANT TENSOR

We shall here consider only the fourth-order cumulant tensor, whictaldor sim-
plicity the cumulant tensor. The cumulant tensor is a four-dimerdiamay whose
entries are given by the fourth-order cross-cumulants of the data(agumy, <, x;),
where the indices, j, k,l are from1 to n. This can be considered as a “four-
dimensional matrix”, since it has four different indices instead of thealisvo. For
a definition of cross-cumulants, see Eq. (2.106).

In fact, all fourth-order cumulants of linear combinationsmgfcan be obtained
as linear combinations of the cumulantsigf This can be seen using the additive

229
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properties of the cumulants as discussed in Section 2.7. The kurtoai$ireear
combination is given by

kurtz w;T; = CUH‘(Z W;T;, Z w;T;, Z WET, Z wyx;)
i i j 1

7 k

_ 4, 4 4 4

—E w; wiwpw, CUM(z;, zj, zg, 7))  (11.1)
ijkl

Thus the (fourth-order) cumulants contain all the fourth-ordemimfation of the data,
just as the covariance matrix gives all the second-order informatiorectietta. Note
that if thez; are independent, all the cumulants with at least two different indices are
zero, and therefore we have the formula that was already widely used ineCi@apt
kurt}~; gis; = >, gikurt(s;).

The cumulant tensor is a linear operator defined by the fourth-order eunsul
cum(z;, z;, zx, ;). This is analogous to the case of the covariance matrix with
elements cof;, z;), which defines a linear operator just as any matrix defines one.
Inthe case of the tensor we have alinear transformation in the spacerofnatrices
instead of the space afdimensional vectors. The space of such matrices is a linear
space of dimension x n, so there is nothing extraordinary in defining the linear
transformation. Thé, jth element of the matrix given by the transformation, say
F;;, is defined as

F,;(M) = me cum(z;, x;, Ty, 1) (11.2)
ki

wherem;,; are the elements in the matiM that is transformed.

11.2 TENSOR EIGENVALUES GIVE INDEPENDENT COMPONENTS

As any symmetric linear operator, the cumulant tensor has an eigenvalue decom-
position (EVD). An eigenmatrix of the tensor is, by definition, a rxaiM such
that

F(M) = \M (11.3)

i.e.,F;;(M) = AM;;, where) is a scalar eigenvalue.

The cumulant tensor is a symmetric linear operator, since in the expness
cum(z;, z;, zx, ;), the order of the variables makes no difference. Therefore, the
tensor has an eigenvalue decomposition.

Let us consider the case where the data follows the ICA model, withevit
data:

z=VAs=W's (11.4)

where we denote the whitened mixing matrix¥§’. This is because itis orthogonal,
and thus it is the transpose of the separating maw¥ixor whitened data.
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The cumulant tensor ef has a special structure that can be seen in the eigenvalue
decomposition. In fact, every matrix of the form

M =w,w. (11.5)

form = 1,...,n is an eigenmatrix. The vectov,, is here one of the rows of the
matrix W, and thus one of the columns of the whitened mixing ma@#X . To see
this, we calculate by the linearity properties of cumulants

F;; (wmwz;) = Z Wk Wi CUM(2;, 25, 2k ; 21)
ki

:§ wmkwmlcun‘(§ wqi5q7§ wq’jsq’7§ wrk5r7§ wr’lSr’)
kl q q’ r r!

= E Wan k Wini Wi Wy Wk Wr  CUM(Sg, Sqr, S, S)  (11.6)
klgq' rr'

Now, due to the independence of theonly those cumulants whege= ¢' = r = 1’
are nonzero. Thus we have

F;; (wmwz) = Zwmkwml71)q,;11)qj71)qk11)qlkUI’t(sq) 112.7)
klq

Due to the orthogonality of the rows oV, we have)", wy,rwer = g, and
similarly for index!. Thus we can take the sum first with respect tand then with
respect td, which gives

Fij(wnwl) Z Wi Wei Wy Omqwq KUrt(s,)
lg

= Wity 6pmgOmgKUM(sy) = Wit ;KUM(s,,)  (11.8)
q
This proves that matrices of the form in (11.5) are eigenmatrices of tlseitemhe
corresponding eigenvalues are given by the kurtoses of the independeyurents.
Moreover, it can be proven that all other eigenvalues of the tensor are zero.

Thus we see that if we knew the eigenmatrices of the cumulant tensor, Wk cou
easily obtain the independent components. If the eigenvalues of the,teasdhe
kurtoses of the independent components, are distinct, every eigenomtésponds
to a nonzero eigenvalue of the form,,w’ , giving one of the columns of the
whitened mixing matrix.

If the eigenvalues are not distinct, the situation is more problenigtie:eigenma-
trices are no longer uniquely defined, since any linear combinations of dtrices
w,,wl corresponding to the same eigenvalue are eigenmatrices of the tensor as
well. Thus, evenk-fold eigenvalue corresponds komatricesM i =1,..., kthat
are different linear combinations of the matrioeg ;) w correspondmg to thé
ICs whose indices are denoted4jy). The matrlce:M, can be thus expressed as:

M; Za]wz Wi (11.9)
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Now, vectors that can be used to construct the matrix in this way can be cednput
by the eigenvalue decomposition of the matrix: Fg;, are the (dominant) eigen-
vectors ofM;.

Thus, after finding the eigenmatric®4; of the cumulant tensor, we can decom-
pose them by ordinary EVD, and the eigenvectors give the columns ahitiag
matrix w;. Of course, it could turn out that the eigenvalues in this latter EVD are
equal as well, in which case we have to figure out something else. In thetlatge
given below, this problem will be solved in different ways.

This result leaves the problem of how to compute the eigenvalue dec@mpos
of the tensor in practice. This will be treated in the next section.

11.3 COMPUTING THE TENSOR DECOMPOSITION BY A POWER
METHOD

In principle, using tensorial methods is simple. One could take any adefibr
computing the EVD of a symmetric matrix, and apply it on the cumulamsor.

To do this, we must first consider the tensor as a matrix in the spaaexoh
matrices. Ley be an index that goes though all thex n couples(i, j). Then we
can consider the elements of anx n matrix M as a vector. This means that we
are simply vectorizing the matrices. Then the tensor can be considereg asja
symmetric matrixE with elementsf,,, = cum(z;, z;, zi7, z;:), where the indices
(i,7) corresponds tg, and similarly for(i’, j') andq’. It is on this matrix that we
could apply ordinary EVD algorithms, for example the well-known @&hods. The
special symmetricity properties of the tensor could be used to reducertidexity.
Such algorithms are out of the scope of this book; see e.g. [62].

The problem with the algorithm in this category, however, is thatriemory
requirements may be prohibitive, because often the coefficients of thinforder
tensor must be stored in memory, which requi®s:*) units of memory. The
computational load also grows quite fast. Thus these algorithms chenated in
high-dimensional spaces. In addition, equal eigenvalues may give prablems

In the following we discuss a simple modification of the power mdthhat
circumvents the computational problems with the tensor EVD. In gerteeapower
method is a simple way of computing the eigenvector correspondingettathest
eigenvalue of a matrix. This algorithm consists of multiplying thatrix with the
running estimate of the eigenvector, and taking the product as the nee ehthe
vector. The vector is then normalized to unit length, and the iterationriraged
until convergence. The vector then gives the desired eigenvector.

We can apply the power method quite simply to the case of the cumulaottens
Starting from a random matriI, we computé (M) and take this as the new value
of M. Then we normaliz&1 and go back to the iteration step. After convergence,
M will be of the form}, akwi(k)wiT(k). Computing its eigenvectors gives one or
more of the independent components. (In practice, though, the eigers/agtior
not be exactly of this form due to estimation errors.) To find severdépendent
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components, we could simply project the matrix after every step on theespf
matrices that are orthogonal to the previously found ones.

In fact, in the case of ICA, such an algorithm can be considerably simplified.
Since we know that the matricesw; are eigenmatrices of the cumulant tensor, we
can apply the power method inside that set of matiides: ww’ only. After every
computation of the product with the tensor, we must then projecttitegreed matrix
back to the set of matrices of the formw?”". A very simple way of doing this is to
multiply the new matrixM* by the old vector to obtain the new vectoi = M*w
(which will be normalized as necessary). This can be interpreted as another power
method, this time applied on the eigenmatrix to compute its eigenve@arse the
best way of approximating the matiM* in the space of matrices of the formw ™
is by using the dominant eigenvector, a single step of this ordinamwep method
will at least take us closer to the dominant eigenvector, and thus to timeadpector.

Thus we obtain an iteration of the form

w — wlF(ww’) (11.10)
or
w; < ij Zwk’wlCUﬁ‘(zi,Zj,Zk,Zl) (1111)
J kl

In fact, this can be manipulated algebraically to give much simpler formshave
equivalently

w; < cum(z;, ijz_;, Zwkzlm Zwlzl) =cum(zi, 4,9, 9)
i k 1 (11.12)

where we denote by = >, w;z; the estimate of an independent component. By
definition of the cumulants, we have

cum(z;,y,y,y) = E{ziy’} — 3E{ziy} E{y’} (11.13)

We can constraip to have unit variance, as usual. Moreover, we haye;y} = w;.
Thus we have

w ¢« E{zy®} - 3w (11.14)

wherew is normalized to unit norm after every iteration. To find several indepen-

dent components, we can actually just constrainwheorresponding to different

independent components to be orthogonal, as is usual for whitened data.
Somewhat surprisingly, (11.14) is exactly trestICA algorithnthat was derived

as a fixed-point iteration for finding the maxima of the absolute vaflaurtosis in

Chapter 8, see (8.20). We see that these two methods lead to the santaralgori
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11.4 JOINT APPROXIMATE DIAGONALIZATION OF EIGENMATRICES

Joint approximate diagonalization of eigenmatrices (JADE) refers to oneijple of
solving the problem of equal eigenvalues of the cumulant tensor. Ialisithm,
the tensor EVD is considered more as a preprocessing step.

Eigenvalue decomposition can be viewed as diagonalization. In our case-the d
velopments in Section 11.2 can be rephrased as follows: The nWaltidkagonalizes
F(M) for any M. In other words WF(M)W7 is diagonal. This is because the
matrix F is of a linear combination of terms of the form;w!’, assuming that the
ICA model holds.

Thus, we could take a set of different matridds, i = 1, ..., k, and try to make
the matriceSWF (M)W as diagonal as possible. In practice, they cannot be made
exactly diagonal because the model does not hold exactly, and there arengampli
errors.

The diagonality of a matriQ = WF(M;)W7 can be measured, for example,
as the sum of the squares of off-diagonal elemeﬁt}k:ﬂ qi,. Equivalently, since
an orthogonal matriXW does not change the total sum of squares of a matrix,
minimization of the sum of squares of off-diagonal elements is equivatetiie
maximization of the sum of squares of diagonal elements. Thus, we caould fate
the following measure:

J1ape(W) = |diag WF(M,)W")||? (11.15)

wherel|diag.)||> means the sum of squares of the diagonal. Maximizatigfyafy
is then one method of joint approximate diagonalization ofE®1;).

How do we choose the matrica4;? A natural choice is to take the eigenmatrices
of the cumulant tensor. Thus we have a set ofjustatrices that give all the relevant
information on the cumulants, in the sense that they span the sasgasabas the
cumulant tensor. This is the basic principle of the JADE algorithm.

Another benefit associated with this choice of Mg is that the joint diagonal-
ization criterion is then a function of the distributions of the= Wz and a clear
link can be made to methods of previous chapters. In fact, after quite matgul
algebraic manipulations, we can obtain

Trape(W) =" cumy:,y;, v, u)’ (11.16)
ijklFiikl

in other words, when we minimiz&€; 4pr we also minimize a sum of the squared
cross-cumulants of thg. Thus, we can interpretthe method as minimizing nonlinear
correlations.

JADE suffers from the same problems as all methods using an explisibrten
EVD. Such algorithms cannot be used in high-dimensional spaces, whiehrmo
problem for the gradient or fixed-point algorithm of Chapters 8 anch%rbblems
of low dimensionality (small scale), however, JADE offers a competiikernative.
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11.5 WEIGHTED CORRELATION MATRIX APPROACH

A method closely related to JADE is given by the eigenvalue decompositithre o
weighted correlation matrix. For historical reasons, the basic mettsaah gy called
fourth-order blind identification (FOBI).

11.5.1 The FOBI algorithm
Consider the matrix

Q = B{zz"||z||*} (11.17)
Assuming that the data follows the whitened ICA model, we have

Q = E{VAss" (VA)"||VAs|*} = W' E{ss” ||s||)IW
(11.18)

where we have used the orthogonality\dA, and denoted the separating matrix by
W = (VA)”. Using the independence of thg we obtain (see exercices)

Q = W'diag E{s?||s||?})W = W'diag E{s}} +n — )W
(11.19)

Now we see that this is in fact the eigenvalue decompositidi.adt consists of the
orthogonal separating matri®v and the diagonal matrix whose entries depend on
the fourth-order moments of the. Thus, if the eigenvalue decomposition is unique,
which is the case if the diagonal matrix has distinct elements, we can stoplgute
the decomposition of2, and the separating matrix is obtained immediately.

FOBI is probably the simplest method for performing ICA. FOBI alfthe com-
putation of the ICA estimates using standard methods of linear algebrabices
of reasonable complexity:(x n). In fact, the computation of the eigenvalue de-
composition of the matriX2 is of the same complexity as whitening the data. Thus,
this method is computationally very efficient: It is probably the mofitieht ICA
method that exists.

However, FOBI works only under the restriction that the kurtoseshefICs
are all different. (If only some of the ICs have identical kurtosesséhthat have
distinct kurtoses can still be estimated). This restricts the applitabflthe method
considerably. In many cases, the ICs have identical distributions,hesdhethod
fails completely.

11.5.2 From FOBI to JADE

Now we show how we can generalize FOBI to get rid of its limitations civlaictually
leads us to JADE.
First, note that for whitened data, the definition of the cumulant canrltteewas

F(M) = E{(z"Mz)zz"} — 2M — tr((M)I (11.20)
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which is left as an exercice. Thus, we could alternatively define the weighted
correlation matrix using the tensor as

Q=F() (11.21)
because we have
F(I) = E{||z|]*zz" } — (n + 2)I (11.22)

and the identity matrix does not change the EVD in any significant way.

Thus we could take some matiM and use the matri¥' (M) in FOBI instead
of F(I). This matrix would have as its eigenvalues some linear combinatiohof t
cumulants of the ICs. If we are lucky, these linear combinations coultidtimct,
and FOBI works. But the more powerful way to utilize this general dédiniis to
take several matricd8(M,) and jointly (approximately) diagonalize them. But this
is what JADE is doing, for its particular set of matrices! Thus we see JARE is a
generalization of FOBI.

11.6 CONCLUDING REMARKS AND REFERENCES

An approach to ICA estimation that is rather different from those in tlexipus
chapters is given by tensorial methods. The fourth-order cumulantsxtdmes give
all the fourth-order information inherent in the data. They can be usetkfine
a tensor, which is a generalization of the covariance matrix. Then we can apply
eigenvalue decomposition on this matrix. The eigenvectors more oritestiylgive
the mixing matrix for whitened data. One simple way of computing themialue
decompositionis to use the power method that turns out to be thessstine FastiCA
algorithm with the cubic nonlinearity. Joint approximate diagaralon of eigen-
matrices (JADE) is another method in this category that has been successadlin
low-dimensional problems. In the special case of distinct kurtosesnpuationally
very simple method (FOBI) can be devised.

The tensor methods were probably the first class of algorithms thadrpestl
ICA successfully. The simple FOBI algorithm was introduced in [&h)] the tensor
structure was first treated in [62, 94]. The most popular algoriththig category
is probably the JADE algorithm as proposed in [72]. The power metjieen
by FastICA, another popular algorithm, is not usually interpretedhftbe tensor
viewpoint, as we have seen in preceding chapters. For an alternative faime of
power method, see [262]. A related method was introduced in [306]. Atepth
overview of the tensorial method is given in [261]; see also [94]. An ailoles
and fundamental paper is [68] that also introduces sophisticated modifisafithe
methods. In [473], a kind of a variant of the cumulant tensor approacipreaesed
by evaluating the second derivative of the characteristic function atanpjoints.

The tensor methods, however, have become less popular recently. hecaisse
methods that use the whole EVD (like JADE) are restricted, for coatjmutal rea-
sons, to small dimensions. Moreover, they have statistical pregentierior to those
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methods using nonpolynomial cumulants or likelihood. With lomehsional data,
however, they can offer an interesting alternative, and the power metholdditst
down to FastICA can be used in higher dimensions as well.

Problems

11.1 Prove thatW diagonalize® (M) as claimed in Section 11.4.
11.2 Prove (11.19)
11.3 Prove (11.20).

Computer assignments

11.1 Compute the eigenvalue decomposition of random fourth-order tenésize
2x2x2x2and5 x5 x5 x 5. Compare the computing times. What about a tensor
of size100 x 100 x 100 x 100?

11.2 Generate 2-D data according to the ICA model. First, with ICs of differen
distributions, and second, with identical distributions. Whitea data, and perform
the FOBI algorithm in Section 11.5. Compare the two cases.
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ICA by Nonlinear

Decorrelation and
Nonlinear PCA

This chapter starts by reviewing some of the early research efforts epamtent
componentanalysis (ICA), especially the technique based on nonlinearelatorr,
that was successfully used by Jutterililt, and Ans to solve the first ICA problems.
Today, this work is mainly of historical interest, because there egigtral more
efficient algorithms for ICA.

Nonlinear decorrelation can be seen as an extension of second-order methods
such as whitening and principal component analysis (PCA). These methes gi
componentsthat are uncorrelated linear combinations of input variableqlased
in Chapter 6. We will show that independent components can in some casemsie fo
asnonlinearlyuncorrelated linear combinations. The nonlinear functions used in
this approach introduce higher order statistics into the solutiohoteimaking ICA
possible.

We then show how the work on nonlinear decorrelation eventually leadeto th
Cichocki-Unbehauen algorithm, which is essentially the same as thethlgpdhat
we derived in Chapter 9 using the natural gradient. Next, the critefimowolinear
decorrelation is extended and formalized to the theory of estimating éns;tand
the closely related EASI algorithm is reviewed.

Another approach to ICA that is related to PCA is the so-called nonlinear PCA.
A nonlinear representation is sought for the input data that minimiteast mean-
square error criterion. For the linear case, it was shown in Chapter 6 thatpal
components are obtained. It turns out that in some cases the nonlinear p@actp
gives independent components instead. We review the nonlinear PCAceriterd
show its equivalence to other criteria like maximum likelihood (MLh€eR, two
typical learning rules introduced by the authors are reviewed, of wiielitst one

239
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is a stochastic gradient algorithm and the other one a recursive leastsgeare
algorithm.

12.1 NONLINEAR CORRELATIONS AND INDEPENDENCE

The correlation between two random variablesandy, was discussed in detail in
Chapter 2. Here we consider zero-mean variables only, so correlation and cogarian
are equal. Correlation is related to independence in such a way that independent
variables are always uncorrelated. The opposite is not true, howevevatiables
can be uncorrelated, yet dependent. An example is a uniform density iatadot
square centered at the origin of the , y») space, see e.g. Fig. 8.3. Bagh and
Yo are zero mean and uncorrelated, no matter what the orientation of the square, but
they are independent only if the square is aligned with the coordinate dx some
cases uncorrelatedness does imply independence, though; the best exaimple is t
case when the density 61, y2) is constrained to be jointly gaussian.

Extending the concept of correlation, we here definenivdinear correlatiorof
the random variableg, andy, as E f(y1)g(y2)}. Here,f(y1) andg(y-) are two
functions, of which at least one is nonlinear. Typical examples mighbhygpmials
of degree higher than 1, or more complex functions like the hyparteigent. This
means that one or both of the random variables are first transformedheariii to
new variablesf (y1), g(y2) and then the usual linear correlation between these new
variables is considered.

The question now is: Assuming th@at andy, are nonlinearly decorrelated in the
sense

E{f(y1)g(y2)} =0 (12.1)

can we say something about their independence? We would hope that by making
this kind of nonlinear correlation zero, independence would be obtaingder some
additional conditions to be specified.

There is a general theorem (see, e.g., [129]) statingjthandy- are independent
if and only if

E{f(y1)g(y2)} = E{F(y1) 1 E{g(y2) } (12.2)

for all continuous functiong andg that are zero outside a finite interval. Based
on this, it seems very difficult to approach independence rigorously, bedhas
functionsf andg are almost arbitrary. Some kind of approximations are needed.
This problem was considered by Jutten arggtdllt [228]. Letus assume thiy: )
andg(y») are smooth functions that have derivatives of all orders in a neigllodrh
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of the origin. They can be expanded in Taylor series:

Fn) = 5O+ F O+ 37" O +
= Zfiyi
i=0
902) = 9(0)+g O + 50" (O3 + .

s .
= > gy
i=0

wheref;, g; is shorthand for the coefficients of thitlh powers in the series.
The product of the functions is then

Flygly) = DD figiivs (12.3)

i=1 j=1
and condition (12.1) is equivalent to
E{f()9(y2)} = DY figiElyiyz} =0 (12.4)

=1 j=1

Obviously, a sufficient condition for this equation to hold is

E{yiyl} =0 (12.5)

for all indicesi, ; appearing in the series expansion (12.4). There may be other
solutions in which the higher order correlations ac¢zero, but the coefficient, g;
happen to be just suitable to cancel the terms and make the sum in (18ctlyex
equal to zero. For nonpolynomial functions that have infinite Taytpa@sions, such
spurious solutions can be considered unlikely (we will see later thet spurious
solutions do exist but they can be avoided by the theory of ML esiimat

Again, a sufficient condition for (12.5) to hold is that the variabJesindy, are
independenand one of Eyi}, E{yl} is zero. Let us require that{i: } = 0 for all
powersi appearing in its series expansion. But this is only possibfiéf) is anodd
function; then the Taylor series contains only odd powess 5, ..., and the powers
i in Eq. (12.5) will also be odd. Otherwise, we have the case that evememts of
1 like the variance are zero, which is impossible unigss constant.

To conclude, a sufficient (but not necessary) condition for the nonlinezoree-
latedness (12.1) to hold is thgtandy. are independent, and for one of them, say
y1, the nonlinearity is an odd function such thfdy, ) has zero mean.

The preceding discussion is informal but should make it credible thalimear
correlations are useful as a possible general criterion forindependenesalBkings
have to be decided in practice: the first one is how to actually choosengdns
f,g. Is there some natural optimality criterion that can tell us that sometifurs
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Fig. 12.1 The basic feedback circuit for thegrhult-Jutten algorithm. The element marked
with + is a summation

are better than some other ones? This will be answered in Sections 12.2.dnd 1
The second problem is how we could solve Eq. (12.1), or nonlineadypudelate two
variablesy,, y». This is the topic of the next section.

12.2 THE HERAULT-JUTTEN ALGORITHM

Consider the ICA modek = As. Let us first look at & x 2 case, which was
considered by HErault, Jutten and Ans [178, 179, 226] in connection with the blind
separation of two signals from two linear mixtures. The model is then

T1 = Q1181 T 1282

To = (2181 + 2252

Hérault and Jutten proposed the feedback circuit shown in Fig. 12.1 te thayprob-
lem. The initial outputs are fed back to the system, and the outputeesenputed
until an equilibrium is reached.

From Fig. 12.1 we have directly

Y1 = T —mi2y2 (12.6)
Y2 = Tz —mal (22.7)

Before inputting the mixture signals , 2> to the network, they were normalized to
zero mean, which means that the outpuytg), also will have zero means. Defining a
matrix M with off-diagonal elements:; 2, m2; and diagonal elements equal to zero,
these equations can be compactly written as

y =x— My
Thus the input-output mapping of the network is

y=T+M) 'x (12.8)
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Note that from the original ICA model we hawe= A ~!x, provided thatA is
invertible. IfTI+ M = A, theny becomes equal ta However, the problem in blind
separation is that the matrix is unknown.

The solution that Jutten andérhult introduced was to adapt the two feedback
coefficientan s, mo; so that the outputs of the netwayk, y» become independent.
Then the matrixA has been implicitly inverted and the original sources have been
found. For independence, they used the criterion of nonlinear corretativhey
proposed the following learning rules:

Amis = pf(y1)g(y2) (12.9)
Amar = pf(y2)g(yr) (12.10)

with y the learning rate. Both function.), g(.) are odd functions; typically, the
functions

fly) =y*,  gly) = arctan(y)

were used, although the method also seems to work(ipr= y or g(y) = sign(y).
Now, if the learning converges, then the right-hand sides must be zeawerage,
implying

E{f(y1)g(y2)} = E{f(y2)9(y1)} =0
Thus independence has hopefully been attained for the ougpugs. A stability
analysis for the rault-Jutten algorithm was presented by [408].

In the numerical computation of the math4 according to algorithm (12.9,12.10),
the outputsy;, y» on the right-hand side must also be updated at each step of the
iteration. By Eq. (12.8), they too depend d4, and solving them requires the
inversion of matrixI + M. As noted by Cichocki and Unbehauen [84], this matrix
inversion may be computationally heavy, especially if this approach ended to
more than two sources and mixtures. One way to circumvent this probkermiake
a rough approximation

y=O+M) 'x~ (I-M)x

that seems to work in practice.

Although the Herault-Jutten algorithm was a very elegant pioneering solution to
the ICA problem, we know now that it has some drawbacks in practice. Gbetim
may work poorly or even fail to separate the sources altogether if thalsigre badly
scaled or the mixing matrix is ill-conditioned. The number of sourhasthe method
can separate is severely limited. Also, although the local stability wagrsin [408],
good global convergence behavior is not guaranteed.

12.3 THE CICHOCKI-UNBEHAUEN ALGORITHM

Starting from the Wrault-Jutten algorithm Cichocki, Unbehauen, and coworkers [82,
85, 84] derived an extension that has a much enhanced performance and reliabilit
Instead of a feedback circuit like thegkbult-Jutten network in Fig. 12.1, Cichocki
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and Unbehauen proposedeedforwardnetwork with weight matrixB, with the
mixture vectorx for input and with outpuy = Bx. Now the dimensionality of the
problem can be higher than 2. The goal is to adaptithe m matrix B so that the
elements ofy become independent. The learning algorithmHois as follows:

AB = u[A — f(y)g(y")|B (12.11)

wherey is the learning rateA is a diagonal matrix whose elements determine the
amplitude scaling for the elements pf(typically, A could be chosen as the unit
matrix I), and f andg are two nonlinear scalar functions; the authors proposed a
polynomial and a hyperbolic tangent. The notatfgg) means a column vector with
elementsf (y1), ..., f(yn).

The argumentation showing that this algorithm will give independentponents,
too, is based on nonlinear decorrelations. Consider the stationarnyosobf this
learning rule defined as the matrix for whicH B} = 0, with the expectation
taken over the density of the mixtures For this matrix, the update is on the average
zero. Because this is a stochastic-approximation-type algorithm (sg@e2!3), such
stationarity is a necessary condition for convergence. Excluding thaltsiwlution
B = 0, we must have

A - E{f(y)g(y")} =0

Especially, for the off-diagonal elements, this implies

E{f(yi)g(y;)} =0 (12.12)

which is exactly our definition of nonlinear decorrelation in Eq. (12xtended to:
output signalg, ..., y,. The diagonal elements satisfy

E{f(lh)(}(%)} = Ay

showing that the diagonal elemernksg of matrix A only control the amplitude scaling
of the outputs.

The conclusion is that if the learning rule converges to a nonzero niairtken
the outputs of the network must become nonlinearly decorrelated, arefuligp
independent. The convergence analysis has been performed in [84]; for general
principles of analyzing stochastic iteration algorithms like (12.%&$ Chapter 3.

The justification for the Cichocki-Unbehauen algorithm (12.11) ie thiginal
articles was based on nonlinear decorrelations, not on any rigorous casihs
that would be minimized by the algorithm. However, it is interestioghote that
this algorithm, first appearing in the early 1990’s, is in fact the santbepopular
natural gradient algorithm introduced later by Amari, Cichocki, and Yojlr&j as
an extension to the original Bell-Sejnowski algorithm [36]. All Wwave to do is
chooseA as the unit matrix, the function(y) as the linear functiog(y) =y,
and the functiory (y) as a sigmoidal related to the true density of the sources. The
Amari-Cichocki-Young algorithm and the Bell-Sejnowski algorithrare reviewed
in Chapter 9 and it was shown how the algorithms are derived from tloeous
maximum likelihood criterion. The maximum likelihood approach alsls & what
kind of nonlinearities should be used, as discussed in Chapter 9.
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12.4 THE ESTIMATING FUNCTIONS APPROACH *

Consider the criterion of nonlinear decorrelations being zero, generalizadtmom
variablesy, ..., y,, shown in Eq. (12.12). Among the possible rogts...,y, of
these equations are the source sigrajs.., s,,. When solving these in an algorithm
like the Herault-Jutten algorithm or the Cichocki-Unbehauen algorithm, onadh f
solves the separating mati.

This notion was generalized and formalized by Amari and Cardoso [8] to the case
of estimating functions Again, consider the basic ICA model= As, s = B*x
whereB* is a true separating matrix (we use this special notation here to avgid an
confusion). An estimation function is a matrix-valued functiofx, B) such that

E{F(x,B")} = 0. (12.13)

This means that, taking the expectation with respect to the density thfe true
separating matrices are roots of the equati@nce these are solved from Eq. (12.13),
the independent components are directly obtained.

Example 12.1 Given a set of nonlinear function$(y1), ..., fn(yn), withy = Bx,
and defining a vector functiof(y) = [fi(y1), ..., f»(y»)]", @ suitable estimating
function for ICA is

F(x,B) = A —f(y)y" = A - f(Bx)(Bx)" (12.14)

because obviouslyf(y)y’ } becomes diagonal whd s a true separating matrix

B* andyy, ..., y, are independent and zero mean. Then the off-diagonal elements
become B f;(y:)y;} = E{fi(vi) }E{y;} = 0. The diagonal matrixA determinesthe
scales of the separated sources. Another estimating function is thédgttside of

the learning rule (12.11),

F(x,B)=[A - f(y)g(y")]B

There is a fundamental difference in the estimating function approach ceohmar
most of the other approachesto ICA: the usual starting point in IGAcisst function
that somehow measures how independent or nongaussian the gutprgsand the
independent components are solved by minimizing the cost function. rimas,
there is no such cost function here. The estimation function need no¢lgeatient
of any other function. In this sense, the theory of estimating funsti®aery general
and potentially useful for finding ICA algorithms. For a discussidithis approach
in connection with neural networks, see [328].

Itis not a trivial question how to design in practice an estimation foncto that
we can solve the ICA model. Even if we have two estimating functioas tibth
have been shaped in such a way that separating matrices are their roots, what is a
relevant measure to compare them? Statistical considerations are helgfuNote
that in practice, the densities of the souregand the mixtures:; are unknown in
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the ICA model. Itis impossible in practice to solve Eq. (12.13)uhsbecause the
expectation cannot be formed. Instead, it has to be estimated using adimifde of
x. Denoting this sample by(1), ...,x(T"), we use the sample function

E{F(x,B)} ~ % > F(x(t),B)

Its rootB is then an estimator for the true separating matrix. Obviously (seet@hap
4), the rootB = B[x(1),...,x(T)] is a function of the training sample, and it is
meaningful to consider its statistical properties like bias and variances. gives a
measure of goodness for the comparison of different estimation funsctibhe best
estimating function is one that gives the smallest error between theeéperating
matrix B* and the estimatB.

A patrticularly relevant measure is (Fisher) efficiency or asymptotic vaeaas
the sizeT' of the samplex(1),...,x(T") grows large (see Chapter 4). The goal is
to design an estimating function that gives the smallest variance, givesethaf
observationx(¢). Then the optimal amount of information is extracted from the
training set.

The general result provided by Amari and Cardoso [8] is that estimatimgfiins
of the form (12.14) are optimal in the sense that, giaey estimating functior¥,
one can always find a better or at least equally good estimating functiore(getise
of efficiency) having the form

F(x,B) = A—f(y)y" (12.15)
= A - f(Bx)(Bx)" (12.16)

whereA is a diagonal matrix. Actually, the diagonal matixhas no effect on the
off-diagonal elements df (x, B) which are the ones determining the independence
betweery;, y;; the diagonal elements are simply scaling factors.

The result shows that it is unnecessary to use a nonlinear fungtgrinstead of
y as the other one of the two functions in nonlinear decorrelation. Qréynonlinear
functionf(y), combined witty, is sufficient. Itis interesting that functions of exactly
the typef(y)y” naturally emerge as gradients of cost functions such as likelihood,;
the question of how to choose the nonlineayfity ) is also answered in that case. A
further example is given in the following section.

The preceding analysisis not related in any way to the practical methodsdimdin
the roots of estimating functions. Due to the nonlinearities, cldead solutions do
not exist and numerical algorithms have to be used. The simpleshitestdchastic
approximation algorithm for solving the roots Bfx, B) has the form

AB = —uF(x,B) (12.17)

with 1 an appropriate learning rate. In fact, we now discover that the learning rules
(12.9), (12.10) and (12.11) are examples of this more general frarkewo
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12,5 EQUIVARIANT ADAPTIVE SEPARATION VIA INDEPENDENCE

In most of the proposed approaches to ICA, the learning rules are grafiscent
algorithms of cost (or contrast) functions. Many cases have been coveneioys
chapters. Typically, the cost function has the foiktB) = E{G(y)}, with G
some scalar function, and usually some additional constraints are usee.aghin
y = Bx, and the form of the functiot’ and the probability density of determine
the shape of the contrast functidiiB).

It is easy to show (see the definition of matrix and vector gradients int€hap
that

0I(B) __ 9G(y)
oB i dy

)x"} = E{gly)x"} (12.18)

whereg(y) is the gradient of7(y). If B is square and invertible, then= B~ 'y
and we have

0.J(B)
0B
For appropriate nonlinearitieS(y), these gradients are estimating functions in
the sense that the elementsyomust be statistically independent when the gradient
becomes zero. Note also that in the forf{E(y)y” }}(B”)~!, the first factor
g(y)y” has the shape of apptimal estimating function (except for the diagonal
elements); see eq. (12.15). Now we also know how the nonlinear fungtion
can be determined: it is directly the gradient of the functi&iy) appearing in the
original cost function.
Unfortunately, the matrix inversioB”)~! in (12.19) is cumbersome. Matrix
inversion can be avoided by using the so-caliatural gradienintroduced by Amari
[4]. This is covered in Chapter 3. The natural gradient is obtained inctigs by
multiplying the usual matrix gradient (12.19) from the right batnix B” B, which
gives Eg(y)y” } B. The ensuing stochastic gradient algorithm to minimize the cost
function.J(B) is then

= E{g(y)y" }(B")" (12.19)

AB = —ug(y)y'B (12.20)

This learning rule again has the form of nonlinear decorrelations. @githe
diagonal elements in matrix ig(y)y”, the off-diagonal elements have the same
form as in the Cichocki-Unbehauen algorithm (12.11), with the twacfions now
given by the linear functiog and the gradierg(y).

This gradient algorithm can also be derived using the relative gradigatiunced
by Cardoso and Hvam Laheld [71]. This approach is also reviewed in Chapter
3. Based on this, the authors developed tleguivariant adaptive separation via
independenc€EASI) learning algorithm. To proceed from (12.20) to the EASI
learning rule, an extra step must be taken. In EASI, as in many other lgarnin
rules for ICA, a whitening preprocessing is considered for the mexitectorsx
(see Chapter 6). We first transformlinearly toz = Vx whose elements; have
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unit variances and zero covariancegzg’ } = I. As also shown in Chapter 6, an
appropriate adaptation rule for whitening is

AV = (I - zzT)V (12.21)

The ICA model using these whitened vectors instead of the original croesies
z = VAs, and itis easily seen that the mathA is an orthogonal matrix (a rotation).
Thus its inverse which gives the separating matrix is also orthogdysin earlier
chapters, let us denote the orthogonal separating matrwby

Basically, the learning rule foW would be the same as (12.20). However, as
noted by [71], certain constraints must hold in any updatingoif the orthogonality
is to be preserved at each iteration step. Let us denote the serial upd¥¥eusing
the learning rule (12.20), briefly, & + W + DW, where nowD = —pug(y)y".
The orthogonality condition for the updated matrix becomes

(W+DW)(W+DW)" =1+D+ D" +DD" =1

whereWW? = T has been substituted. AssumiBgsmall, the first-order approxi-
mation gives the condition thid = —D7', or D must be skew-symmetric. Applying
this condition to the relative gradient learning rule (12.20)¥ér we have

AW = —ulg(y)y” - yg(y)"|W (12.22)

where nowy = Wz. Contrary to the learning rule (12.20), this learning rule also
takes care of the diagonal elementsgéf )y’ in a natural way, without imposing
any conditions on them.

What is left now is to combine the two learning rules (12.21) and @220
just one learning rule for the global system separation matrix. BegausdVz =
WVx, this global separation matrix8 = WV. Assuming the same learning rates
for the two algorithms, a first order approximation gives

AB = AWV + WAV
= —ulgly)y” — yg(y) WV + u[WV - Wzz" W WV]
= —plyy" ~T+gly)y" —ye(y)'|B (12.23)

This is the EASI algorithm. It has the nice feature of combining hetfitening
and separation into a single algorithm. A convergence analysis as well & som
experimental results are given in [71]. One can easily see the close comrtedtie
nonlinear decorrelation algorithm introduced earlier.

The concept otquivariancethat forms part of the name of the EASI algorithm
is a general concept in statistical estimation; see, e.g., [395]. Equivardrare
estimator means, roughly, that its performance does not depend on thevatiieadf
the parameter. In the context of the basic ICA model, this means thaCtheah be
estimated with the same performance what ever the mixing matrix may be.vi&asS
one of the first ICA algorithms which was explicitly shown to be equiant. In fact,
most estimators of the basic ICA model are equivariant. For a detailedsii®n,
see [69].
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12.6 NONLINEAR PRINCIPAL COMPONENTS

One of the basic definitions of PCA was optimal least mean-square errorresimp
sion, as explained in more detail in Chapter 6. Assuming a randedimensional
zero-mean vectox, we search for a lower dimensional subspace such that the
residual error betweer and its orthogonal projection on the subspace is minimal,
averaged over the probability density vf Denoting an orthonormal basis of this
subspace by, ..., w,, the projection ofx on the subspace spanned by the ba-
sisis).;  (w/x)w;. Now n is the dimension of the subspace. The minimum
mean-square criterion for PCA is

minimize Ef||x — zn:(wa)wiH?} (12.24)

i
i=1

A solution (although not the unique one) of this optimizationgeon is given by the
eigenvectore, , ..., e,, of the data covariance mat®, = E{xx”'}. Then the linear
factorsw] x in the sum become the principal componetjts.

For instance, ifk is two-dimensional with a gaussian density, and we seek for a
one-dimensional subspace (a straight line passing through the cétiierdensity),
then the solution is given by the principal axis of the elliptical dgnsi

We now pose the question how this criterion and its solution are athiica
nonlinearity is included in the criterion. Perhaps the simplest naatmonlinear
extension is provided as follows. Assumigg.), ..., g, (.) a set of scalar functions,
as yet unspecified, let us look at a modified criterion to be minimized wiffetto
the basis vectors [232]:

J(wi..wn) = E{|lx — > gi(w]x)wi||”} (12.25)
i=1

This criterion was first considered by Xu [461] who called it the “least meprae
error reconstruction” (LMSER) criterion.

The only change with respectto (12.24) is thatinstead of the linearéaefox, we
now have nonlinear functions of them in the expansion that gives fv@®ximation
to x. In the optimal solution that minimizes the criteriof(wy, ..., w,), such
factors might be termed nonlinear principal components. Therefore, theitgeehof
finding the basis vectors; is here called “nonlinear principal component analysis”
(NLPCA).

Itshould be emphasized that practically always when a well-defined lineagpnobl
is extended into a nonlinear one, many ambiguities and alternative defsdrise.
This is the case here, too. The term “nonlinear PCA’ is by no means unique.
There are several other techniques, like the method of principal curvés 264]
or the nonlinear autoassociators [252, 325] that also give “nonlineaf.RCHkese
methods, the approximating subspace is a curved manifold, whileth&o to the
problem posed earlier is still a linear subspace. Only the coefficients coneisyy
to the principal components are nonlinear functionsoflt should be noted that



250 ICA BY NONLINEAR DECORRELATION AND NONLINEAR PCA

minimizing the criterion (12.25) does not give a smaller least mean s@ueor than
standard PCA. Instead, the virtue of this criterion is that it intceduhigher-order
statistics in a simple manner via the nonlineariggs

Before going into any deeper analysis of (12.25), it may be instrutbisee in
a simple special case how it differs from linear PCA and how it is in fact refated
ICA.

Ifthe functionsy;(y) were linear, as in the standard PCA technique, and the number
n of terms in the sum were equalte or the dimension ok, then the representation
error always would be zero, as long as the weight vectors are chosen ortreinor
For nonlinear functiong;(y), however, this is usually not true. Instead, in some
cases, at least, it turns out that the optimal basis veetprainimizing (12.25) will
be aligned with the independent components of the input vectors.

Example 12.2 Assume thak is a two-dimensional random vector that has a uniform
density in a unit square thati®taligned with the coordinate axes, z-, according to
Fig. 12.2. Thenitis easily shown that the elementsr, are uncorrelated and have
equal variances (equal to 1/3), and the covariance matriisftherefore equal to
1/3I. Thus, except for the scaling By 3, vectorx is whitened (sphered). However,
the elements are not independent. The problem is to find a rotatienWx of
x such that the elements of the rotated vestare statistically independent. It is
obvious from Fig. 12.2 that the elementssahust be aligned with the orientation of
the square, because then and only then the joint density is separablesipi@tiuct
of the two marginal uniform densities.

Because of the whitening, we know that the rows of the separating nVatrxust
be orthogonal. This is seen by writing

E{ss’} = WE{xx"}WT = %WWT (12.26)

Because the elements ands, are uncorrelated, it must hold that! w, = 0.

The solution minimizing the criterion (12.25), witv;, ws orthogonal two-
dimensional vectors angl (.) = g2(.) = ¢(.) a suitable nonlinearity, provides now
a rotation into independent components. This can be seen as followsmAdkat
g is a very sharp sigmoid, e.gz(y) = tanh(10y), which is approximately the sign
function. The terme:] g(wTlx)w; in criterion (12.25) becomes

w1g(Wi ) + wag (W3 x)
~ wisignw!x) + wysignwi x)

Thus according to (12.25), eagtshould be optimally represented by one of the four
possible point$+w,, w5 ), with the signs depending on the angles betweand

the basis vectors. Each choice of the two orthogonal basis vectors dikielegquare

of Fig. 12.2 into four quadrants, and by criterion (12.25), all tléfs in a given
guadrant must be represented in the least mean square sense by just gregoin
in the first quadrant where the angles betwseand the basis vectors are positive,
by the pointw; + w,. From Fig. 12.2, it can be seen that the optimal fit is obtained
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Fig. 12.2 A rotated uniform density

when the basis vectors are aligned with the axes», and the pointv; + ws is the
center of the smaller square bordered by the positive, axes.

For further confirmation, it is easy to compute the theoretical value efictist
function J(wy, ws) of Eq. (12.25) when the basis vectors andw, are arbitrary
orthogonal vectors [327]. Denoting the angle betwegnand thes; axis in Fig.
12.2 by#, we then have the minimal value dfw,, w,) for the rotatiord = 0, and
then the lengths of the orthogonal vectors are equal to 0.5. These avedtoes
shown in Fig. 12.2.

In the preceding example, it was assumed that the densiyi®uniform. For
some other densities, the same effect of rotation into independent dirsetiould
not be achieved. Certainly, this would not take place for gaussian gh=nwiith
equal variances, for which the criteriof(w, ..., w,) would be independent of
the orientation. Whether the criterion results in independent compsngepends
strongly on the nonlinearitieg (y). A more detailed analysis of the criterion (12.25)
and its relation to ICA is given in the next section.

12.7 THE NONLINEAR PCA CRITERION AND ICA

Interestingly, foprewhitened datat can be shown [236] that the original nonlinear
PCA criterion of Eqg. (12.25) has an exact relationship with other confuamst-
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tions like kurtosis maximization/minimization, maximum likeliba, or the so-called
Bussgang criteria. In the prewhitened case, wezuigstead ofx to denote the input
vector. Also, assume that in whitening, the dimensiom bfs been reduced to that
of s. We denote this dimension by. In this case, it has been shown before (see
Chapter 13) that matri¥V is n x n and orthogonal: it hold8VW7 = WTW =1.

First, it is convenient to change to matrix formulation. Denoting Wy =
(w1..w,)T the matrix that has the basis vectavs as rows, criterion (12.25) be-
comes

J(wi,...,wy,) = J(W) = E{||z— W' g(Wz)|]*}. (12.27)

The functiong(Wz) is a column vector with elemenis (w! z), ..., g, (wlz). We
can write now [236]

Iz~ W g(W2)|? = [2- W g(W2)]"[z— W g(Wa2)
[z~ WTg(W2)]" W Wz — W g(Waz)
Wz - WW7g(W2)|”

= |y -’

n

= Z[% — gi(wi))?,

i=1
with y = Wz. Therefore the criteriotd (W) becomes

n

Inrpca(W) = Z E{ly; — g:(y)]*} (12.28)

This formulation of the NLPCA criterion can now be related to several atbrtrast
functions.
As the first case, choogg(y) as the odd quadratic function (the same for all

) .
y_J vty ify>0
g'(y)_{—y2+y, if y <0

Then the criterion (12.28) becomes

Teurt(W) = D E{(wi —vs £ 47)°} = 3_Eui} (12.29)

This statistic was discussed in Chapter 8. Note that because the inauitagalbeen
whitened, the variance{g?} = w!E{zz}w; = wlw; = 1, so in the kurtosis
kurt(y;) = E{y}} — 3(E{y?})? the second term is a constant and can be dropped
in kurtosis maximization/minimization. What remains is criterion.2®. For this
function, minimizing the NLPCA criterion is exactly equivalent to mmimizing the
sum of the kurtoses af;.

As a second case, consider the maximum likelihood solution of the ICéeino

The maximum likelihood solution starts from the assumption thatdensity ok,
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due to independence, is factorizable(s) = pi(s1)p2(s2)...pn(sn). Suppose we
have a large sample(1), ....,x(7T") of input vectorsx available. It was shown in

3

Chapter 9 that the log-likelihood becomes

T n
log L(B) = Y ) "logpi(b] x(t)) + Tlog| det B (12.30)

t=1 i=1

where the vectorb; are the rows of matriB = A~'. In the case of a whitened
samplez(1),...,z(T), the separating matrix will be orthogonal. Let us denote it
again byW. We have

n

log L(W) =Y " log pi(w; z(t)) (12.31)

t=1 i=1

The second term in (12.30) is zero, because the determinant of the antdogatrix
W is equal to one.

Because this is a maximization problem, we can multiply the cost fun(t81)
by the constant/T. For largeT, this function tends to

Tun(W) = E{logpi(y:)} (12.32)

with y; = wlz.

From this, we can easily derive the connection between the NLPCA criterion
(12.28) and the ML criterion (12.32). In minimizing the sum (18),2an arbi-
trary additive constant and a positive multiplicative constant canitialty added.
Therefore, in the equivalence between the two criteria, we can consider themelati
(dropping the subscrigtfrom y; for convenience)

logpi(y) = a = Bly — gi(y)]* (12.33)
wherea andg > 0 are some constants, yielding
pi(y) o< exp[~Bly — gi(y)]’] (12.34)

This shows how to choose the functigiiy) for any given density; (y).
As the third case, the form of (12.28) is quite similar to the soeckBussgang
cost function used in blind equalization (see [170, 171]). We use Laimbetation

and approach [256]. He chooses only one nonlinearity) = ... = g,(y) = g(y):
—E 210/
gly) = S IP W) (12.35)
p(y)

The functionp(y) is the density of) andp’ (y)its derivative. Lambert [256] also gives
several algorithms for minimizing this cost function. Note that riosthe whitened
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data case the variancegpfs equal to one and the function (12.35) is simply the score
function

p'(y) d
= ———logp(y
p(y) dy )
Due to the equivalence of the maximum likelihood criterion to seveharatriteria
like infomax or entropic criteria, further equivalences of the NLPCA cidgtemvith

these can be established. More details are given in [236] and Chapter 14.

12.8 LEARNING RULES FOR THE NONLINEAR PCA CRITERION

Once the nonlinearitieg;(y) have been chosen, it remains to actually solve the
minimization problem in the nonlinear PCA criterion. Here we presensitmplest
learning algorithms for minimizing either the original NLPCA critani¢12.25) or
the prewhitened criterion (12.28). The first algorithm, the nuadir subspace rule, is
of the stochastic gradient descent type; this means that the expectatierciitérion

is dropped and the gradient of the sample function that only depend®qrdsent
sample of the input vectoxk(or z, respectively) is taken. This allows on-line learning
in which each input vector is used when it comes available and then discarded,;
see Chapter 3 for more details. This algorithm is a nonlinear generatfizatithe
subspace rule for PCA, covered in Chapter 6. The second algorithm reviewes
section, the recursive least-squares learning rule, is likewise awamijeneralization

of the PAST algorithm for PCA covered in Chapter 6.

12.8.1 The nonlinear subspace rule

Let us first consider a stochastic gradient algorithm for the originat @nction

(12.25), which in matrix form can be written dgW) = E{||x — W' g(Wx)||?}.

This problem was considered by one of the authors [232, 233] as wellXs [A61].
It was shown that the stochastic gradient algorithm is

AW = pu[F(Wx)Wrx? + g(Wx)r!] (12.36)
where
r=x- Wlg(Wx) (12.37)
is the residual error term and
F(Wx) = diadg' (w{ x), ..., ¢' (W] x)]. (12.38)

Thereg'(y) denotes the derivative of the functigfy). We have made the simplifying
assumption here that all the functiang.), ..., g (.) are equal; a generalization to the
case of different functions would be straightforward but the natatiould become
more cumbersome.

As motivated in more detail in [232], writing the update rule (B).3or an
individual weight vectow; shows that the first term in the brackets on the right-hand
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side of (12.36) affects the update of weight vectors much less than thedserm,
if the errorr is relatively small in norm compared to the input vectorlf the first
term is omitted, then we obtain the following learning rule:

AW = pg(y)[x" —gly")W] (12.39)
with y the vector
y = Wx (12.40)

Comparing this learning rule to the subspace rule for ordinary PCA,(&d.9)
in Chapter 6, we see that the algorithms are formally similar and becosesathe
if g is a linear function. Both rules can be easily implemented in the one-layer PCA
network shown in Fig. 6.2 of Chapter 6; the linear outpyts= w’ x must only be
changed to nonlinear versiogsy;) = g(w/x). This was the way the nonlinear
PCA learning rule was first introduced in [332] as one of the extens@mnemerical
on-line PCA computation.

Originally, in [232] the criterion (12.25) and the learning schem2.§®2) were
suggested for signal separation, but the exact relation to ICA was not &san
without prewhitening of the inputg, the method can separate signals to a certain
degree. However, if the inputs are whitened first, the separation performance is
greatly improved. The reason is that for whitened inputs, the critélidr25) and the
consequent learning rule are closely connected to well-known ICA objectst)(
functions, as was shown in Section 12.7.

12.8.2 Convergence of the nonlinear subspace rule *

Let us consider the convergence and behavior of the learning rule in théhcasiee
ICA model holds for the data. This is a very specialized section that mayijeesk
The prewhitened form of the learning rule is

AW = ug(y)[z" —gly")W] (12.41)
with y now the vector
y =Wz (12.42)
andz white, thus Ezz”} = 1. We also have to assume that the ICA model holds,
i.e., there exists an orthogonal separating mauixsuch that
s = Mz (12.43)

where the elements efare statistically independent. With whitening, the dimension
of z has been reduced to thatgfthus bothM andW aren x n matrices.

To make further analysis easier, we proceed by making a linear transfornation
the learning rule (12.41): we multiply both sides by the orthmjseparating matrix
M7, giving

AWM pg(Wz)[z' M" — g(z" W wM"] (12.44)

= pug(WM™Mz)[z"MT - g(z" MTMWT)wMT]
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where we have used the fact tidt’ M = 1. Denoting for the momerfd = WM”
and using (12.43), we have

AH = pg(Hs)[s" — g(s"H")H] (12.45)

This equation has exactly the same form as the original one (12.41m&ecally
the transformation by the orthogonal mathN&” simply means a coordinate change
to a new set of coordinates such that the elements of the input vector sxgries
these coordinates are statistically independent.

The goal in analyzing the learning rule (12.41) is to show that, sftom some
initial value, the matriXW will tend to the separating matrixI. For the transformed
weight matrixH = WM in (12.45), this translates into the requirement tHat
should tend to the unit matrix or a permutation matrix. Tlyes- Hs also would
tend to the vectos, or a permuted version, with independent components.

However, it turns out that in the learning rule (12.45), the urdttnm or a per-
mutation matrix generally cannot be the asymptotic or steady statacsoluthis
is due to the scaling given by the nonlineargy Instead, we can make the more
general requirement thal tends to a diagonal matrix or a diagonal matrix times a
permutation matrix. In this case the elementycf Hs will become the elements
of the original source vectay, in some order, multiplied by some numbers. In view
of the original problem, in which the amplitudes of the sigralsemain unknown,
this is actually no restriction, as independence is again attained.

To proceed, the difference equation (12.45) can be further analyzed bygwritin
down the corresponding averaged differential equation; for a discussithe tech-
nigue, see Chapter 3. The limit of convergence of (12.45) is among thepastically
stable solutions of the averaged differential equation. In practiceathisrequires
that the learning ratg is decreasing to zero at a suitable rate.

Now taking averages in (12.45) and also using the same sykibel H(¢) for
the continuous-time counterpart of the transformed weight méfriwe obtain

dH/dt = E{g(Hs)s"} — E{g(Hs)g(s"H")}H (12.46)

The expectations are over the (unknown) density of vectaie are ready to state
the main result of this section:

Theorem 12.1 In the matrix differential equation (12.46), assume the foilhgy
1. The random vecter has a symmetric density with &} = 0;
2. The elements &f denoteds, ..., s,,, are statistically independent;

3. The functiory(.) is odd, i.e.,g(y) = —g(—y) for all y, and at least twice
differentiable everywhere;

4. The functiory(.) and the density of are such that the following conditions
hold foralli =1, ...,n:

A; = E{s}g'(isi)} — 20E{g(a;s;)g (isi)si} — E{g*(a;s:)} <0
(12.47)
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where they;, i = 1,...,n are scalars satisfying

E{sig(aisi)} = a;E{g”(cisi)} (12.48)
5. Denoting
o? = E{s}} (12.49)
Bi = E{g¢*(ais:)} (12.50)
Ci = E{g'(asi)} (12.51)
Fp = E{uig(aisi)} (12.52)

both eigenvalues of tHex 2 matrix

< 0;Cj — a;C;F; — B; —a;C;Fj )
—a;C;F; 0;Ci — a;CiF; — B; (12.53)
have strictly negative real partsforallj = 1, ..., n.
Then the matrix
H = diag(an, ..., an) (12.54)

is an asymptotically stable stationary point of (12.46), whersatisfies Eq. (12.48).

The proof, as well as explanations of the rather technical conditions tfitorem,
are givenin [327]. The main pointis that the algorithm indeed convéogediagonal
matrix, if the initial valueH (0)is nottoo far fromit. Transforming back to the original
learning rule (12.41) fow, it follows thatW converges to a separating matrix.

Some special cases were givenin [327]. For example, if the nonlineaciyisen
as the simple odd polynomial

g(y) = yq7 q = 1737 57 77 i (12'55)

then all the relevant variables in the conditions of the theorem, for aplyapbility
density, will become moments ef. It can be shown (see exercises) that the stability
condition becomes

E{s?"'} — gE{s*}E{s?" '} > 0 (12.56)

Based on this, it can be shown that the linear funcji@r) = y never gives asymptotic
stability, while the cubic functiom(y) = y* leads to asymptotic stability provided
that the density of satisfies

E{s*} - 3(E{s*})? >0 (12.57)

This expression is exactly the kurtosis or the fourth order cuntudén [319]. If
and only if the density is positively kurtotic (supergaussiarg,stability condition
is satisfied for the cubic polynomialy) = 3.
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Fig. 12.3  The original images.

Example 12.3 The learning rule was applied to a signal separation problem in [235].
Consider the 9 digital images shown in Fig. 12.3. They were lineakgdwith a
randomly chosen mixing matriA into 9 mixture images, shown in Fig. 12.4.

Whitening, shown in Fig. 12.5, is not able to separate the images. \tfigen
learning rule (12.41) was applied to the mixtures witthah nonlinearity and the
matrix W was allowed to converge, it was able to separate the images as shown in
Fig. 12.6. In the figure, the images have been scaled to fit the gray levesej in
some cases, the sign has also been reversed to avoid image negatives.

12.8.3 The nonlinear recursive least-squares learning rul e

It is also possible to effectively minimize the prewhitened NLPCA ditef12.27)
using approximative recursive least-squares (RLS) techniques. GenRizyalgo-
rithms converge clearly faster than their stochastic gradient counterpagtachieve
a good final accuracy at the expense of a somewhat higher computationat heesed
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M3

Fig. 12.4  The mixed images.

advantages are the result of the automatic determination of the learrénmaraimeter
from the input data, so that it becomes roughly optimal.

The basic symmetric algorithm for the prewhitened problem was debyede of
the authors [347]. This is a nonlinear modification of the PAST atlyorintroduced
by Yang for the standard linear PCA [466, 467]; the PAST algorithm i@wed in
Chapter 6. Using indexto denote the iteration step, the algorithmis

q(t) = g(W(t—1)z(t)) =g(y(t) (12.58)
h(t) = P(t—1)q(t) (12.59)
m(t) = h(t)/[8+q" (t)h(t)] (12.60)
P(t) = %Tri[P(tfl)fm(t)hT(t)] (12.61)
r(t) = z(t) - W' (t—1)q(t) (12.62)
W(t) = W(t=1)+m()r"(b). (12.63)

The vector variablesy(t), h(t), m(¢), andr(¢) and the matrix variabld®(t) are
auxiliary variables, internal to the algorithm. As befozét) is the whitened input
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Fig. 12.5 The whitened images.

vector,y(t) is the output vectoiW (¢) is the weight matrix, ang is the nonlinearity
in the NLPCA criterion. The parametér is a kind of “forgetting constant” that
should be close to unity. The notation Tri means that only the upjaegular part
of the matrix is computed and its transpose is copied to the lower trlangart,
making the resulting matrix symmetric. The initial valuds(0) andP(0) can be
chosen as identity matrices.

This algorithm updates the whole weight math¥ (¢) simultaneously, treating
all the rows of W (%) in a symmetric way. Alternatively, it is possible to compute
the weight vectorsv;(¢) in a sequential manner using a deflation technique. The
sequential algorithm is presented in [236]. The authors show theeriexgntally
that the recursive least-squares algorithms perform better and havecfastergence
than stochastic gradient algorithms like the nonlinear subspace Igauién Yet, the
recursive algorithms are adaptive and can be used for tracking if thetismt$the
data or the mixing model are slowly varying. They seem to be robusitial values
and have relatively low computational load. Also batch versions of thersizeu
algorithm are derived in [236].
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~(W+NPCA1) W+NPCA2 ~(W+NPCA3)

¢

~(W+NPCA4) W+NPCA5

Fig. 12.6  The separated images using the nonlinear PCA criterioneardihg rule.

12.9 CONCLUDING REMARKS AND REFERENCES

The first part of this chapter reviewed some of the early research effoltSAn
especially the technique based on nonlinear decorrelations. It was based on the
work of Jutten, Hrault, and Ans [178, 179, 16]. A good overview is [227]. The
exact relation between the nonlinear decorrelation criterion and independence was
analyzed in the series of papers [228, 93, 408]. The Cichocki-Unbehaueiitaigo
was introducedin [82, 85, 84]; see also [83]. For estimating funstithre reference is
[8]. The EASI algorithm was derived in [71]. The efficiency of estimgtinnctions
can in fact be extended to the notion of superefficiency [7].

Somewhat related methods specialized for discrete-valued ICs were proposed in
[286, 379].

The review of nonlinear PCA is based on the authors’ original work2 [232,
233, 450, 235, 331, 327, 328, 347, 236]. A good review is ald@][1 Nonlinear
PCA is a versatile and useful starting point for blind signal procesdihhas close
connections to other well-known ICA approaches, as was shown in this chegaer
[236, 329]. It is unique in the sense that it is based on a least meanesguror
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formulation of the ICA problem. Due to this, recursive least mearasgjalgorithms
can be derived; several versions like the symmetric, sequential, and babcitheits
are given in [236].

Problems

12.1 Inthe Herault-Jutten algorithm (12.9,12.10), l&ty:) = v$ andf(y2) = vo.
Write the update equations so that omly x5, m12, andms; appear on the right-hand
side.

12.2 Consider the cost function (12.29). Assuming= Wz, compute the matrix
gradient of this cost function with respectW. Show that, except for the diagonal
elements, the matrix gradient is an estimating function, i.e., itsiaff@hal elements
become zero whew€ is a true separating matrix for whicWz = s. What are the
diagonal elements?

12.3 Repeat the previous problem for the maximum likelihood cost function
(12.32).

12.4 Consider the stationary points of (12.46). Show that the diagormétixn
(12.54) is a stationary point if (12.48) holds.

12.5 *In Theorem 12.1, let the nonlinearity be a simple polynomigly) = y?
with ¢ an odd positive integer. Assume for simplicity that all the sourgémve the
same density, so the subscriftan be dropped in the Theorem.

12.5.1. Solvea from Eqg. (12.48).

12.5.2. Show that the stability conditions reduce to Eq. (12.56).

12.5.3. Show that the linear functiog(y) = y does not fulfill the stability
condition.

12.6 Considerthe nonlinear subspace learning rule for whitened inpyt¢12.41).
Letus combine this rule with the whitening rule (12.21) in the savay as was done to
derive the EASI algorithm (12.23): writinB = WV andAB = AWV + WAV.
Like in the EASI derivation, assume th@&f is approximately orthogonal. Show that
we get the new learning rule

AB = ulg(y)y” —g(y)gy") +I-yy’].



13

Practical Considerations

In the preceding chapters, we presented several approaches for the estimation o
the independent component analysis (ICA) model. In particular, sevewithlgs
were proposed for the estimation of the basic version of the modethwias a
square mixing matrix and no noise. Now we are, in principle, ready to ahplse
algorithms on real data sets. Many such applications will be discussedtitvP
However, when applying the ICA algorithms to real data, some practical con-
siderations arise and need to be taken into account. In this chapter, wesdiscus
different problems that may arise, in particular, overlearning and noitieeirlata.
We also propose some preprocessing techniques (dimension reductioimdipal
component analysis, time filtering) that may be useful and even necessany thefo
application of the ICA algorithms in practice.

13.1 PREPROCESSING BY TIME FILTERING

The success of ICA for a given data set may depend crucially on performing som
application-dependent preprocessing steps. In the basic methods ditquske
previous chapters, we always used centering in preprocessing, and oftenindi

was done as well. Here we discuss further preprocessing methods thattare no
necessary in theory, but are often very useful in practice.

263
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13.1.1 Why time filtering is possible

In many cases, the observed random variables are, in fact, time signals seties
which means that they describe the time course of some phenomenortemsys
Thus the sample indexn z;(¢) is atime index. In such a case, it may be very useful
to filter the signals. In other words, this means taking moving averafjéne time
series. Of course, in the ICA model no time structure is assumed, exirfijtis not
always possible: If the sample point&) cannot be ordered in any meaningful way
with respect ta, filtering is not meaningful, either.

For time series, any linear filtering of the signals is allowed, sinceoésonot
change the ICA model. In fact, if we filter linearly the observed signalg) to
obtain new signals, say; (¢), the ICA model still holds for:}(t), with the same
mixing matrix. This can be seen as follows. DenoteXyhe matrix that contains
the observationg(1), ...,x(T') as its columns, and similarly f&. Then the ICA
model can be expressed as:

X = AS (13.1)

Now, time filtering ofX corresponds to multiplyin& from the rightby a matrix, let
us call itM. This gives

X* = XM = ASM = AS* (13.2)

which shows that the ICA model still remains valid. The independent co@ipts
are filtered by the same filtering that was applied on the mixtures. Thepaire
mixed with each other i8* because the matrixI is by definition a component-wise
filtering matrix.

Since the mixing matrix remains unchanged, we can use the filtered data in th
ICA estimating method only. After estimating the mixing matrix, we aaply the
same mixing matrix on the original data to obtain the independent coemts.

The question then arises what kind of filtering could be useful. IndHeviing,
we consider three different kinds of filtering: high-pass and low-fiitesing, as
well as their compromise.
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13.1.2 Low-pass filtering

Basically, low-pass filtering means that every sample point is replaced kyghted
average of that point and the points immediately befofe iThis is a form of
smoothinghe data. Then the matriXI in (13.2) would be something like

.11 1.0 0 0 0 O..
.01 1100 0 O..
1{..0 01 1100 O..

M_§ .00 001 110 0.. (13.3)
.00 001 11 0..
.00 000 1 1 1..

Low-pass filtering is often used because it tends to reduce noise. Thiwédl-a
known property in signal processing that is explained in most bagiabprocessing
textbooks.

Inthe basic ICA model, the effect of noise is more or less neglected @ €r 15
for a detailed discussion. Thus basic ICA methods work much betterdaith that
does not have much noise, and reducing noise is thus useful and sometiemes
necessary.

A possible problem with low-pass filtering is that it reduces thenmiation in the
data, since the fast-changing, high-frequency features of the data arétloften
happens that this leads to a reduction of independence as well (see nexf)section

13.1.3 High-pass filtering and innovations

High-pass filtering is the opposite of low-pass filtering. Thepis to remove slowly
changing trends from the data. Thus a low-pass filtered version isastdutr from

the signal. A classic way of doing high-pass filtering is differencimbich means
replacing every sample point by the difference between the value at thatgmain
the value at the preceding point. Thus, the maldxn (13.2) would be

.1 =1 0 0 0 0 0..
.01 -1 0 0 0 O..
..0 0 1 -1 0 0 O..
M= .00 0 1 -1 0 0.. (13.4)
.00 0 0 1 -1 0..
.00 0 0 0 1 1..

1To have a causal filter, points after the current point mayefteout of the averaging.
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High-pass filtering may be useful in ICA because in certain cases it increases
the independence of the components. It often happens in practice that the-com
nents have slowly changing trends or fluctuations, in which case thayoaneery
independent. If these slow fluctuations are removed by high-pass fijtdhefil-
tered components are often much more independent. A more principled approach
high-pass filtering is to consider it in the light of innovation pegses.

Innovation processes  Given a stochastic procesg), we define its innovation

processi(t) as the error of the best prediction gft), given its past. Such a best
prediction is given by the conditional expectationsgf) given its past, because it
is the expected value of the conditional distributiorsf) given its past. Thus the
innovation process df(t) is defined by

5(t) = s(t) — E{s(t)[s(t — 1),s(t — 2), ..} (13.5)

The expression “innovation” describes the fact th@) contains all the new infor-
mation about the process that can be obtained attinyeobservings(t).

The concept of innovations can be utilized in the estimation of the ICAehdue
to the following property:

Theorem 13.11f x(t¢) ands(t) follow the basic ICA model, then the innovation
processex(t) ands(t) follow the ICA model as well. In particular, the components
3;(t) are independent from each other.

On the other hand, independence of the innovations doeisply the indepen-
dence of thes;(¢). Thus, theinnovations are more often independémm each
other than the original processes. Moreover, one could argue that tbeations
are usuallymore nongaussiathan the original processes. This is becausestfig
is a kind of moving average of the innovation process, and sums tebd toore
gaussian than the original variable. Together these mean that the inmopedzess
is more susceptible to be independent and nongaussian, and thuslitthiiliasic
assumptions in ICA.

Innovation processes were discussed in more detail in [194], where ialsas
shown that using innovations, it is possible to separate sigmaégés of faces) that
are otherwise strongly correlated and very difficult to separate.

The connection between innovations and ordinary filtering techniqueatistit
computation of the innovation process is often rather similar to lpigbs filtering.
Thus, the arguments in favor of using innovation processes apply atpledly in
favor of high-pass filtering.

A possible problem with high-pass filtering, however, is that it imayease noise
for the same reasons that low-pass filtering decreases noise.

13.1.4 Optimal filtering

Both of the preceding types of filtering have their pros and cons. Ttimam would
be to find a filter that increases the independence of the components whiténgd
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noise. To achieve this, some compromise between high- and low-pasgsadjlitnay
be the best solution. This leads to band-pass filtering, in whichititeekt and the
lowest frequencies are filtered out, leaving a suitable frequency bandwedet
What this band should be depends on the data and general answers areblapossi
give.

In addition to simple low-pass/high-pass filtering, one might alse more so-
phisticated techniques. For example, one might take the (1-D) wavehsfarms of
the data[102, 290, 17]. Other time-frequency decompositions cauéd as well.

13.2 PREPROCESSING BY PCA

A common preprocessing technique for multidimensional data is to rethdienen-
sion by principal component analysis (PCA). PCA was explained in mord detai
Chapter 6. Basically, the data is projected linearly onto a subspace

x=E,x (13.6)

so that the maximum amount of information (in the least-squares senseserved.
Reducing dimension in this way has several benefits which we discuss imextte
subsections.

13.2.1 Making the mixing matrix square

First, let us consider the case where the the number of independent centpon
is smaller than the number of mixtures, say Performing ICA on the mixtures
directly can cause big problems in such a case, since the basic ICA model does no
hold anymore. Using PCA we can reduce the dimension of the dataAdter such
a reduction, the number of mixtures and ICs are equal, the mixing matsiuare,
and the basic ICA model holds.

The question is whether PCA is able to find the subspace correctly, schthat t
n ICs can be estimated from the reduced mixtures. This is not true in gehatal,
in a special case it turns out to be the case. If the data consist$Cs only, with
no noise added, the whole data is contained imatimensional subspace. Using
PCA for dimension reduction clearly finds thisdimensional subspace, since the
eigenvalues corresponding to that subspace, and only those eigenvalueszam®n
Thus reducing dimension with PCA works correctly. In practice, the datauslly
not exactly contained in the subspace, due to noise and other factofsthauhoise
level is low, PCA still finds approximately the right subspace; see Seétib.3. In
the general case, some “weak” ICs may be lost in the dimension reduction groces
but PCA may still be a good idea for optimal estimation of the “stroi@g [313].

Performing first PCA and then ICA has an interesting interpretation in tefms
factor analysis. In factor analysis, it is conventional that after findirggfétttor
subspace, the actual basis vectors for that subspace are determined by seniae crit
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that make the mixing matrix as simple as possible [166]. This is ctdletdr rotation
Now, ICA can be interpreted as one method for determining this factorootdtased
on higher-order statistics instead of the structure of the mixingiraat

13.2.2 Reducing noise and preventing overlearning

A well-known benefit of reducing the dimension of the data is that it cedwnoise,
as was already discussed in Chapter 6. Often, the dimensions that have liget om
consist mainly of noise. This is especially true in the case where théauofi ICs

is smaller than the number of mixtures.

Another benefit of reducing dimensions is that it prevents overleartonghich
the rest of this subsection is devoted. Overlearning means that if timperuof
parameters in a statistical model is too large when compared to the number of
available data points, the estimation of the parameters becomes diffitaytye
impossible. The estimation of the parameters is then too much determjribe b
available sample points, instead of the actual process that generated thetteha,
is what we are really interested in.

Overlearning in ICA [214] typically produces estimates of the ICs thaeha
single spike or bump, and are practically zero everywhere else. This is ledodbe
space of source signals of unit variance, nongaussianity is more or esmired
by such spike/bump signals. This becomes easily comprehensible if wgleons
the extreme case where the sample §izequals the dimension of the data and
these are both equal to the number of independent componenitgt us collect
the realizationsx(t) of x as the columns of the matriX, and denote bys the
corresponding matrix of the realizations«if), as in (13.1). Note that now all the
matrices in (13.1) are square. This means that by changing the valueqanid
keepingX fixed), we can give any values whatsoever to the elemerfss dtis is
a case of serious overlearning, not unlike the classic case of regrestipaqual
numbers of data points and parameters.

Thus it is clear that in this case, the estimateSothat is obtained by ICA
estimation depends little on the observed data. Let us assume that tliteedefs
the source signals are known to be supergaussian (i.e., positivébticl Then the
ICA estimation basically consists of finding a separating mdrihat maximizes a
measure of the supergaussianities (or sparsities) of the estimatesotitte signals.
Intuitively, it is easy to see that sparsity is maximized when the soligoals each
have only one nonzero point. Thus we see that ICA estimation withsarificient
sample size leads to a form of overlearning that gives artifactual (sm)rsmurce
signals. Such source signals are characterized by &piges

An important fact shown experimentally [214] is that a similar phenoones
much more likely to occur if the source signals are not independentlydemdically
distributed (i.i.d.) in time, but have strong time-dependenciessuch cases the
sample size needed to get rid of overlearning is much larger, and the soymedssi
are better characterized byumps i.e., low-pass filtered versions of spikes. An
intuitive way of explaining this phenomenon is to consider such aadigs being
constant onV/k blocks ofk consecutive sample points. This means that the data can
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be considered as really having oly/ k sample points; each sample point has simply
been repeated times. Thus, in the case of overlearning, the estimation procedure
gives “spikes” that have a width @ftime points, i.e., bumps.

Here we illustrate the phenomenon by separation of artificial sourcelsign
Three positively kurtotic signals, with 500 sample points each, weesl in these
simulations, and are depicted in Fig. 13.1Five hundred mixtures were produced,
and a very small amount of gaussian noise was added to each mixture separately.

As an example of a successful ICA estimation, Fig. 18shows the result of
applying the FastICA and maximum likelihood (ML) gradient ascent allyors
(denoted by “Bell-Sejnowski”) to the mixed signals. In both approachegytepro-
cessing (whitening) stage included a dimension reduction of the datdhia first
three principal components. It is evident that both algorithms aretatdztract all
the initial signals.

In contrast, when the whitening is made with very small dimension réatugive
took 400 dimensions), we see the emergence of spiky solutiongXiie functions),
which is an extreme case of kurtosis maximization (Fig. 3. The algorithm used
in FastICA was of a deflationary type, from which we plot the first five poments
extracted. As for the ML gradient ascent, which was of a symmetric typehaw s
five representative solutions to the 400 extracted.

Thus, we see here that without dimension reduction, we are not abléraes
the source signals.

Fig. 13.1d presents an intermediate stage of dimension reduction (from thealrigin
500 mixtures we took 50 whitened vectors). We see that the actual sognedssare
revealed by both methods, even though each resulting vector is morethaisthe
ones shown in Fig. 13 A.

Forthe final example, in Fig. 13elwe low-pass filtered the mixed signals, prior to
the independent component analysis, using a 10 delay moving averag&ékerg
the same amount of principal components asl,inve can see that we lose all the
original source signals: the decompositions show a bumpy steicturesponding to
the low-pass filtering of the spiky outputs presented ithrough low-pass filtering,
we have reduced the information contained in the data, and so the estingtio
rendered impossible even with this, not very weak, dimension reductibas, we
see that with this low-pass filtered data, a much stronger dimension ieuluost
PCA is necessary to prevent overlearning.

In addition to PCA, some kind of prior information on the mixingitrix could be
useful in preventing overlearning. This is considered in detail in Se&fbl.3.

13.3 HOW MANY COMPONENTS SHOULD BE ESTIMATED?

Another problem that often arises in practice is to decide the number aflGe
estimated. This problem does not arise if one simply estimates the samigen
of components as the dimension of the data. This may not always be adgmd i
however.
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First, since dimension reduction by PCA is often necessary, one mussehoo
the number of principal components to be retained. This is a classidepnopb
see Chapter 6. It is usually solved by choosing the minimum numbetirdipal
components that explain the data well enough, containing, for exafiieof the
variance. Often, the dimensionis actually chosen by trial and error withearétical
guidelines.

Second, for computational reasons we may prefer to estimate only a smaller
number of ICs than the dimension of the data (after PCA preprocessihig)isithe
case when the dimension of the data is very large, and we do not want to thduce
dimension by PCA too much, since PCA always contains the risk of notdimgjuhe
ICsinthe reduced data. Using FastICA and other algorithms that allomvatsin of
a smaller number of components, we can thus perform a kind of dimeresioction
by ICA. In fact, this is an idea somewhat similar to projection purstiere, it is
even more difficult to give any guidelines as to how many componentddibeu
estimated. Trial and error may be the only method applicable.

Information-theoretic, Bayesian, and other criteria for determiningntivaber of
ICs are discussed in more detail in [231, 81, 385].

13.4 CHOICE OF ALGORITHM

Now we shall briefly discuss the choice of ICA algorithm from a practiéaiwpoint.
As will be discussed in detail in Chapter 14, most estimation princgoelobjective
functions for ICA are equivalent, at least in theory. So, the main choieglisced to
a couple of points:

¢ One choice is between estimating all the independent components in parallel,
or just estimating a few of them (possibly one-by-one). This cooedp to
choosing between symmetric and hierarchical decorrelation. In most cases,
symmetric decorrelation is recommended. Deflation is mainly useful in the
case where we want to estimate only a very limited number of ICs, and other
special cases. The disadvantage with deflationary orthogonalization ib¢hat t
estimation errors in the components that are estimated first accumulate and
increase the errors in the later components.

e One must also choose the nonlinearity used in the algorithms. It dbatribe
robust, nonpolynomial nonlinearities are to be preferred in mostiegifns.
The simplest thing to do is to just use thenh function as the nonlinearity
g. This is sufficient when using FastICA. (When using gradient algarth
especially in the ML framework, a second function needs to be used as well;
see Chapter 9.)

¢ Finally, there is the choice between on-line and batch algorithms. It mos
cases, the whole data set is available before the estimation, which is called
in different contexts batch, block, or off-line estimation. This he tcase
where FastICA can be used, and it is the algorithm that we recommend. On-



272 PRACTICAL CONSIDERATIONS

line or adaptive algorithms are needed in signal-processing applicatlere

the mixing matrix may change on-line, and fast tracking is needed. In the
on-line case, the recommended algorithms are those obtained by stochastic
gradient methods. It should also be noted that in some cases, the FastICA
algorithm may not converge well as Newton-type algorithms sometirtebiée
oscillatory behavior. This problem can be alleviated by using gradietioals,

or combinations of the two (see [197]).

13.5 CONCLUDING REMARKS AND REFERENCES

In this chapter, we considered some practical problems in ICA. When dealihg w
time signals, low-pass filtering of the data is useful to reduce ndethe other
hand, high-pass filtering, or computing innovation processes is lusdficrease the
independence and nongaussianity of the components. One of these, opthbir
nation may be very useful in practice. Another very useful thing to dorisdace the
dimension of the data by PCA. This reduces noise and prevents overkgaltimay
also solve the problems with data that has a smaller number of ICs tixaures.

Problems
13.1 Take a Fourier transform on every observed signél). Does the ICA model

still hold, and in what way?

13.2 Prove the theorem on innovations.
Computer assignments
13.1 Take a gaussian white noise sequence. Low-pass filter it by a low-pass filt

with coefficients (...,0,0,1,1,1,1,1,0,0,0,...). What does idpeas look like?

13.2 High-passfilter the gaussian white noise sequence. What does the smnal |
like?

13.3 Generate 100 samples of 100 independent components. Run FastICA on this
data without any mixing. What do the estimated ICs look like? Is tHmast of the
mixing matrix close to identity?
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Overview and Comparison
of Basic ICA Methods

In the preceding chapters, we introduced several different estimatiocigdgs and
algorithms for independent component analysis (ICA). In this chapteprevide
an overview of these methods. First, we show that all these estimatiocigles
are intimately connected, and the main choices are between cumulant-based vs.
negentropy/likelihood-based estimation methods, and between onesumnulti-
unit methods. In other words, one must choose the nonlinearityrendiicorrelation
method. We discuss the choice of the nonlinearity from the viewpdistatistical
theory. In practice, one must also choose the optimization method. Wearerthe
algorithms experimentally, and show that the main choice here is betwekmeon
(adaptive) gradient algorithms vs. fast batch fixed-point algorithms.

At the end of this chapter, we provide a short summary of the wholeaof I,
that is, of basic ICA estimation.

14.1 OBJECTIVE FUNCTIONS VS. ALGORITHMS

A distinction that has been used throughout this book is between timeiFation of
the objective function, and the algorithm used to optimize it. Orghtréxpress this
in the following “equation”:

ICA method= objective functior+ optimization algorithm
In the case of explicitly formulated objective functions, one can usedrthe

classic optimization methods, for example, (stochastic) gradient megmetNewton
273
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methods. In some cases, however, the algorithm and the estimaticippgimay be
difficult to separate.

The properties of the ICA method depend on both of the objective fumetnd
the optimization algorithm. In particular:

e the statistical properties (e.g., consistency, asymptotic varianagstredss) of
the ICA method depend on the choice of the objective function,

¢ the algorithmic properties (e.g., convergence speed, memory requirements
numerical stability) depend on the optimization algorithm.

Ideally, these two classes of properties are independent in the sensefféraindi
optimization methods can be used to optimize a single objective funciiod a
single optimization method can be used to optimize different objeativetions. In

this section, we shall first treat the choice of the objective functiomtla@n consider
optimization of the objective function.

14.2 CONNECTIONS BETWEEN ICA ESTIMATION PRINCIPLES

Earlier, we introduced several different statistical criteria for estiomatif the ICA
model, including mutual information, likelihood, nongaussiamitgasures, cumu-
lants, and nonlinear principal component analysis (PCA) criteria. Each oé thes
criteria gave an objective function whose optimization enables ICA asitm We
have already seen that some of them are closely connected; the purposeextibis

is to recapitulate these results. In fact, almost all of these estimaiiocigdes can be
considered as different versions of the same general criterion. Aftemtbidjscuss

the differences between the principles.

14.2.1 Similarities between estimation principles

Mutual information gives a convenient starting point for showing similarity be-
tween different estimation principles. We have for an invertible lineargformation
y = Bx:

I(y1, Y2, yn) = H(y:) — H(x) — log| det B| (14.1)

If we constrain they; to be uncorrelated and of unit variance, the last term on the
right-hand side is constant; the second term does not depertl amyway (see
Chapter 10). Recall that entropy is maximized by a gaussian distributiban
variance is kept constant (Section 5.3). Thus we seentfigitnization of mutual
information meansmaximizing the sum of the nongaussianitiésthe estimated
components. If these entropies (or the corresponding negentropeg)@moximated

by the approximations used in Chapter 8, we obtain the same algorithnsthat
chapter.
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Alternatively, we could approximate mutual information by approxinmthe
densities of the estimated ICs by some parametric family, and usingbttagned
log-density approximations in the definition of entropy. Thus veéad a method
that is essentially equivalent toaximum likelihood (ML) estimation

The connections to other estimation principles can easily be seen usirlgdibe
First of all, to see the connectiontmnlinear decorrelationit is enough to compare
the natural gradient methods for ML estimation shown in (9.17) withrtonlinear
decorrelation algorithm (12.11): they are of the same form. Thus,gglimation
gives a principled method for choosing the nonlinearities in nonlideaorrelation.
The nonlinearities used are determined as certain functions of the pribpdéiisity
functions (pdf’s) of the independent components. Mutual informadimes the same
thing, of course, due to the equivalency discussed earlier. Likewisenahlin-
ear PCA methods were shown to be essentially equivalent to ML estimation (and
therefore, most other methods) in Section 12.7.

The connection of the preceding principles to cumulant-based criteria caebe s
by considering the approximation of negentropy by cumulants as i5E2p):

1 1
J(y) ~ EE{zﬁ}2 + Ekurt(y)2 (14.2)

where the first term could be omitted, leaving just the term contaikimtpsis.
Likewise, cumulants could be used to approximate mutual informatiooe mutual
information is based on entropy. More explicitly, we could consitierfbllowing
approximation of mutual information:

Iy) i —cp Y kurt(y;)? (14.3)

wherec; andce, are some constants. This shows clearly the connection between
cumulants and minimization of mutual information. Moreover, the taabmethods

in Chapter 11 were seen to lead to the same fixed-point algorithm as the izatiom

of nongaussianity as measured by kurtosis, which shows that theyingavgoy much

the same thing as the other kurtosis-based methods.

14.2.2 Differences between estimation principles

There are, however, a couple of differences between the estimation prirecspiesl.

1. Some principles (especially maximum nongaussianity) are able toatstim
single independent components, whereas others need to estimate all the com-
ponents at the same time.

2. Some objective functions use nonpolynomial functions basedegagsumed)
probability density functions of the independent components, whetbaasso
use polynomial functions related to cumulants. This leads to different n
guadratic functions in the objective functions.

3. In many estimation principles, the estimates of the ICs are constraorza
uncorrelated. This reduces somewhat the space in which the estimation is
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performed. Considering, for example, mutual information, thereisaason

why mutual information would be exactly minimized by a decompositiit

gives uncorrelated components. Thus, this decorrelation constraihtlglig
reduces the theoretical performance of the estimation methods. In practice,
this may be negligible.

4. Oneimportant difference in practice is that often in ML estimatiandnsities
of the ICs are fixed in advance, using prior knowledge on the independent
components. This is possible because the pdf’s of the ICs need nablaak
with any great precision: in fact, it is enough to estimate whether theyuare s
or supergaussian. Nevertheless, if the prior information on ther@atuthe
independent components is not correct, ML estimation will give completely
wrong results, as was shown in Chapter 9. Some care must be taken with ML
estimation, therefore. In contrast, using approximations of negepntthis
problem does not usually arise, since the approximations we haveruted i
book do not depend on reasonable approximations of the densities. dileeref
these approximations are less problematic to use.

14.3 STATISTICALLY OPTIMAL NONLINEARITIES

Thus, from a statistical viewpoint, the choice of estimation metisatidre or less
reduced to the choice of the nonquadratic functibthat gives information on the
higher-order statistics in the form of the expectatiofiZ (b x)}. In the algorithms,
this choice corresponds to the choice of the nonlinegrityat is the derivative of;.
In this section, we analyze the statistical properties of different neatities. This
is based on the family of approximations of negentropy given in (8.2bis family
includes kurtosis as well. For simplicity, we consider here the esitimat just one
IC, given by maximizing this nongaussianity measure. This is essgrigliivalent
to the problem

max  E{+G(b"x 14.4
. {+G(b %)} (14.4)
where the sign off depends of the estimate on the sub- or supergausmarbt@mf

The obtained vector is denoted by The two fundamental statistical propemeshof
that we analyze are asymptotic variance and robustness.

14.3.1 Comparison of asymptotic variance *

In practice, one usually has only a finite samplé/obbservations of the vector.
Therefore, the expectations in the theoretical definition of the objeftination are in
fact replaced by sample averages. This results in certain errors in the esfimatol
it is desired to make these errors as small as possible. A classic meashissaofdr
is asymptotic (co)variance, which means the limit of the covariance mdtix/@ as
T — oo. This gives an approximation of the mean-square errdr, afs was already
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discussed in Chapter 4. Comparison of, say, the traces of the asynvattaicces of
two estimators enables direct comparison of the accuracy of two estimatoecad
solve analytically for the asymptotic variancelgfobtaining the following theorem
[193]:

Theorem 14.1 The trace of the asymptotic variancelofas defined above for the
estimation of the independent compongnequals

L B{g(s)) — (Bisigls))?
Va = O = FgG —g (5012 (14.5)

whereyg is the derivative of7, andC'(A) is a constant that depends only én

The theorem is proven at the appendix of this chapter.

Thus the comparison of the asymptotic variances of two estimatamsdatifferent
nonquadratic function& boils down to a comparison of tH&;. In particular, one
can use variational calculus to findGathat minimizesVg. Thus one obtains the
following theorem [193]:

Theorem 14.2 The trace of the asymptotic variancetofs minimized whef is of
the form

Gopt(y) = c1log pi(y) + coy? +c3 (14.6)
wherep; is the density function af;, ande,, ¢o, c3 are arbitrary constants.

For simplicity, one can choos&,,:(y) = logp;(y). Thus, we see that the optimal
nonlinearity is in fact the one used in the definition of negentrogyis Shows that
negentropy is the optimal measure of nongaussiaaitjeast inside those measures
that lead to estimators of the form considered Hefdso, one sees that the optimal
function is the same as the one obtained for several units by the madikalihood
approach.

14.3.2 Comparison of robustness *

Another very desirable property of an estimator is robustness agaitisreu This
means that single, highly erroneous observations do not have muaotnioéwn the
estimator. In this section, we shall treat the question: How does thestioess of
the estimatob depend on the choice of the functiG? The main result is that the
functionG(y) should not grow fast as a function of] if we want robust estimators.
In particular, this means that kurtosis gives nonrobust estimattishvimay be very
disadvantagous in some situations.

10ne has to take into account, however, that in the definitfaregentropy, the nonquadratic function is
not fixed in advance, whereas in our nongaussianity meagstrissfixed. Thus, the statistical properties
of negentropy can be only approximatively derived from auailgsis.
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First, note that the robustnesslofiepends also on the method of estimation used
in constraining the variance #f x to equal unity, or, equivalently, the whitening
method. This is a problem independent of the choicé/ofIn the following, we
assume that this constraint is implemented in a robust way. In partietdaassume
that the data is sphered (whitened) in a robust manner, in which case tbieaioin
reduces td|w|| = 1, wherew is the value ofb for whitened data. Several robust
estimators of the variance &'z or of the covariance matrix of are presented in
the literature; see reference [163].

The robustness of the estimatér can be analyzed using the theory of M-
estimators. Without going into technical details, the definition of aedmator
can be formulated as follows: an estimator is called an M-estimator if it inel@fis
the solutiord for 6 of

E{Y(2,0)} =0 (14.7)

wherez is a random vector and is some function defining the estimator. Now, the
pointis that the estimatod is an M-estimator. To see this, defifhe= (w, \), where

A is the Lagrangian multiplier associated with the constraint. Usind_tggange
conditions, the estimatev can then be formulated as the solution of Eq. (14.7) where
1 is defined as follows (for sphered data):

e = (LRI )

wherec = (E,{G(wTz)} — E,{G(r)}) ! is an irrelevant constant.

The analysis of robustness of an M-estimator is based on the concept of an
influence function/ F'(z, é). Intuitively speaking, the influence function measures
the influence of single observations on the estimator. It would bieadés to have
an influence function that is bounded as a functior,0és this implies that even
the influence of a far-away outlier is “bounded”, and cannot change the estimat
too much. This requirement leads to one definition of robustness, vidichlled
B-robustness. An estimator is called B-robust, if its influence fanci$ bounded
as a function of, i.e.,sup, |1 F(z,8)| is finite for everyd. Even if the influence
function is not bounded, it should grow as slowly as possible wheingrows, to
reduce the distorting effect of outliers.

It can be shown that the influence function of an M-estimator equals

IF(z,0) = Bi)(z,6) (14.9)

(14.8)

whereB is an irrelevant invertible matrix that does not dependzorOn the other
hand, using our definition af, and denoting byy = w’'z/||z|| the cosine of the
angle betweem andw , one obtains easily

(. (w, V)2 = C1 = h2(w"'z) + Coh(w"2) + Cy
v (14.10)

whereC', Cy, C3 are constants that do not dependzoandhi(y) = yg(y). Thus we
see that the robustnesswfessentially depends on the behavior of the funchi@r).
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The slowerh(u) grows, the more robust the estimator. However, the estimator really
cannot be B-robust, because thim the denominator prevents the influence function
from being bounded for alt. In particular, outliers that are almost orthogonaiitp

and have large norms, may still have a large influence on the estir&iese results

are stated in the following theorem:

Theorem 14.3 Assume that the data is whitened (sphered) in a robust manner.
Then the influence function of the estimagois never bounded for af. However,

if h(y) = yg(y) is bounded, the influence function is bounded in sets of the form
{z | wTz/||z|| > €} for everye > 0, whereg is the derivative of.

In particular, if one chooses functionG(y) that is boundegdh is also bounded,
andw is quite robust against outliers. If this is not possible, oneighat least choose
a functionG(y) that does not grow very fast whég grows. If, in contrast@(y)
grows very fast whety| grows, the estimates depend mostly on a few observations far
from the origin. This leads to highly nonrobust estimators, witiah be completely
ruined by just a couple of bad outliers. This is the case, for examplenwhrtosis
is used, which is equivalent to usingwith G(y) = y*.

14.3.3 Practical choice of nonlinearity

It is useful to analyze the implications of the preceding theoretical ebyltonsid-
ering the following family of density functions:

Da(s) = Ci exp(Csls|*) (14.12)

wherea is a positive constant, and,, C; are normalization constants that ensure
thatp,, is a probability density of unit variance. For different values of alphe, t
densities in this family exhibit different shapes. Bot a < 2, one obtains a sparse,
supergaussian density (i.e., a density of positive kurtosis)aFer2, one obtains the
gaussian distribution, and far > 2, a subgaussian density (i.e., a density of negative
kurtosis). Thus the densities in this family can be used as exampleifferedt
nongaussian densities.

Using Theorem 14.1, one sees that in terms of asymptotic variance, iheabpt
nongquadratic function is of the form:

Gopt(y) = ly|* (14.12)

where the arbitrary constants have been dropped for simplicity. WigBes roughly

that for supergaussian (resp. subgaussian) densities, the optiri@dfuis a function

that growsslower than quadraticallyresp. faster than quadratically Next, recall
from Section 14.3.2 that i (y) grows fast with|y|, the estimator becomes highly
nonrobustagainst outliers. Also taking into account the fact thati@ss&ncountered

in practice are supergaussian, one reaches the conclusion that as a genesd-purp
function, one should choose a functiGrthat resembles rather

Gopt(u) = |y|*, wherea < 2 (14.13)
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The problem with such functions is, however, that they are not eifféable ab for
a < 1. This can lead to problems in the numerical optimization. Thus it is better
to use approximating differentiable functions that have the santeddiqualitative
behavior. Considering = 1, in which case one has a Laplacian density, one could
use instead the functiafd, (y) = log cosh a1y wherea, is a constant. This is very
similar to the so-called Huber function that is widely used in robustistics as
a robust alternative of the square function. Note that the derivafiv&, is then
the familiartanh function (fora; = 1). We have found < a; < 2 to provide
a good approximation. Note that there is a trade-off between the pneas$ithe
approximation and the smoothness of the resulting objective functio

In the case oflr < 1, i.e., highly supergaussian ICs, one could approximate
the behavior ofG,,; for large« using a gaussian function (with a minus sign):
Ga(y) = —exp(—y?*/2). The derivative of this function is like a sigmoid for small
values, but goes t6 for larger values. Note that this function also fulfills the
condition in Theorem 14.3, thus providing an estimator that is asstamipossible
in this framework.

Thus, we reach the following general conclusions:

¢ A good general-purpose function@®(y) = log cosh a;y, wherel < a; < 2
is a constant.

¢ When the ICs are highly supergaussian, or when robustness is vergtéamfjo
G(y) = — exp(—y?/2) may be better.

e Using kurtosis is well justified only if the ICs are subgaussian aedsare no
outliers.

In fact, these two nonpolynomial functions are those that we useckindhgaus-
sianity measures in Chapter 8 as well, and illustrated in Fig. 8.20. Tiaifuns in

Chapter 9 are also essentially the same, since addition of a linear funogésmat
have much influence on the estimator. Thus, the analysis of this s@atifies the
use of the nonpolynomial functions that we used previously, and/skvhy caution
should be taken when using kurtosis.

In this section, we have used purely statistical criteria for choosi@functionG.
One important criterion for comparing ICA methods that is completafependent
of statistical considerations is the computational load. Since mosteobbjective
functions are computationally very similar, the computational load semsally a
function of the optimization algorithm. The choice of the optimiaatalgorithm
will be considered in the next section.

14.4 EXPERIMENTAL COMPARISON OF ICA ALGORITHMS

The theoretical analysis of the preceding section gives some guidelinesvagto
nonlinearity (corresponding to a nonquadratic funct@hshould be chosen. In
this section, we compare the ICA algorithms experimentally. Thus wehie to
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analyze the computational efficiency of the different algorithms as welk i$hione
by experiments, since a satisfactory theoretical analysis of convergencedspesed
not seem possible. We saw previously, though, that FastICA hasatitagir cubic
convergence whereas gradient methods have only linear convergence, butidhis res
somewhat theoretical because it does not say anything about the globalgamoer
In the same experiments, we validate experimentally the earlier anafystéiatical
performance in terms of asymptotic variance.

14.4.1 Experimental set-up and algorithms

Experimental setup  In the following experimental comparisons, artificial data
generated from known sources was used. This is quite necessary, becauseonly t
are the correct results known and a reliable comparison possible. Tkererpntal
setup was the same for each algorithm in order to make the comparison as fair as
possible. We have also compared various ICA algorithms using redthdata in
[147], where experiments with artificial data also are described in sowmtenvbre
detail. Atthe end of this section, conclusions from experiments \eiirworld data
are presented.

The algorithms were compared along the two sets of criteria, statisticaland
putational, as was outlined in Section 14.1. The computational load wasiredas
as flops (basic floating-point operations, such as additions or aligsineeded for
convergence. The statistical performance, or accuracy, was measured using-a perfor
mance index, defined as

mm m

E, = Z(Z ‘pl]| )+ Z ‘pl]| ~1)

im1 =1 Xk pul = maxi |pj| (14.14)

wherep;; is theijth element of then x m matrixP = BA. If the ICs have been
separated perfectl? becomes a permutation matrix (where the elements may have
different signs, though). A permutation matrix is defined so that on ebith @ws

and columns, only one of the elements is equal to unity while all therelements

are zero. Clearly, the index (14.14) attains its minimum value zero fadeal
permutation matrix. The larger the valég is, the poorer the statistical performance
of a separation algorithm. In certain experiments, another fairly sitpitehaving
performance indexk,, was used. It differs slightly fron#; in that squared values

pfj are used instead of the absolute ones in (14.14).

ICAalgorithmsused  The following algorithms were included in the comparison
(their abbreviations are in parentheses):

e The FastICA fixed-point algorithm. This has three variations: ukungosis
with deflation (FP) or with symmetric orthogonalization (FPsym), asita@
thetanh nonlinearity with symmetric orthogonalization (FPsymth).

¢ Gradient algorithms for maximum likelihood estimation, using a firedlin-
earity given by— tanh. First, we have the ordinary gradient ascent algorithm,
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or the Bell-Sejnowski algorithm (BS). Second, we have the natueadignt
algorithm proposed by Amari, Cichocki and Yang [12], which is abbrexat
as ACY.

¢ Natural gradient MLE using an adaptive nonlinearity. (Abbreviated aB&xt
since this is called the “extended Bell-Sejnowski” algorithm by somlast)
The nonlinearity was adapted using the sign of kurtosis as in referedég [1
which is essentially equivalent to the density parameterization we used in
Section 9.1.2.

e The EASI algorithm for nonlinear decorrelation, as discussed in Secfdn 1
Again, the nonlinearity used wasnh.

e The recursive least-squares algorithm for a nonlinear PCA criterion (NPCA
RLS), discussed in Section 12.8.3. In this algorithm, the plairh function
could not be used for stability reasons, but a slightly modifiedineatity was
chosen:y — tanh(y).

Tensorial algorithms were excluded from this comparison due to thiglgams of
scalability discussed in Chapter 11. Some tensorial algorithms havecbegrared
rather thoroughly in [315]. However, the conclusions are of limiatlie, because
the data used in [315] always consisted of the same three subgaussian ICs

14.4.2 Results for simulated data

Statistical performance and computational load The basic experiment
measures the computational load and statistical performance (accuracy)edtte t
algorithms. We performed experiments with 10 independent comporiaiteere
chosen supergaussian, because for this source type all the algorithiheséom-
parison worked, including ML estimation with a fixedtanh nonlinearity. The
mixing matrix A used in our simulations consisted of uniformly distributed random
numbers. For achieving statistical reliability, the experiment was repeater 100
different realizations of the input data. For each of the 100 realizatioasdturacy
was measured using the error indBx. The computational load was measured in
floating point operations needed for convergence.

Fig. 14.1 shows a schematic diagram of the computational load vs.atististl
performance. The boxes typically contain 80% of the 100 trials, thugsepting
standard outcomes.

As for statistical performanceFig. 14.1 shows that best results are obtained by
using atanh nonlinearity (with the right sign). This was to be expected according
to the theoretical analysis of Section 14.3. tanh is a good nonlineapcesly
for supergaussian ICs as in this experiment. The kurtosis-basecPastklearly
inferior, especially in the deflationary version. Note that the staifpperformance
only depends on the nonlinearity, and not on the optimization metmdxplained
in Section 14.1. All the algorithms usingnh have pretty much the same statistical
performance. Note also that no outliers were added to the data, so thénedsusf
the algorithms is not measured here.
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Fig. 14.1 Computational requirements in flops versus the statistezabr index E;.
(Reprinted from [147], reprint permission and copyrightWrld Scientific, Singapore.)

Looking at thecomputational loadone sees clearly that FastICA requires the
smallest amount of computation. Of the on-line algorithms, NPC/Rbnverges
fastest, probably due to its roughly optimal determination of le@rperameters. For
the other on-line algorithms, the learning parameter was a constantmniteterby
making some preliminary experiments so that a value providing gondetgence
was found. These ordinary gradient-type algorithms have a compuoghtbad that
is about 20-50 times larger than for FastICA.

To conclude, the best results from a statistical viewpoint are obtaihet wsing
thetanh nonlinearity with any algorithm. (Some algorithms, especially thedeal
ones, cannot use thenh nonlinearity, but these were excluded from this comparison
for reasons discussed earlier.) As for the computational load, the engrais show
that the FastICA algorithm is much faster than the gradient algorithms.

Convergence speed of on-line algorithms Next, we studied the convergence
speeds of then-linealgorithms. Fixed-point algorithms do not appear in this com-
parison, because they are of a different type and a direct comparisongsssible.
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Fig. 14.2 Convergence speed oh-line ICA algorithms as a function of required floating-
point operations for 10 supergaussian ICs. (Reprinted ffb#7], reprint permission and
copyright by World Scientific, Singapore.)

The results (shown in Fig. 14.2) are averages of 10 trials for 10 gapssian ICs
(for which all the algorithms worked without on-line estimationkefrtosis). The

main observation is that the recursive least-squares version of thieeanPCA al-

gorithm (NPCA-RLS) is clearly the fastest converging of the on-ligeathms. The

difference between NPCA-RLS and the other algorithms could probably beedd
by using simulated annealing or other more sophisticated techniquetiEmnaining

the learning parameters.

For subgaussian ICs, the results were qualitatively similar to thosey. 14.2,
exceptthat sometimes the EASI algorithm may converge even faster thaniRBESA
However, sometimes its convergence speed was the poorest among the compared
algorithms. Generally, a weakness of on-line algorithms using stochigadients
is that they are fairly sensitive to the choice of the learning parameters.
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Fig. 14.3 Erroras afunction of the number of ICs. (Reprinted from [[L4&print permission
and copyright by World Scientific, Singapore.)

Error for increasing number of components We also made a short investi-
gation on how the statistical performances of the algorithms changengitbasing
number of components. In Fig. 14.3, the error (square root of tloe Emdex Fs) is
plotted as the function of the number of supergaussian ICs. Thegesalmedian
values over 50 different realizations of the input data. For more than @sethe
number of data samples was increased so that it was proportional to the squar
the number of ICs. The natural gradient ML algorithm (ACY), and itssigar with
adaptive nonlinearity (ExtBS), achieve some of the best accuracies, bghapry
similarly. The basic fixed-point algorithm (FP) using a cubic nodirity has the
poorest accuracy, but its error increases only slightly after seven ICghé&other
hand, the version of the fixed-point algorithm which uses symmettitogonaliza-
tion andtanh nonlinearity (FPsymth) performs as well as the natural gradient ML
algorithm. Again, we see that it is the nonlinearity that is the mogiartant in
determining statistical performance. For an unknown reason, the errtire &ASI

and NPCA-RLS algorithms have a peak around 5-6 ICs. For a larger nurhber o
ICs, the accuracy of the NPCA-RLS algorithm is close to the best atgositwhile
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the error of EASI increases linearly with the number of independent coergen
However, the error of all the algorithms is tolerable for most pracficaposes.

Effect of noise  In[147], the effect of additive gaussian noise on the performance
of ICA algorithms has been studied, too. The first conclusion is tleaeghimation
accuracy degrades fairly smoothly until the noise power increases uptaB of
the signal power. If the amount of noise is increased even more, it mayhapat
the studied ICA algorithms are not able to separate all the sourcesadtiqa, noise
smears the separated ICs or sources, making the separation results abtesst ifis
there is a lot of noise present.

Another observation is that once there is even a little noise preseheidata,
the error strongly depends on the condition number of the mixingixat. The
condition number of a matrix [320, 169] describes how close to sargylit is.

14.4.3 Comparisons with real-world data

We have compared in [147] the preceding ICA algorithms using thrderdift
real-world data sets. The applications were projection pursuit forkvedivn crab
and satellite data sets, and finding interesting source signals fromidheedical
magnetoencephalographic data (see Chapter 22). For the real-world daraethe
independent components are unknown, and the assumptions made iarttierdt
ICA model may not hold, or hold only approximately. Hence it is onlggible to
compare the performances of the ICA algorithms with each other, in thé&apph
at hand.

The following general conclusions can be made from these experimeitis [14

1. ICAis arobust technique. Even though the assumption of statistidepen-
dence is not strictly fulfilled, the algorithms converge towards a cletios
components (MEG data), or a subspace of components whose dimension is
much smaller than the dimension of the problem (satellite data). Taigésd
characteristic encouraging the use of ICA as a general data analysis tool.

2. The FastICA algorithm and the natural gradient ML algorithm with &dap
nonlinearity (ExtBS) yielded usually similar results with real-vebalata. This
is not surprising, because there exists a close theoretical connectivednet
these algorithms, as discussed in Chapter 9. Another pair of similahisnbng
algorithms consisted of the EASI algorithm and the nonlinear PCA dlgor
using recursive least-squares (NPCA-RLS).

3. In difficult real-world problems, it is useful to apply several diint ICA
algorithms, because they may reveal different ICs from the data. ForE@ M
data, none of the compared algorithms was bestin separating all typesad sou
signals.
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The fundamental connection between cumulants and negentropy and mutual info
mation was introduced in [89]. A similar approximation of likeliholeg cumulants
was introduced in [140]. Approximation of negentropy by cumulards wriginally
considered in [222]. The connection between infomax and likelihood wasrsho
in [363, 64], and the connection between mutual information and liketihioas
been explicitly discussed in [69]. The interpretation of nonlinear PGterta as
maximum likelihood estimation was presented in [236]. The connectietvgeen
different methods were discussed in such review papers as [201, 65, 269]

The theoretical analysis of the performance of the estimators is taker] I&sh
See [69] for more information, especially on the effect of the decorrelatmstraint
on the estimator. On robustness and influence functions, see such tdassias
[163, 188].

More details on the experimental comparison can be found in [147].

14.6 SUMMARY OF BASIC ICA

Now we summarize Part Il. This part treated the estimation of the basgicriGdel,
i.e., the simplified model with no noise or time-structure, and a sjuaixing
matrix. The observed data= (2, ...,z,,)” is modeled as a linear transformation
of components = (s, ...,s,)” that are statistically independent:

x = As (14.15)

This is a rather well-understood problem for which several approaches been
proposed. What distinguished ICA from PCA and classic factor analygigighe
nongaussiastructure of the data is taken into account. Thigher-order statistical
information(i.e., information not contained in the mean and the covariance matrix)
can be utilized, and therefore, the independent components can be actually separated
which is not possible by PCA and classic factor analysis.

Often, the datais preprocessedityitening(sphering), which exhausts the second
order information that is contained in the covariance matrix, and makes érdasi
use the higher-order information:

z=Vx=(VA)s (14.16)

The linear transformatioiVA in the model is then reduced to anthogonalone,
i.e., arotation. Thus, we are searching for an orthogonal m§fizo thaty = Wz
should be good estimates of the independent components.

Several approaches can then be taken to utilize the higher-order information
principled, yet intuitive approach is given by finding linear combinagiofmaximum
nongaussianityas motivated by the central limit theorem. Sums of nongaussian
random variables tend to be closer to gaussian that the original ones. drecifef
we take a linear combinatiop = . w;z; of the observed (whitened) variables,
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this will be maximally nongaussian if it equals one of the independenpoments.
Nongaussianity can be measured by kurtosis or by (approximationggéntropy.
This principle shows the very close connection between ICAmafkction pursuit
in which the most nongaussian projections are considered as the imgrasés.

Classic estimation theory directly gives another method for ICA estomatnax-
imum likelihood estimatianAn information-theoretic alternative is tinimize the
mutual informationof the components. All these principles are essentially equiva-
lent or at least closely related. The principle of maximum nongaussiaagtte
additional advantage of showing how to estimate the independent contpamen
by-one. This is possible by a deflationary orthogonalization of thienases of the
individual independent components.

With every estimation method, we are optimizing functions of expemtatof
nonquadratic functionswhich is necessary to gain access to higher-order informa-
tion. Nonquadratic functions usually cannot be maximized simply Ihyirsp the
equations: Sophisticated numerical algorithms are necessary.

Thechoice of the ICA algorithris basically a choice between on-line and batch-
mode algorithms. In the on-line case, the algorithms are obtainedolshastic
gradient methods. If all the independent components are estimated in pahalel
most popular algorithm in this categoryriatural gradient ascent of likelihood he
fundamental equation in this method is

W« W + [l +g(y)y" W (14.17)

where the component-wise nonlinear functgpis determined from the log-densities
of the independent components; see Table 9.1 for details.

In the more usual case, where the computations are made in batch-mode (off
line), much more efficient algorithms are available. HastlCAalgorithm is a very
efficient batch algorithm that can be derived either from a fixed-point iteraticas
an approximate Newton method. The fundamental iteration in FastiCiarigne
row w of W:

w ¢« E{zg(w’2z)} — E{g'(w"z)}w (14.18)

where the nonlinearityy can be almost any smooth function, andshould be
normalized to unit norm at every iteration. FastICA can be used to estitate t
components either one-by-one by finding maximally nongaussian dinsc{gee
Tables 8.3), or in parallel by maximizing nongaussianity or likelih¢zek Table 8.4
or Table 9.2).

In practice, before application of these algorithms, suitabd@rocessings often
necessary (Chapter 13). In addition to the compulsory centering and wigtérnis
often advisable to perform principal component analysis to reduce thengion of
the data, or some time filtering by taking moving averages.
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Appendix Proofs

Here we prove Theorem 14.1. Making the change of varigbte AT b, the equation defining
the optimal solutiong; becomes

Y sigl@’s)=2) sisia (A1)

t

wheret = 1, ..., T is the sample indeX is the sample size, andis a Lagrangian multiplier..
Without loss of generality, let us assume t§as near the ideal solutiog = (1,0, 0, ...). Note
that due to the constraiE{ (b x)?} = ||q||* = 1, the variance of the first component &f
denoted byj , is of a smaller order than the variance of the vector of otbemponents, denoted
by q_1. Excluding the first component in (A.1), and making the foster approximation
g(a¥s) = g(s1) + ¢'(s1)a%1s_1, where alsa_, denotess without its first component, one
obtains after some simple manipulations

1 1 T T 7A
ﬁXt:SJ[Q(SO —As1] = f;sfﬂ—s,lg (s1) + A 71]q71ﬁ s

where the sample indeshas been dropped for simplicity. Making the first-order apgmation

X = E{s19(s1)}, one can write (A.2) in the form = vq_1v/T wherewv converges to the
identity matrix multiplied byE{s1g(s1)} — E{g'(s1)}, andu converges to a variable that
has a normal distribution of zero mean whose covarianceixneguals the identity matrix
multiplied by E{g?(s1)} — (E{s1g(s1)})*. This implies the theorem, sinég ; = B_;b,
whereB _; is the inverse oA without its first row.
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Noisy ICA

In real life, there is always some kind of noise present in the obsensatibloise
can correspond to actual physical noise in the measuring devices, or to iaciesur
of the model used. Therefore, it has been proposed that the independennesinpo
analysis (ICA) model should include a noise term as well. In this seotie consider
different methods for estimating the ICA model when noise is present.

However, estimation of the mixing matrix seems to be quite difficilewnoise
is present. It could be argued that in practice, a better approach could often be t
reduce noise in the data before performing ICA. For example, simipdeirig of
time-signals is often very useful in this respect, and so is dimensiarctied by
principal component analysis (PCA); see Sections 13.1.2 and 13.2.2.

In noisy ICA, we also encounter a new problem: estimation of the rioése-
realizations of the independent components (ICs). The noisy moddl iisveatible,
and therefore estimation of the noise-free components requires newdsethbis
problem leads to some interesting forms of denoising.

15.1 DEFINITION

Here we extend the basic ICA model to the situation where noise igmredhe
noise is assumed to be additive. This is a rather realistic assumptardard in
factor analysis and signal processing, and allows for a simple forronlafithe noisy
model. Thus, the noisy ICA model can be expressed as

x=As+n (15.1)
293
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wheren = (nq,...,n,) is the noise vector. Some further assumptions on the noise
are usually made. In particular, it is assumed that

1. The noise is independent from the independent components.
2. The noise is gaussian.

The covariance matrix of the noise, s&y is often assumed to of the foratI, but
this may be too restrictive in some cases. In any case, the noise covariasserised
to be known. Little work on estimation of an unknown noise covaridres been
conducted; see [310, 215, 19].

The identifiability of the mixing matrix in the noisy ICA model isigranteed
under the same restrictions that are sufficient in the basic tdmasically meaning
independence and nongaussianity. In contrast, the realizations of ygeimdient
components; can no longer be identified, because they cannot be completely sepa-
rated from noise.

15.2 SENSOR NOISE VS. SOURCE NOISE

In the typical case where the noise covariance is assumed to be of the Tbythe

noise in Eg. (15.1) could be considered as “sensor” noise. This is bettauseise
variables are separately added on each sensor, i.e., observed vayiabls is in

contrastto “source” noise, in which the noise is added to the independapteents
(sources). Source noise can be modeled with an equation slightly diffesemthe

preceding, given by

x=A(s+n) (15.2)

where again the covariance of the noise is diagonal. In fact, we could eorisi
noisy independent components, givendby= s; + n;, and rewrite the model as

x = AS (15.3)

We see that this is just the basic ICA model, with modified independempoaents.
What is important is that the assumptions of the basic ICA model direadid: the
components of are nongaussian and independent. Thus we can estimate the model
in (15.3) by any method for basic ICA. This gives us a perfectly sugtaistimator
for the noisy ICA model. This way we can estimate the mixing matrix &ediisy
independent components. The estimation of the original independeniboemis
from the noisy ones is an additional problem, though; see below.

This idea is, in fact, more general. Assume that the noise covariancegasithn

> =AA"? (15.4)

1This seems to be admitted by the vast majority of ICA reseaschWe are not aware of any rigorous
proofs of this property, though.
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Then the noise vector can be transformed into anotheficreA ~'n, which can be
called equivalent source noise. Then the equation (15.1) becomes

x =As+ An=A(s+n) (15.5)

The point is that the covariance ffis 021, and thus the transformed components in
s+ n are independent. Thus, we see again that the mixing mAtdan be estimated
by basic ICA methods.

To recapitulate: if the noise is added to the independent components andhmmot
observed mixtures, or has a particular covariance structure, the mixinx et be
estimated by ordinary ICA methods. The denoising of the independergaoents
is another problem, though; it will be treated in Section 15.5 below.

15.3 FEW NOISE SOURCES

Another special case that reduces to the basic ICA model can be found, when the
number of noise components and independent components is not very large. |
particular, if their total number is not larger than the number of meguwe again
have an ordinary ICA model, in which some of the components are gauss&mnand
others are the real independent components. Such a model could stillhatesti
by the basic ICA model, using one-unit algorithms with less uh#stthe dimension
of the data.

In other words, we could define the vector of the independent components as
§ = (81,...,5k,n1,...,n;)T where thes;,i = 1,...,k are the “real” independent
components and the;,7 = 1, ..., [ are the noise variables. Assume that the number
of mixtures equals + I, that is the number of real ICs plus the number of noise
variables. In this case, the ordinary ICA model holds with= AS, whereA is
a matrix that incorporates the mixing of the real ICs and the covariangetsie
of the noise, and the number of the independent componentssirequal to the
number of observed mixtures. Therefore, findingAhmost nongaussian directions,
we can estimate the real independent components. We cannot estimate thermgmaini
dummy independent components that are actually noise variables, but wetdid
want to estimate them in the first place.

The applicability of this idea is quite limited, though, since inghcases we want
to assume that the noise is added on each mixture, in whichicade the number
of real ICs plus the number of noise variables, is necessarily larger tearutnber
of mixtures, and the basic ICA model does not hold§or

15.4 ESTIMATION OF THE MIXING MATRIX

Not many methods for noisy ICA estimation exist in the general case. Tineedi®n
of the noiseless model seems to be a challenging task in itself, and thosite is
usually neglected in order to obtain tractable and simple results. Mergibvnay
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be unrealistic in many cases to assume that the data could be divideidjimatssind
noise in any meaningful way.

Here we treat first the problem of estimating the mixing matrix. Estiom of the
independent components will be treated below.

15.4.1 Bias removal techniques

Perhaps the most promising approach to noisy ICA is given by bias rertental
nigues. This means that ordinary (noise-free) ICA methods are modifigthsthe
bias due to noise is removed, or at least reduced.

Let us denote the noise-free data in the following by

v=As (15.6)

We can now use the basic idea of finding projections,wdy, in which nongaus-
sianity, is locally maximized for whitened data, with constrdiwt]| = 1. As shown

in Chapter 8, projections in such directions give consistent estimatbs afdepen-
dent components, if the measure of nongaussianity is well chosen. Tinsaaph
could be used for noisy ICA as well, if only we had measures of nongaitysian
which are immune to gaussian noise, or at least, whose values for tleabdgta
can be easily estimated from noisy observations. We kale = w’v + w’n,
and thus the point is to measure the nongaussianity’of from the observesv” x

so that the measure is not affected by the neide.

Bias removal for kurtosis If the measure of nongaussianity is kurtosis (the
fourth-order cumulant), it is almost trivial to construct one-unithrods for noisy
ICA, because kurtosis is immune to gaussian noise. This is becausearthsik of
w''x equals the kurtosis ok "'v, as can be easily proven by the basic properties of
kurtosis.

It must be noted, however, that in the preliminary whitening, theatfdf noise
must be taken into account; this is quite simple if the noise covariaratex is
known. Denoting byC = E{xx’} the covariance matrix of the observed noisy
data, the ordinary whitening should be replaced by the operation

x=(C-X%) %k (15.7)

In other words, the covariance matix— X of the noise-free data should be used in
whitening instead of the covariance mat€ixof the noisy data. In the following, we
call this operation “quasiwhitening”. After this operation, the quadiered data
follows a noisy ICA model as well:

% =Bs+i (15.8)

whereB is orthogonal andn is a linear transform of the original noise in (15.1).
Thus, the theorem in Chapter 8 is valid farand finding local maxima of the absolute
value of kurtosis is a valid method for estimating the independent coes.
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Bias removal for general nongaussianity measures As was argued in
Chapter 8, it is important in many applications to use measures of nosigailg

that have better statistical properties than kurtosis. We introduaedotlowing

measure:

Jo(w'v) = [E{G(w"Vv)} — B{G(v)}]? (15.9)

where the function is a sufficiently regular nonquadratic function, ands a
standardized gaussian variable.

Such a measure could be used for noisy data as well, if only we were able to
estimate/;(w’v) of the noise-free data from the noisy observatisnsDenoting
by z a nongaussian random variable, andnbg gaussian noise variable of variance
o2, we should be able to express the relation betw8é¢@'(2)} and E{G(z + n)}
in simple algebraic terms. In general, this relation seems quite compljeatdaan
be computed only using numerical integration.

However, it was shown in [199] that for certain choice<hfa similar relation
becomes very simple. The basic idea is to cha@se be the density function of
a zero-mean gaussian random variable, or a related function. These nonpialno
moments are callegaussian moments

Denote by

1 =z 1 x>
pc(z) = Z@(;) = mexp(—ﬁ) (15.10)

the gaussian density function with variancge and byapgk)(m) the kth (¢ > 0)
derivative ofp.(z). Denote further bypg’k) the kth integral function ofp.(z),
obtained byp! ¥ () = [ o\ ¥ (¢)de, where we defing.” (z) = ¢.(x). (The
lower integration limit0 is here quite arbitrary, but has to be fixed.) Then we have
the following theorem [199]:

Theorem 15.1 Let z be any nongaussian random variable, amén independent
gaussian noise variable of varianeg. Define the gaussian functignas in (15.10).
Then for any constant > o2, we have

E{¢c(2)} = E{pa(z +n)} (15.11)

withd = v/¢2 — o2. Moreover, (15.11) still holds whenis replaced byy,(*) for any
integer index:.

The theorem means that we can estimate the independent components from noisy
observations by maximizing a general contrast function of the fornBj1%here
the direct estimation of the statistids{G(w’v)} of the noise-free data is made
possible by using:(u) = ¢ (u). We call the statistics of the for@{ (" (wTv)}
the gaussian moments of the data. Thus, for quasiwhiteneckdat maximize the
following contrast function:

max [B{pl), (W'%)} = E{pl? (1) })* (15.12)

flwil=1
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with d(w) = V/¢2 — w'Sw. This gives a consistent (i.e., convergent) method of
estimating the noisy ICA model, as was shown in Chapter 8.

To use these results in practice, we need to choose some valueslfofact, ¢
disappears from the final algorithm, so value for this parameter need rbidsen.
Two indicesk for the gaussian moments seem to be of particular intekest0 and
k = —2. The first corresponds to the gaussian density function; its usenovpsged
in Chapter 8. The case = —2 is interesting because the contrast function is then
of the form of a (negative) log-density of a supergaussian variablacty(—2) (u)
can be very accurately approximated®fu:) = 1/2 log cosh u, which was also used
in Chapter 8.

FastICA for noisy data  Using the unbiased measures of nongaussianity givenin
this section, we can derive a variant of the FastICA algorithm [198indJkurtosis
or gaussian moments give algorithms of a similar form, just likéhie noise-free
case.

The algorithm takes the form [199, 198]:

w* = E{xg(wT%)} - I+ X)wE{¢'(wTx)} (15.13)

wherew*, the new value ofv, is normalized to unit norm after every iteration, and
3 is given by

¥ =F{mna’}=(C-x)'/?%(C - x)1/? (15.14)
The functionyis here the derivative d@¥, and can thus be chosen among the following:

g1(u) = tanh(u), g2(u) = uexp(—u?/2), g3(u) =u®
(15.15)

whereg; is an approximation ap(~!), which is the gaussian cumulative distribution
function (these relations hold up to some irrelevant constants).effhastions cover
essentially the nonlinearities ordinarily used in the FastICA algorit

15.4.2 Higher-order cumulant methods

A different approach to estimation of the mixing matrix is given by mdtasing
higher-order cumulants only. Higher-order cumulants are unaffected bssigau
noise (see Section 2.7), and therefore any such estimation method veauitdiaune
to gaussian noise. Such methods can be found in [63, 263, 471]. Thkeprds,
however, that such methods often use cumulants of order 6. Higheranedants
are sensitive to outliers, and therefore methods using cumulantsdefsohigher
than 4 are unlikely to be very useful in practice. A nice feature of this agrds,
however, that we do not need to know the noise covariance matrix.

Note that the cumulant-based methods in Part Il used both second- atta four
order cumulants. Second-order cumulants mseimmune to gaussian noise, and
therefore the cumulant-based method introduced in the previous chajoeic not
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be immune either. Most of the cumulant-based methods could probabipdiged
to work in the noisy case, as we did in this chapter for methods maximthiag
absolute value of kurtosis.

15.4.3 Maximum likelihood methods

Another approach for estimation of the mixing matrix with noisy dataiven by
maximum likelihood (ML) estimation. First, one could maximize thiaf likelihood
of the mixing matrix and the realizations of the independent componast#
[335, 195, 80]. This s given by

log L(A,s(1),...,s(T)) =

T n
=3 [ IAS@ — (O« + Y fitsi(e)| + € (15.16)
t=1 i=1

where||m||3,_, is defined asn” X 'm, thes(t) are the realizations of the indepen-
dent components, ard is an irrelevant constant. Thg are the logarithms of the
probability density functions (pdf’s) of the independent compaosielaximization
of this joint likelihood is, however, computationally very expesesi

A more principled method would be to maximize the (marginal) likeditiaf
the mixing matrix, and possibly that of the noise covariance, which veae dn
[310]. This was based on the idea of approximating the densities aidependent
components as gaussian mixture densities; the application of the EMtlahgo
then becomes feasible. In [42], the simpler case of discrete-valued independent
components was treated. A problem with the EM algorithm is, howevat ttie
computational complexity grows exponentially with the dimensibthe data.

A more promising approach might be to use bias removal techniques so as to
modify existing ML algorithms to be consistent with noisy data. wedly, the bias
removal techniques given here can be interpreted as such methods; a related method
was given in [119].

Finally, let us mention a method based on the geometric interpretatidimeof
maximum likelihood estimator, introduced in [33], and a rather diffeegproach
for narrow-band sources, introduced in [76].

15.5 ESTIMATION OF THE NOISE-FREE INDEPENDENT
COMPONENTS
15.5.1 Maximum a posteriori estimation

In noisy ICA, it is not enough to estimate the mixing matrix. Inirgtthe mixing
matrix in (15.1), we obtain

Wx =s+ Wn (15.17)
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In other words, we only get noisy estimates of the independent comrnémtre-
fore, we would like to obtain estimates of the original independent coraptss;
that are somehow optimal, i.e., contain minimum noise.

A simple approach to this problem would be to use the maximum a paster
(MAP) estimates. See Section 4.6.3 for the definition. Basically, this siibat we
take the values that have maximum probability, givenstheéEquivalently, we take
ass; those values that maximize the joint likelihood in (15.16), so¢tbigld also be
called a maximum likelihood (ML) estimator.

To compute the MAP estimator, let us take the gradient of the logHi&ed
(15.16) with respect to th&t),t = 1, ..., T' and equate this to 0. Thus we obtain the
equation

AT TAs(t) — ATS 'x(t) + f'(8(t) =0 (15.18)

where the derivative of the log-density, denotedfbyis applied separately on each
component of the vectéx(t).

In fact, this method gives a nonlinear generalization of classic Wienertiidj grie-
sented in Section 4.6.2. An alternative approach would be to use thestinaure
of the ICs (see Chapter 18) for denoising. This results in a methedntgig the
Kalman filter; see [250, 249].

15.5.2 Special case of shrinkage estimation

Solving for thesis not easy, however. In general, we must use numerical optimization.
A simple special case is obtained if the noise covariance is assumed tdieesafiie
form as in (15.4) [200, 207]. This corresponds to the case of (eauitlasource
noise. Then (15.18) gives

§=g(A 'x) (15.19)
where the scalar component-wise functipis obtained by inverting the relation
g (u) =u+ o f'(u) (15.20)

Thus, the MAP estimator is obtained by inverting a certain functioalinkg f', or
the score function [395] of the density ef For nongaussian variables, the score
function is nonlinear, and so is

In general, the inversion required in (15.20) may be impossible doallyt Here
we show three examples, which will be shown to have great practical value i
Chapter 21, where the inversion can be done easily.

Example 15.1 Assume that has a Laplacian (or double exponential) distribution of
unit variance. Thep(s) = exp(—v/2|s|)/v/2, f'(s) = V2 sign(s), andg takes the
form

g(u) = sign(u) max(0, |u| — V20?) (15.21)
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(Rigorously speaking, the function in (15.20) is not invertilsighis case, but ap-
proximating it by a sequence of invertible functions, (15.21) imoted as the limit.)

The function in (15.21) is ahrinkagefunction that reduces the absolute value of its
argument by a fixed amount, as depicted in Fig 15.1. Intuitively, thiéuaf such a
function can be seen as follows. Since the density of a supergaussiamraadable

(e.g., a Laplacian random variable) has a sharp peak at zero, it can be assumed that
small values of the noisy variable correspond to pure noise, i.e.~d. Thresh-

olding such values to zero should thus reduce noise, and the shrinkegii®fucan

indeed be considered a soft thresholding operator.

Example 15.2 More generally, assume that the score function is approximated as a
linear combination of the score functions of the gaussian and the Laplisiaibu-
tions:

f'(s) = as + bsign(s) (15.22)
with a, b > 0. This corresponds to assuming the following density modes for
p(s) = Cexp(—as®/2 — bls]) (15.23)
where(' is an irrelevant scaling constant. This is depicted in Fig. 15.2. Then we

obtain

1 .
72aS|gr(u) max(0, |u| — bo?) (15.24)

g(u) = 5o

This function is a shrinkage with additional scaling, as depicted irLbid.

Example 15.3 Yet another possibility is to use the following strongly supessian
probability density:

(s) = L (a+2)[a(a+1)/2)@/2D
pis) = 2d [\/m+|8/d”(a+3)

with parametersy, d > 0, see Fig. 15.2. When — oo, the Laplacian density is
obtained as the limit. The strong sparsity of the densities givehibyrtodel can be
seen e.g., from the fact that the kurtosis [131, 210] of these densitdsays larger
than the kurtosis of the Laplacian density, and reaches infinity far2. Similarly,
p(0) reaches infinity as& goes to zero. The resulting shrinkage function given by
(15.20) can be obtained after some straightforward algebraic manipdateo

(15.25)

|u| — ad
2

g(u) = sign(u) max(0, + %\/(|u\ +ad)? —402(a +3))

(15.26)

wherea = \/a(a + 1)/2, andg(u) is set to zero in case the square root in (15.26)
is imaginary. This is a shrinkage function that has a stronger thigisigcflavor, as
depicted in Fig. 15.1.
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Fig. 15.1 Plots of the shrinkage functions. The effect of the fundiésm to reduce the

absolute value of its argument by a certain amount which pen the noise level. Small
arguments are set to zero. This reduces gaussian noiseafsesjandom variables. Solid line:
shrinkage corresponding to Laplacian density as in (15.29shed line: typical shrinkage
function obtained from (15.24). Dash-dotted line: typishtinkage function obtained from
(15.26). For comparison, the line = y is given by dotted line. All the densities were
normalized to unit variance, and noise variance was fixe8.to

Fig. 15.2 Plots of densities corresponding to models (15.23) and2B)5of the sparse
components. Solid line: Laplacian density. Dashed lingipécal moderately supergaussian
density given by (15.23). Dash-dotted line: a typical stfgrsupergaussian density given by
(15.25). For comparison, gaussian density is given by dditte.
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15.6 DENOISING BY SPARSE CODE SHRINKAGE

Although the basic purpose of noisy ICA estimation is to estinfad€s, the model
can be used to develop an interesting denoising method as well.
Assume that we observe a noisy version,

X=v+n (15.27)
of the datax, which has previously been modeled by ICA
v = As (15.28)

To denoisex, we can compute estimatésof the independent components by the
above MAP estimation procedure. Then we can reconstruct the data as

v = As (15.29)

The point is that if the mixing matrix is orthogonal and the noiseac@nce is of
the form 21, the condition in (15.4) is fulfilled. This condition of the neits a
common one. Thus we could approximate the mixing matrix by an orthalgme,
for example the one obtained by orthogonalization of the mixingimagin (8.48).

This method is calledparse code shrinkad@00, 207], since it means that we
transform the data into a sparse, i.e., supergaussian code, and thentajisige
on that code. To summarize, the method is as follows.

1. First, using a noise-free training setwfestimate ICA and orthogonalize the
mixing matrix. Denote the orthogonal mixing matrix By 7. Estimate a
density modep;(s;) for each sparse component, using the models in (15.23)
and (15.25).

2. Compute for each noisy observatioft) the corresponding noisy sparse com-
ponentsu(t) = Wx(t). Apply the shrinkage nonlinearity;(.) as defined in
(15.24), or in (15.26), on each componex(t), for every observation index
Denote the obtained components®yt) = g;(u;(t)).

3. Invert the transform to obtain estimates of the noise-free data, biveft) =
WTs(t).

For experiments using sparse code shrinkage on image denoisind)age21.
In that case, the method is closely related to wavelet shrinkage and “coringddset
[116, 403].
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15.7 CONCLUDING REMARKS

In this chapter, we treated the estimation of the ICA model when addiinscs
noise is present. First of all, it was shown that in some cases, thegnixatrix can
be estimated with basic ICA methods without any further complicatidnsases
where this is not possible, we discussed bias removal techniques foaésti of
the mixing matrix, and introduced a bias-free version of the Fasti@arahm.

Next, we considered how to estimate the noise-free independent compgdreent
how to denoise the initial estimates of the independent componentke kcate of
supergaussian data, it was shown that this led to so-called shrinkagatestinin
fact, we found an interesting denoising procedure called sparse codkagj@in

Note that in contrast to Part Il where we considered the estimation didhkie
ICA model, the material in this chapter is somewhat speculative in charadter. T
utility of many of the methods in this chapter has not been demonstrapeddtice.
We would like to warn the reader not to use the noisy ICA methodsHiggrtedly:
It is always advisable to first attempt to denoise the data so that basSimithods
can be used, as discussed in Chapter 13.
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ICA with Overcomplete
Bases

A difficult problem in independent component analysis (ICA) is encountiétbe
number of mixtures; is smaller than the number of independent compongnihis
means that the mixing system is not invertible: We cannot obtain trepemtient
components (ICs) by simply inverting the mixing mat& Therefore, even if
we knew the mixing matrix exactly, we could not recover the exact valugbeof
independent components. This is because information is lost in thiegmprocess.

This situation is often called ICA with overcomplete bases. This is becaase
have in the ICA model

x = As = Z a;s; (16.1)

where the number of “basis vectorg, is larger than the dimension of the space of
x: thus this basis is “too large”, or overcomplete. Such a situation sorestirtcurs
in feature extraction of images, for example.

As with noisy ICA, we actually have two different problems. Firgiwito estimate
the mixing matrix, and second, how to estimate the realizations of thependent
components. This is in stark contrast to ordinary ICA, where thes@tallems are
solved at the same time. This problem is similar to the noisy ICA irttearaespect
as well: It is much more difficult than the basic ICA problem, and thenestion
methods are less developed.

305
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16.1 ESTIMATION OF THE INDEPENDENT COMPONENTS

16.1.1 Maximum likelihood estimation

Many methods for estimating the mixing matrix use as subroutinesadstthat
estimate the independent components for a known mixing matrix. Therefe
shall first treat methods for reconstructing the independent comporassisming
that we know the mixing matrix. Let us denote faythe number of mixtures and by
n the number of independent components. Thus, the mixing matrix hasisize
with n > m, and therefore it is not invertible.

The simplest method of estimating the independent components wotdduse
the pseudoinverse of the mixing matrix. This yields

§=A"T(AAT) 'x (16.2)

In some situations, such a simple pseudoinverse gives a satisfaotatipn, but in
many cases we need a more sophisticated estimate.

A more sophisticated estimator efcan be obtained by maximum likelihood
(ML) estimation [337, 275, 195], in a manner similar to the derivatbthe ML or
maximum a posteriori (MAP) estimator of the noise-free independent oaps in
Chapter 15. We can write the posterior probabilitgafs follows:

p(s|x, A) = Las [ i(si) (16.3)

wherel,_ a5 is an indicator function thatis 1 ¥ = As and 0 otherwise. The (prior)
probability densities of the independent components are given(By). Thus, we
obtain the maximum likelihood estimator ©fis

$ = arg max z; log pi(si) (16.4)

Alternatively, we could assume that there is noise present as well.slndke, we
get a likelihood that is formally the same as with ordinary noisy omes in (15.16).

The only difference is in the number of components in the formula.

The problem with the maximum likelihood estimator is that it is notyetas
compute. This optimization cannot be expressed as a simple functioraiytian
form in any interesting case. It can be obtained in closed form ifsthbave
gaussian distribution: In this case the optimum is given by teagsinverse in (16.2).
However, since ICA with gaussian variables is of little interest, theuploinverse is
not a very satisfactory solution in many cases.

In general, therefore, the estimator given by (16.4) can only be obtained by
numerical optimization. A gradient ascent method can be easily derived. One
case where the optimization is easier than usual is when,tiave a Laplacian
distribution:

1

pi(si) 7 exp(V2]s;]) (16.5)
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Ignoring uninteresting constants, we have

§ = arg max Z En (16.6)

which can be formulated as a linear program and solved by classic methoéor |
programming [275].

16.1.2 The case of supergaussian components

Using a supergaussian distribution, such as the Laplacian distniyigiwell justified

in feature extraction, where the components are supergaussian. Usibgglacian
density also leads to an interesting phenomenon: The ML estimator givéisierd$

$; of which onlym are nonzero. Thus, only the minimum number of the components
are activated. Thus we obtain a sparse decomposition in the sense ttahtenents

are quite often equal to zero.

It may seem at first glance that it is useless to try to estimate the ICs by ML
estimation, because they cannot be estimated exactly in any case. This is not so
however; due to this phenomenon of sparsity, the ML estimation is wseful. In
the case where the independent components are very supergaussian, rhest of t
are very close to zero because of the large peak of the pdf at zero. (This is telated
the principle of sparse coding that will be treated in more detail in 8e&il.2.)

Thus, those components that are not zero may not be very many, and #m syst
may be invertible for those components. If we first determine whichpmmrants are
likely to be clearly nonzero, and then invert that part of the linear systesmay
be able to get quite accurate reconstructions of the ICs. This is dquieiity in
the ML estimation method. For example, assume that there are three spgealb si
mixed into two mixtures. Since speech signals are practically zero most ¢ihle
(which is reflected in their strong supergaussianity), we could assushenly two
of the signals are nonzero at the same time, and successfully reconstsectwto
signals [272].

16.2 ESTIMATION OF THE MIXING MATRIX

16.2.1 Maximizing joint likelihood

To estimate the mixing matrix, one can use maximum likelihood estimatiln
the simplest case of ML estimation, we formulate the joint likelith@d A and the
realization of thes;, and maximize it with respect to all these variables. It is slightly
simpler to use a noisy version of the joint likelihood. This igled same form as the
one in Eq. (15.16):

T
log L(A,s(1), ..., Z ||As —x(B)|* + Zfl st
t=1 (16 7)
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wherec? is the noise variance, here assumed to be infinitely smalk(#eare the
realizations of the independent components, @ni$ an irrelevant constant. The
functionsf; are the log-densities of the independent components.

Maximization of (16.7) with respect t& ands; could be accomplished by a
global gradient descent with respect to all the variables [337]. Anotheoappr
to maximization of the likelihood is to use an alternating variables teglanj195],
in which we first compute the ML estimates of thgt) for a fixed A and then,
using this newA, we compute the ML estimates of thgt), and so on. The ML
estimate of the;(¢) for a givenA is given by the methods of the preceding section,
considering the noise to be infinitely small. The ML estimateAofor given s;(t)
can be computed as

A=) xmx®)") D x(t)s(t)” (16.8)

t t

This algorithm needs some extra stabilization, however. For exampiealizing
the estimates of the to unit norm is necessary. Further stabilization can be obtained
by first whitening the data. Then we have (considering infinitely smzilie)

E{xxT} = AAT =1 (16.9)

which means that the rows & form an orthonormal system. This orthonormality
could be enforced after every step of (16.8), for further stabilization.

16.2.2 Maximizing likelihood approximations

Maximization of the joint likelihood is a rather crude method of estiorat From
a Bayesian viewpoint, what we really want to maximize is ith&rginal posterior
probability of the mixing matrix. (For basic concepts of Bayesian eiion, see
Section 4.6.)

A more sophisticated form of maximum likelihood estimation can be obthi
by using a Laplace approximation of the posterior distributioAofThis improves
the stability of the algorithm, and has been successfully used for e&timat
overcomplete bases from image data [274], as well as for separation of agrthtss
[272]. For details on the Laplace approximation, see [275]. An alterm&bir the
Laplace approximation is provided by ensemble learning; see Sectior117.5.

A promising direction of research is given by Monte Carlo methods. These
a class of methods often used in Bayesian estimation, and are based on numerical
integration using stochastic algorithms. One method in this clagdys sampling,
has been used in [338] for overcomplete basis estimation. Monte Carlomdseth
typically give estimators with good statistical properties; the draok is that they
are computationally very demanding.

Also, one could use an expectation-maximization (EM) algorithm [BaP,Using
gaussian mixtures as models for the distributions of the independeitonents, the
algorithm can be derived in analytical form. The problem is, however, ithat
complexity grows exponentially with the dimensiorspind thus it can only be used
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in small dimensions. Suitable approximations of the algorithmhinédleviate this
limitation [19].

A very different approximation of the likelihood method was derived18Y],
in which a form of competitive neural learning was used to estimate overetenp
bases with supergaussian data. This is a computationally powerful apatoon
that seems to work for certain data sets. The idea is that the extreme case of
sparsity or supergaussianity is encountered when at most one of the hGazero
at any one time. Thus we could simply assume that only one of the campmis
nonzero for a given data point, for example, the one with the highaatvin the
pseudoinverse reconstruction. This is not a realistic assumptidseify but it may
give an interesting approximation of the real situation in some cases.

16.2.3 Approximate estimation using quasiorthogonality

The maximum likelihood methods discussed in the preceding sectioasgiell-

justified approach to ICA estimation with overcomplete bases. The probiim
most of the methods in the preceding section is that they are compuaiitiquoite

expensive. A typical application of ICA with overcomplete bases is, hewéwature
extraction. In feature extraction, we usually have spaces of very higkrdiions.
Therefore, we show here a method [203] that is more heuristicallyfipgstibut has
the advantage of being not more expensive computationally than mefthrdagssic
ICA estimation. This method is based on the FastICA algorithm, coedbivith the
concept of quasiorthogonality.

Sparse approximately uncorrelated decompositions Our heuristic ap-
proach is justified by the fact that in feature extraction for many kindsatfiral
data, the ICA model is only a rather coarse approximation. In partichkanamber

of potential “independent components” seems to be infinite: The set of sueh co
ponents is closer to a continuous manifold than a discrete set. Oneneeidor
this is that classic ICA estimation methods give different basis veetben started
with different initial values, and the number of components thus predwoes not
seem to be limited. Any classic ICA estimation method gives a rather ampitol-
lection of components which are somewhat independent, and have spargeatarg
distributions.

We can also assume, for simplicity, that the data is prewhitened as a peepiiog
step, as in most ICA method in Part Il. Then the independent componesisyguig
given by the dot-products of the whitened data veetaiith the basis vectors;.

Due to the preceding considerations, we assume in our approach that what is
usually needed, is a collection of basis vectors that has the followingtoerties:

1. The dot-producta’ z of the observed data with the basis vectors have sparse
(supergaussian) marginal distributions.

2. Thea?'z should be approximately uncorrelated (“quasiuncorrelated”). Equiva-
lently, the vectora,; should be approximately orthogonal (“quasiorthogonal”).
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A decomposition with these two properties seems to capture the esseafiatjes
of the decomposition obtained by estimation of the ICA model. Such degsitions
could be called sparse approximately uncorrelated decompositions.

It is clear that it is possible to find highly overcomplete basis setshaat the
first property of these two. Classic ICA estimation is usually basethaximizing
the sparseness (or, in general, nongaussianity) of the dot-prodadtse existence
of several different classic ICA decompositions for a given image dathsets the
existence of decompositions with the first property.

What is not obvious, however, is that it is possible to find sttpogercomplete
decompositions such that the dot-products are approximately uncedelte main
point here is that this is possible because of the phenomenon of ghagionality.

Quasiorthogonality in high-dimensional spaces Quasiorthogonality [247]

is a somewhat counterintuitive phenomenon encountered in very higbrgional

spaces. In a certain sense, there is much more room for vectors in highsitimain

spaces. The point is that in aadimensional space, whereis large, it is possible

to have (say®n vectors that are practically orthogonal, i.e., their angles are close to

90 degrees. In fact, whem grows, the angles can be made arbitrarily close to 90

degrees. This must be contrasted with small-dimensional spaces: #xdaonple,

n = 2, even the maximally separatéd = 4 vectors exhibit angles of 45 degrees.
For example, in image decomposition, we are usually dealing with spaaesewh

dimensions are of the order of 100. Therefore, we can easily find decompagsif,

say, 400 basis vectors, such that the vectors are quite orthogonapradttically all

the angles between basis vectors staying above 80 degrees.

FastICA with quasiorthogonalization To obtain a quasiuncorrelated sparse
decomposition as defined above, we need two things. First, a methoddorgin
vectorsa; that have maximally sparse dot-products, and second, a method of qua-
siorthogonalization of such vectors. Actually, most classic ICA atbors can be
considered as maximizing the nongaussianity of the dot-productdhvéthasis vec-
tors, provided that the data is prewhitened. (This was shown in €h8ptThus the
main problem here is constructing a proper method for quasidecorrelation

We have developed two methods for quasidecorrelation: one of thermimnsiy
ric and the other one is deflationary. This dichotomy is the same agdinaoy
decorrelation methods used in ICA. As above, it is here assumed that thésdata
whitened.

A simple way of achieving quasiorthogonalization is to modify thédimary
deflation scheme based on a Gram-Schmidt-like orthogonalization. Tédssn
that we estimate the basis vectors one by one. When we have estimbgesis
vectorsay, ..., a,, We run the one-unit fixed-point algorithm far,,,, and after
every iteration step subtract from,., a certain proportion of the ’projections’
aZHaja_,,j =1, ..., p of the previously estimateg vectors, and then renormalize
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Apt1:

laygy ¢ app —a " al, aja; (16.10)
2ap1 ap+1/||ap+1||

wherea is a constant determining the force of quasiorthogonalizatiom.=4f 1, we
have ordinary, perfect orthogonalization. We have found in our éxyats that an
a in the rangd0.1 ... 0.3] is sufficient in spaces where the dimension is 64.

In certain applications it may be desirable to use a symmetric versionaxiq
orthogonalization, in which no vectors are “privileged” over otherQ[21197]. This
can be accomplished, for example, by the following algorithm:

1A« 3A-1AATA.

2. Normalize each column of to unit norm (16.11)

which is closely related to the iterative symmetric orthogonalizatiototbused for
basic ICA in Section 8.4.3. The present algorithm is simply doirgiteration of the
iterative algorithm. In some cases, it may be necessary to do two or recaéans,
although in the experiments below, just one iteration was sufficient.

Thus, the algorithm that we propose is similar to the FastICA #lgoras de-
scribed, e.g. in Section 8.3.5 in all other respects than the orthogoimtizahich
is replaced by one of the preceding quasiorthogonalization methods.

Experiments with overcomplete image bases We applied our algorithm on
image windows (patches) 8fx 8 pixels taken from natural images. Thus, we used
ICA for feature extraction as explained in detail in Chapter 21.

The mean of the image window (DC component) was removed as a preprocess-
ing step, so the dimension of the data was 63. Both deflationary and eyimm
quasiorthogonalization were used. The nonlinearity used in the Fasiigdrithm
was the hyperbolic tangent. Fig. 16.1 shows an estimated approximatehed
overcomplete basis (with 240 components). The sample size was 140660edults
shown here were obtained using the symmetric approach; the deflatioqaoaap
yielded similar results, with the parametefixed at0.1.

The results show that the estimated basis vectors are qualitativelysijuiilar
to those obtained by other, computationally more expensive mett2yds; [they
are also similar to those obtained by basic ICA (see Chapter 21). Mordwoyer
computing the dot-products between different basis vectors, we sebéhaadsis is,
indeed, quasiorthogonal. This validates our heuristic approach.

16.2.4 Other approaches

We mention here some other algorithms for estimation of overcompéestesh First,
in [341], independent components with binary values were considered, ged-a
metrically motivated method was proposed. Second, a tensorial algomthtinef
overcomplete estimation problem was proposed in [63]. Related theoretstats
were derived in [58]. Third, a natural gradient approach was developed. ifr{f-
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Fig. 16.1 The basis vectors of a 4 times overcomplete basis. The dioren§the data is
63 (excluding the DC component, i.e., the local mean) andtineber of basis vectors is 240.
The results are shown in the original space, i.e., the ievefshe preprocessing (whitening)
was performed. The symmetric approach was used. The badisrsere very similar to
Gabor functions or wavelets, as is typical with image date (Shapter 21).
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ther developments on estimation of overcomplete bases using methadds girthe
preceding quasiorthogonalization algorithm can be found in [208].

16.3 CONCLUDING REMARKS

The ICA problem becomes much more complicated if there are more independent
components than observed mixtures. Basic ICA methods cannot be used .assuch
most practical applications, it may be more useful to use the basic |Gkehas an
approximation of the overcomplete basis model, because the estimatiom lwdisic
model can be performed with reliable and efficient algorithms.

When the basis is overcomplete, the formulation of the likelihoodiffecdlt,
since the problem belongs to the class of missing data problems. M¥ebtased
on maximum likelihood estimation are therefore computationally ratmefficient.
To obtain computationally efficient algorithms, strong approximatiane necessary.
For example, one can use a modification of the FastICA algorithm thatsiscbon
finding a quasidecorrelating sparse decomposition. This algoritbamiputationally
very efficient, reducing the complexity of overcomplete basis estimatidhat of
classic ICA estimation.






17

Nonlinear ICA

This chapter deals with independent component analysis (ICA) for nonlimigarg
models. A fundamental difficulty in the nonlinear ICA problem is thasihighly
nonunique without some extra constraints, which are often realizadiby a suitable
regularization. We also address the nonlinear blind source separas&) (Boblem.
Contrary to the linear case, we consider it different from the respectivénaar ICA
problem. After considering these matters, some methods introducedlfong the
nonlinear ICA or BSS problems are discussed in more detail. Special erapbasi
given to a Bayesian approach that applies ensemble learning to a flexibikayeult
perceptron model for finding the sources and nonlinear mixing mappatghtve
most probably given rise to the observed mixed data. The efficiencysaftéihod is
demonstrated using both artificial and real-world data. Atthe end of theehather
techniques proposed for solving the nonlinear ICA and BSS problemeswssved.

17.1 NONLINEAR ICA AND BSS

17.1.1 The nonlinear ICA and BSS problems

In many situations, the basic linear ICA or BSS model

n

x= As= Zsjaj (17.2)
j=1

is too simple for describing the observed datadequately. Hence, it is natural to
consider extension of the linear model to nonlinear mixing modelsinStantaneous

315
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mixtures, the nonlinear mixing model has the general form
x = f(s) (17.2)

wherex is the observedh-dimensional data (mixture) vectdrjs an unknown real-
valuedm-component mixing function, andis ann-vector whose elements are the
n unknown independent components.

Assume now for simplicity that the number of independent componeatgials
the number of mixturesn. The general nonlinear ICA problem then consists of
finding a mappind : R® — R” that gives components

y = h(x) (17.3)

that are statistically independent. A fundamental characteristic of theneanl
ICA problem is that in the general case, solutions always exist, and thdyighly
nonunique. One reason for this is thatzifandy are two independent random
variables, any of their functiong(z) andg(y) are also independent. An even more
serious problem s thatin the nonlinear casandy can be mixed and still statistically
independent, as will be shown below. This is not unlike in the casawa$gjan ICs
in a linear mixing.

In this chapter, we define BSS in a special way to clarify the distinctiowdxt
finding independent components, and finding the original sources. , Tinuke
respective nonlinear BSS problem, one should find the original saigralss
that have generated the observed data. This is usually a clearly more meaningf
and unique problem than nonlinear ICA defined above, provided that sujaior
information is available on the sources and/or the mixing mappirtgis worth
emphasizing that if some arbitrary independent components are founefalata
generated by (17.2), they may be quite different from the true soignals. Hence
the situation differs greatly from the basic linear data model (17at)which the
ICA or BSS problems have the same solution. Generally, solvingohénear BSS
problem is not easy, and requires additional prior information oablétregularizing
constraints.

An important special case of the general nonlinear mixing model (17.2)stens
of so-calledpost-nonlinear mixturesThere each mixture has the form

n
T = fz Z @ijSj5 | 1= 1, B [ (174)
j=1
Thus the sources;, j = 1,... ,n are first mixed linearly according to the basic

ICA/BSS model (17.1), but after that a nonlinear functjpiis applied to them to get

the final observations;. It can be shown [418] that for the post-nonlinear mixtures,
the indeterminacies are usually the same as for the basic linear instarganiemg

model (17.1). That is, the sources can be separated or the independent compo-
nents estimated up to the scaling, permutation, and sign indeterminadersweak
conditions on the mixing matriA and source distributions. The post-nonlinearity
assumption is useful and reasonable in many signal processing appkchgmause
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it can be thought of as a model for a nonlinear sensor distortion. Ire general
situations, it is a restrictive and somewhat arbitrary constrainis fodel will be
treated in more detail below.

Another difficulty in the general nonlinear BSS (or ICA) methods psmzbthus
far is that they tend to be computationally rather demanding. Moreowecdmpu-
tational load usually increases very rapidly with the dimensionalithefgroblem,
preventing in practice the application of nonlinear BSS methods todtigiensional
data sets.

The nonlinear BSS and ICA methods presented in the literature couldidedi
into two broad classegjenerative approachesdsignal transformation approaches
[438]. In the generative approaches, the goal is to find a specific modebiplains
how the observations were generated. In our case, this amounts to egjitnattin
the source signals and the unknown mixing mappirflf-) that have generated the
observed datx through the general mapping (17.2). In the signal transformation
methods, one tries to estimate the sources directly using the invarsgdrmation
(17.3). In these methods, the number of estimated sources is the sameastber
of observed mixtures [438].

17.1.2 Existence and uniqueness of nonlinear ICA

The question of existence and uniqueness of solutions for nonlindapéndent
component analysis has been addressed in [213]. The authors show thatwlage
exists an infinity of solutions if the space of the nonlinear mixiogctionsf is
not limited. They also present a method for constructing parameterizedidami
of nonlinear ICA solutions. A unique solution (up to a rotati@an be obtained
in the two-dimensional special case if the mixing mapping constrained to be a
conformal mapping together with some other assumptions; see [21&fails.

In the following, we present in more detail the constructive metintrduced in
[213] that always yields at least one solution to the nonlinear ICA lprab This
procedure might be considered as a generalization of the well-known Gchmid&
orthogonalization method. Given independent variables = (y1,... ,y») and a
variablez, a new variable,,,.1 = g(y, x) is constructed so thatthe 3gt . . . , ¥, 41
is mutually independent.

The construction is defined recursively as follows. Assume that we dlazady
m independent random variablgs, . . . , y,,, which are jointly uniformly distributed
in [0,1]™. Here it is not a restriction to assume that the distributions efythare
uniform, since this follows directly from the recursion, as will &een below; for a
single variable, uniformity can be attained by the probability irebtzansformation;
see (2.85). Denote hyany random variable, and lay, . .. , a,,, b some nonrandom
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scalars. Define

glar, ... ,am,b;py o) = Pz <bly1 = a1, ... ,Ym = )
(17.5)
b
_ f,oopyw(a]-,"' ,am,f)df
py(alv"'vam)

where py (-) and py .(-) are the marginal probability densities ¢f and (y, z),
respectively (itis assumed here implicitly that such densities exist}P41-) denotes
the conditional probability. Thgy , in the argument of is to remind thay depends

on the joint probability distribution of andx. Form = 0, g is simply the cumulative
distribution function of:. Now, g as defined above gives a nonlinear decomposition,
as stated in the following theorem.

Theorem 17.1 Assume thay, . .. ,y,, are independent scalar random variables
that have a joint uniform distribution in the unit cuf@ 1]™. Letz be any scalar
random variable. Defing as in(17.5) and set

Ym+1 =91, Ym, T Dy.x) (17.6)

Theny,,,+1 is independent from the , . . ., Ym, and the variableg., ...,y 11 are

jointly uniformly distributed in the unit cub@, 1™+,

The theorem is proved in [213]. The constructive method given aboveecasdul
to decompose. variablesz,...,z, into n independent components. . .., y,,
giving a solution for the nonlinear ICA problem.

This construction also clearly shows that the decomposition in indepe¢icdm-
ponents is by no means unique. For example, we could first apply a lirsees-tr
formation on thex to obtain another random vectat = Lx, and then computg’
= g'(x’) with g’ being defined using the above procedure, wheis replaced by
x'. Thus we obtain another decompositionxoihto independent components. The
resulting decompositiop’ = g’'(Lx) is in general different frony, and cannot be
reduced toy by any simple transformations. A more rigorous justification & th
nonunigueness property has been given in [213].

Lin [278] has recently derived some interesting theoretical results ontha#
are useful in describing the nonuniqueness of the general nonlinear i@#em.
Let the matricesH, and H, denote the Hessians of the logarithmic probability
densitiedog ps(s) andlog p.. (x) of the source vectos and mixture (data) vecto,
respectively. Then for the basic linear ICA model (17.1) it holds that

H,=ATH,A (17.7)

where A is the mixing matrix. If the components efare truly independeni

should be a diagonal matrix. Due to the symmetry of the Hessian matiigesd
H,, Eqg. (17.7) imposes(n — 1) /2 constraints for the elements of thex n matrix
A. Thus a constant mixing matriX can be solved by estimatifd, at two different
points, and assuming some values for the diagonal elemekis.of
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If the nonlinear mapping (17.2) is twice differentiable, we can appraénit
locally at any point by the linear mixing model (17.1). Thekeis defined by the
first order termof (s) /0s of the Taylor series expansion ffs) at the desired point.
But now A generally changes from point to point, so that the constraint condition
(17.7) still leaven(n — 1)/2 degrees of freedom for determining the mixing matrix
A (omitting the diagonal elements). This also shows that the nonli@aproblem
is highly nonunique.

Taleb and Jutten have considered separability of nonlinear mixtures8n22%].
Their general conclusion is the same as earlier: Separation is impossthleutvi
additional prior knowledge on the model, since the independence assarafpne
is not strong enough in the general nonlinear case.

17.2 SEPARATION OF POST-NONLINEAR MIXTURES

Before discussing approaches applicable to general nonlinear mixtures pieefly
consider blind separation methods proposed for the simpler case efpolgtear
mixtures (17.4). Especially Taleb and Jutten have developed BSS médtidtis
case. Their main results have been represented in [418], and a short ovefrthew
studies on this problem can be found in [227]. In the following,pesent the the
main points of their method.

A separation method for the post-nonlinear mixtures (17.4) shcaneéiglly con-
sist of two subsequent parts or stages:

1. A nonlinear stage which should cancel the nonlinear distortiofis i =

1,...,n. This part consists of nonlinear functiopg;, «). The parameters
0, of each nonlinearity; are adjusted so that cancellation is achieved (at least
roughly).

2. Alinear stagethat separates the approximately linear mixtwrebtained after
the nonlinear stage. Thisis done as usual by learning a separating matrix
B for which the components of the output vecior Bv of the separating
system are statistically independent (or as independent as possible).

Taleb and Jutten [418] use the mutual informatidy) between the components

Y1, - -- ,Yn Of the output vector (see Chapter 10) as the cost function and independence
criterion in both stages. For the linear part, minimization of the ralittformation

leads to the familiar Bell-Sejnowski algorithm (see Chapters 10 and 9)

91(y) _ T Ty—1
g~ El¥x'}-(B7) (17.8)
where components; of the vectorp are score functions of the componegtof

the output vectoy:

IR /1C)
Yi(u) = ™ log pi(u) = i) (17.9)
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Herep;(u) is the probability density function @f andp; (u) its derivative. In practice,
the natural gradient algorithm is used instead of the Bell-Sejnowstiittgn (17.8);
see Chapter 9.

For the nonlinear stage, one can derive the gradient learning rule [418]

o) _ E{@log | 95 (B ) | } - E{zn: wi(ﬂi)bmiagk(ek’m) | }

00, 00, 00,

Herex;, is thekth component of the input vectdr,, is the elementk of the matrix
B, andg;, is the derivative of théth nonlinear functiory,. The exact computation
algorithm depends naturally on the specific parametric form of the chazd@imaar
mappinggy (0, z). In [418], a multilayer perceptron network is used for modeling
the functiongy (0, z¢), k=1,... ,n.

In linear BSS, it suffices that the score functions (17.9) are of thd tigpe for
achieving separation. However, their appropriate estimation is criticahe good
performance of the proposed nonlinear separation method. The scoliefs{&{.9)
must be estimated adaptively from the output vegtoiSeveral alternative ways to
do this are considered in [418]. An estimation method based on the Ghemi€®
expansion performs appropriately only for mild post-nonlineaodins. However,
another method, which estimates the score functions directly, alsadesvery good
results for hard nonlinearities. Experimental results are presented 8).[A well
performing batch type method for estimating the score functions hadieeduced
in a later paper [417].

Before proceeding, we mention that separation of post-nonlinear rastiso
has been studied in [271, 267, 469] using mainly extensions of theahgradient
algorithm.

17.3 NONLINEAR BSS USING SELF-ORGANIZING MAPS

One of the earliest ideas for achieving nonlinear BSS (or ICA) is to ud®oKen's
self-organizing map (SOM) to that end. This method was originallpdiced by
Pajunen etal. [345]. The SOM [247, 172] is a well-known mapping aswhlization
method that in an unsupervised manner learns a nonlinear mapping fromatthed
a usually two-dimensional grid. The learned mapping from often kligiensional
data space to the grid is such that it tries to preserve the structune data as well
as possible. Another goal in the SOM method is to map the data so thadlid we
uniformly distributed on the rectangular (or hexagonal) grid. Td@a be roughly
achieved with suitable choices [345].

If the joint probability density of two random variables is unifdyndistributed
inside a rectangle, then clearly the marginal densities along the sides reftangle
are statistically independent. This observation gives the justific&tioapplying
self-organizing map to nonlinear BSS or ICA. The SOM mapping provities
regularization needed in nonlinear BSS, because it tries to preserve tictustr
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of the data. This implies that the mapping should be as simple asbposdgiile
achieving the desired goals.

5 10 15 20 25 30 35 40 45 50 [ 5 10 15 20 25 30 35 40 45 50

Fig. 17.1 Original source signals. Fig. 17.2 Nonlinear mixtures.

The following experiment [345] illustrates the use of the setfarizing map in
nonlinear blind source separation. There were two subgaussian sognedssi
shown in Fig. 17.1, consisting of a sinusoid and uniformlyrdisted white noise.
Each source vectarwas first mixed linearly using the mixing matrix

A= (17.10)

0.7 0.3
0.3 0.7

After this, the data vectors were obtained as post-nonlinear mixtures of the sources
by applying the formula (17.4), where the nonlinearfifgt) = +¢,i = 1, 2. These
mixturesz; are depicted in Fig. 17.2.

Fig. 17.3 Signals separated by SOM. Fig. 17.4 Converged SOM map.
The sources separated by the SOM method are shown in Fig. 17.3, and the

converged SOM map is illustrated in Fig. 17.4. The estimates of thesaignals
in Fig. 17.3 are obtained by mapping each data vectonto the map of Fig. 17.4,
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and reading the coordinates of the mapped data vector. Even though the pgecedi
experimentwas carried out with post-nonlinear mixtures, the use@®M method
is not limited to them.

Generally speaking, there are several difficulties in applying self-oxgepmaps
to nonlinear blind source separation. If the sources are uniformtyilalised, then
it can be heuristically justified that the regularization of the nonliresrarating
mapping provided by the SOM approximately separates the sources. Battitie
sources are not uniformly distributed, the separating mapping girayiuniform
densities inevitably causes distortions, which are in general the nesi@us the
farther the true source densities are from the uniform ones. Of cotlmseSOM
method still provides an approximate solution to the nonlinear |@%fem, but this
solution may have little to do with the true source signals.

Another difficulty in using SOM for nonlinear BSS or ICA is that contgiional
complexity increases very rapidly with the number of the sources (diimeality of
the map), limiting the potential application of this method to srealiie problems.
Furthermore, the mapping provided by the SOM is discrete, where skeatization
is determined by the number of grid points.

17.4 A GENERATIVE TOPOGRAPHIC MAPPING APPROACH TO
NONLINEAR BSS *

17.4.1 Background

The self-organizing map discussed briefly in the previous section isnéinear
mapping method that is inspired by neurobiological modeling argumesithop,
Svensen and Williams introduced the generative topographic mappirig)@&thod
as a statistically more principled alternative to SOM. Their methodésegmted in
detail in [49].

In the basic GTM method, mutually similar impulse (delta) functitimst are
equispaced on a rectangular grid are used to model the discrete uniforydetise
space of latent variables, or the joint density of the sources in our casendpping
from the sources to the observed data, corresponding in our nonlin&p®Blem
to the nonlinear mixing mapping (17.2), is modeled using a mixairgaussians
model. The parameters of the mixture-of-gaussians model, defining itkiegm
mapping, are then estimated using a maximum likelihood (ML) methodSseton
4.5) realized by the expectation-maximization (EM) algorithm [48, 1A2er this,
the inverse (separating) mapping from the data to the latent varialolesc€s) can
be determined.

Itis well-known that any continuous smooth enough mapping can bexippated
with arbitrary accuracy using a mixture-of-gaussians model with sefftty many
gaussian basis functions [172, 48]. Roughly stated, this provitkeshieoretical
basis of the GTM method. A fundamental difference of the GTM method casdpar
with SOM is that GTM is based on generativeapproach that starts by assuming
a model for the latent variables, in our case the sources. On the other$@iv,
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tries to separate the sources directly by starting from the data and ectirggr a
suitable separating signal transformation. A key benefit of GTM igritstieoretical
foundation which helps to overcome some of the limitations of SOHNis &lso
provides the basis of generalizing the GTM approach to arbitrary sourcitigsn

Using the basic GTM method instead of SOM for nonlinear blind sowepastion
does not yet bring out any notable improvement, because the densitiessafitrces
are still assumed to be uniform. However, itis straightforwardaioagalize the GTM
method toarbitrary knownsource densities. The advantage of this approach is that
one can directly regularize the inverse of the mixing mapping by usiagknown
source densities. This modified GTM method is then used for findingnaaroplex
mixing mapping. This approach is described in the following.

17.4.2 The modified GTM method

The modified GTM method introduced in [346] differs from the standatdv [49]
only in that the required joint density of the latent variables (sounsedgfined as
a weightedsum of delta functions instead of plain delta functions. The weightin
coefficients are determined by discretizing the known source densitiegtt@nhain
points of the GTM method are presented here, with emphasis on the madifgat
made for applying it to nonlinear blind source separation. Readersngisbigain a
deeper understanding of the GTM method should look at the original pé@ler
The GTM method closely resembles SOM in that it uses a discrete grid ofspoi
forming aregular array in the.-dimensional latent space. Asin SOM, the dimension
of the latent space is usually = 2. Vectors lying in the latent space are denoted by
s(t); in our application they will be source vectors. The GTM method usesaf£
fixed nonlinear basis functiod®;(s)}, j = 1,. .., L, which form a nonorthogonal
basis set. These basis functions typically consist of a regular arraghefrisal
gaussian functions, but the basis functions can at least in principlediker types.
The mapping from then-dimensional latent space to thedimensional data
space, which is in our case the mixing mapping of Eqg. (17.2), is in GTddeted as
a linear combination of basis functiops:

x=1f(s) =Mep(s), ¢@=[p1,p2,... 0] (17.11)

HereM is ann x L matrix of weight parameters.
Denote the node locations in the latent spacexby Eq. (17.11) then defines a
corresponding set of reference vectors

m; = My(a;) (17.12)

in data space. Each of these reference vectors then forms the center of angsotropi
gaussian distribution in data space. Denoting the common variance effhessians

by 51, we get
n/2
petxl )= (52) e (=5 mi—x ) (17.13)
™
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The probability density function for the GTM model is obtained bynsuing over
all of the gaussian components, yielding

K
> Ppx(x |9)
;( n/2 ﬂ ,
= Z ( ) Xp<§||mix||> (17.14)

i=1

Px(x(t) [ M, )

Here K is the total number of gaussian components, which is equal to the nufnber o
grid pointsin latent space, and the prior probabilifi§$) of the gaussian components
are all equal td /K.

GTM tries to represent the distribution of the observed ddtethen-dimensional
data space in terms of a smalterdimensional nonlinear manifold [49]. The gaussian
distribution in (17.13) represents a noise or error model whickeeded because the
data usually does not lie exactly in such a lower dimensional manifoiglinhportant
to realize that thé{ gaussian distributions defined in (17.13) have nothing to do with
the basis functiorp;, i = 1,..., L. Usually it is advisable that the numbgrof
the basis functions is clearly smaller than the num&esf node locations and their
respective noise distributions (17.13). In this way, one can apeétfitting and
prevent the mixing mapping (17.11) to become overly complicated.

The unknown parameters in this model are the weight matfiand the inverse
variance. These parameters are estimated by fitting the model (17.14) to the
observed data vectosq1), x(2), ... ,x(T") using the maximum likelihood method
discussed earlier in Section 4.5. The log likelihood function of theeoled data is
given by

T
M, 8) = 3" log pe(x(8) M, ) = Zlog [ ettty s, M. ppe(s)ds
t=1 : (17.15)

wheres~! is the variance ok givens andM, andT is the total number of data

vectorsx(t).
For applying the modified GTM method, the probability density fiortps(s)
of the source vectors should beknown Assuming that the sources, so, ... , Sm

are statistically independent, this joint density can be evaluated asatieqbiof the
marginal densities of the individual sources:

=[] pi(s:) (17.16)
i=1

Each marginal density is here a discrete density defined at the sampling poin
corresponding to the locations of the node vectors.

The latent space in the GTM method usually has a small dimension, typicall
m = 2. The method can be applied in principle far > 2, but its computational
load then increases quite rapidly just like in the SOM method. Fordéaison, only
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two sources;; ands, are considered in the following. The dimension of the latent
space is chosen to se = 2, and we use a rectangulfr x K, grid with equispaced
nodes, so that the total number of node&is K; x K,. The locations of the node
points in the grid are denoted lay;;, i = 1,... , Ky, j =1,..., K>. One can then
write

K1 Ko

ps(s) = Z Z a;;0(s — ;) = Z az0(s — ay) (17.17)

i=1 j=1

The coefficients;; = p: (i)p2(j), wherep, (i) andp.(j) are the values of the marginal
densitieg; (s1) andp.(s2) corresponding to the location of the node pain§. In
(17.17),6(-) is the Dirac delta function or impulse function which has the special
property thatf g(s)d(s — so)ds = g(sp) if the integration extends over the poi,
otherwise the integral is zero. In the last phase, the node pointhaimddspective
probabilities have been reindexed again using a single igdex easier notation.
This can be done easily by going through all the node points in soesecgbed
order, for example rowwise.

Inserting (17.17) into (17.15) yields

T K
LM, 8) = log <Z aqpx(x(t)aq,M,,B)> (17.18)
t=1 qg=1

Computing the gradient of this expression with respect to the weiglttix M and
setting it to zero, after some manipulations yields the following éqondor updating
the weight matrixM:

(@ Gog®) Mg, = &' RogX (17.19)

In this formula,X = [x(1), ... ,x(T)]* is the data matrix, and th@, j)-th element
foi = ¢jlay) of the K x L matrix @ is the value of thgth basis functiorp;(-) at
thegth node poiniy,. Furthermore( is a diagonal matrix with elements

T
Ggg =Y Ryu(M, B) (17.20)

t=1

and the elements of the responsibility matRxare

aypx (x(t)|aq, M, )

Ry = (17.21)
TS akpx(x(t) o, M, )
Then the variance paramet@can be updated using the formula
L LSS R | Muiplary) — x(0) I (17.22)
ﬂnew Tn p o Lqt ne q .

wheren is the dimension of the data space.
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Fig. 17.5 Source signals. Fig. 17.6 Separated signals.

In GTM, the EM algorithm is used for maximizing the likelihood. Hehe E-
step (17.21) consists of computing the responsibililgs and the M-steps (17.19),
(17.22) of updating the paramet@&bandg. The precedingderivation is quite similar
to the one as in the original GTM method [49], only the prior densitefficientsu;;
= a, have been added to the model.

After a few iterations, the EM algorithm converges to the parameter vallies
and g* that maximize the log likelihood (17.15), at least locally. The optimu
valuesM* andg* then specify the estimated probability density (17.14) that GTM
provides for the data vectoss. Because the prior densipg(s) of the sources
is assumed to be known, it is then straightforward to compute thepasdensity
p(s(t) | x(t), M*, 5*) of the sources given the observed data using the Bayes’ rule.
As mentioned in Chapter 4, this posterior density contains all theasténformation
about the sources.

However, it is often convenient to choose a specific source estisfgteorre-
sponding to each data vectoft) for visualizing purposes. An often used estimate
is the mean Es(t) | x(¢), M*, 8*} of the posterior density. It can be computed in
the GTM method from the simple formula [49]

8(t) = E{s(t) | x(1),M", 8"} = > Ryex (17.23)

If the posterior density of the sources is multimodal, the postenigan (17.23) can
give misleading results. Thenitis better to use for example the marienposteriori
(MAP) estimate, which is simply the source value corresponding to #dmum
responsibilitygmax = argmaxR,:), ¢ = 1, ... , K, for each sample index

17.4.3 An experiment

In the following, a simple experiment involving two sources shaw Fig. 17.5
and three noisy nonlinear mixtures is described. The mixed data was gengyated
transforming linear mixtures of the original sources using a naylél perceptron
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Fig. 17.7  Joint mixture densities with superimposed maps. Top leftatHensityp(x1, z2)
of mixturesz; andz,. Top right: Joint density(z1, z3) of mixturesz; andzz. Bottom left:
Joint densityp(x2, x3) of mixturesz, andzs. Bottom right: Joint density of the estimated

two source signals.

network with a volume conserving architecture (see [104]). Such an acthit was

chosen for ensuring that the total mixing mapping is bijective and toereéversible,

and for avoiding highly complex distortions of the source déesit However, this

choice has the advantage that it makes the total mixing mapping more cotingte

the post-nonlinear model (17.4). Finally, gaussian noise was addked ioixtures.
The mixtures were generated using the model

x = As + tanh(UAs) + n (17.24)

whereU is an upper-diagonal matrix with zero diagonal elements. The nonzero
elements ofU were drawn from a standard gaussian distribution. The mairix
ensures volume conservation of the nonlinearity applied 4o

The modified GTM algorithm presented above was used to learn a separating
mapping. For reducing scaling effects, the mixtures were first whitenefier A
whitening the mixtures are uncorrelated and have unit variance. Then tthéiedo
GTM algorithm was run for eight iterations usinga< 5 grid. The number of basis

functionswasl = 7.
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The separated sources depicted in Fig. 17.6 can be compared with the original
sourcesin Fig. 17.5. The waveforms of the original sources are aippatly recov-
ered, even though there is some inevitable distortion due to tise mdiscretization,
and the difficulty of the problem.

The mixtures are not shown here directly because they are in three domensi
The two-dimensional marginal densities of the mixtures are showrign 1.7,
however. They clearly reveal the nonlinearity of the mixing mappingarticular,
the joint densityp(z., z3) of the second and third mixtures (components of the data
vectorx) is highly nonlinear. Also the joint density of the separated souscgisown
in Fig. 17.7 in the subfigure at bottom right. It indicates that a fézable density
has been approximately obtained. The superimposed maps in the first Qusebfi
of Figure 17.7 were obtained by mappingl@ x 10 grid of source vectors to
the mixture (data) space using the mapping (17.11) learned by thdietb@GTM
algorithm.

17.5 AN ENSEMBLE LEARNING APPROACH TO NONLINEAR BSS

In this section, we present a new generative approach for nonlinear ldindes
separation or independent component analysis. Here the nonlinear mappip (
from the unknown sourceso the known observationsis modeled using the familiar
multilayer perceptron (MLP) network structure [172, 48]. MLP netvghave the
universal approximation property [172] for smooth continuous nragg and they
suit well for modeling both strongly and mildly nonlinear mappingowever, the
learning procedure is based on unsupervised Bayesian ensemble learrsrupité i
different from standard back-propagation learning which minimizes the ragaare
representation error in MLP networks in a supervised manner [172, 48].

17.5.1 Ensemble learning

A flexible model family, such as MLP networks, provides infinitely mgogsible
explanations of different complexity for the observed data. Choasiagomplex
a model results in overfitting, where the model tries to make up measagx-
planations for the noise in addition to the true sources or indep¢rderponents.
Choosing too simple a model results in underfitting, leaving éindsbme of the true
sources that have generated the data.

An appropriate solution to this problem is that no single modelkhactually
be chosen. Instead, all the possible explanations should be takeadotoint
and weighted according to their posterior probabilities. This approantwik as
Bayesian learning [48], optimally solves the trade-off between under-ditting.
All the relevant information needed in choosing an appropriate modelnged
in the posterior probability density functions (pdf’s) of diféart model structures.
The posterior pdf’s of too simple models are low, because they lelt@&the data
unexplained. On the other hand, too complex models occupy littleapibity mass,
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even though they often show a high but very narrow peak in their postedf’s
corresponding to the overfitted parameters.

In practice, exact computation of the posterior pdf’s of the models j@ssible.
Therefore, some suitable approximation method must be usademble learning
[180, 25, 260], also known as variational learning, is a method for petramapprox-
imation of posterior pdf's where the search takes into account the piapabass
of the models. Therefore, it does not suffer from overfitting. Thedasa in en-
semble learning is to minimize the misfit between the posterior pdftanqédrametric
approximation.

Let us denote byX = {x(t)|¢} the set of available mixture (data) vectors, and by
S = {s(t)|t} the respective source vectors. Denotéall the unknown parameters
of the mixture (data) model, which will be described in more detail ia tiext
subsection. Furthermore, IgtS, | X ) denote the exact posterior pdf apdb, 0| X)
its parametric approximation. The misfitis measured with the Kulldazkier (KL)
divergence7k 1, between the densitigsandq, which is defined by the cost function

q(S, 0|X)

——LddS
p(S,0]X)

Jkr = gy {logg} = /q(S,H\X)log
P (17.25)

The Kullback-Leibler divergence or distance measures the difference irdhap
bility mass between the densitigandg. Its minimum valud) is achieved when the
two densities are the same; see Chapter 5.

17.5.2 Model structure

As mentioned before, MLP networks are now used for modeling the reaniimixing
mappingdf(-) in (17.2). In the following, we represent the mixing model [2536}%

in more detail. Lek(t) denote the observed data vector at timands(t) the vector

of independent components (source signals) attinTdie matrice€) andA contain

the weights of the output and the hidden layers of the network, respbgtandb

anda are the respective bias vectors of the output and hidden layers. The vector
of nonlinear activation functions, applied componentwise, is denotegl Hy and

n(t) is a zero mean gaussian noise vector corrupting the observations. Ussg t
notations, the mixing (data) model can be written

x(t) = Qg(As(t) +a) + b+ n(t) (17.26)

The hyperbolic tangent(y) = tanh(y) is used as the nonlinear activation function,
which is a typical choice in MLP networks. Other continuous activatiorcfions
could be used, too. The sources are assumed to be independent, and they are
modeled by mixtures of gaussians. The independence assumption is,Hzuealse
the goal of the model is to find the underlying independent componériseo
observations. By using mixtures of gaussians, one can model sufficieelil any
nongaussian distribution of the sources [48]. This type of reptaten has earlier
been successfully applied to the standard linear ICA model in [258].
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The parameters of the model are (1) the weight matrideand Q, and the
bias vectorsa andb; (2) the parameters of the distributions of the noise, source
signals and column vectors of the weight matrices; (3) the hyperparameséstsar
defining the distributions of the biases and the parameters in the g&u For a
more detailed description, see [259, 436]. All the parameterized distits are
assumed to be gaussian, except for the sources, which are modeled as noktures
gaussians. This does not limit the generality of the approach seveumtlydkes
computational implementation simpler and much more efficient. The hiecalchi
description of the distributions of the parameters of the model useglib a standard
procedure in probabilistic Bayesian modeling. Its strength lies @t kmowledge
about equivalent status of different parameters can be easily incorporated. For
example, all the variances of the noise components have a similar stttesnodel.
This is reflected by the fact that their distributions are assumed to berged by
common hyperparameters.

17.5.3 Computing Kullback-Leibler cost function *

In this subsection, the Kullback-Leibler cost functigix;, defined earlier in Eq.
(17.25) in considered in more detail. For approximating and then nmmit, we
need two things: the exact formulation of the posterior deng(y; 6| X') and its
parametric approximatiog(S, 8| .X).

According to the Bayes'’ rule, the posterior pdf of the unknown vaesBlandd
is
p(X]S, 0)p(S|6)p(6)

p(X)

The probability densityp(X |S, 8) of the dataX given the source$ and the
parameter® is obtained from Eq. (17.26). Let us denote the variance ofitthe
component of the noise vectar(t) by by o?. The distributionp(z;(t)|s(t), 8)
of theith component:;(¢) of the data vectok(t) is thus gaussian with the mean
qal'g(As(t) + a) + b; and variancer?. Hereq! denotes théth row vector of the
weight matrixQ, andb; is theith component of the bias vectbt As usually, the
noise components;(¢) are assumed to be independent, and therefore

p(S,0]1X) = (17.27)

T n
p(X1S,0) = ] [[ p(xi(®)Is(1),6) (17.28)
t=11i=1
The termsp(S|0) andp(0) in (17.27) are also products of simple gaussian dis-
tributions, and they are obtained directly from the definition ofiedel structure
[259, 436]. The termp(X) does not depend on the model parameters and can be
neglected.
The approximatiog(.S, 8 | X') must be simple enough for mathematical tractabil-
ity and computational efficiency. First, we assume that the source sighate
independent of the other parametérso thaty(.S, 6 | X) decouples into

(5,0 X) =q(S| X)q(0 | X) (17.29)
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For the parametem®, a gaussian density with a diagonal covariance matrix is used.
This implies that the approximatiaf{@ | X) is a product of independent gaussian
distributions:

q(0] X) = qu 6, | X) (17.30)

The parameters of each gaussian component depsity | X) are its mea; and
varianced;.

The source signals;(t), i = 1,... ,n are assumed to be mutuaIIy statistically
independent, and also at different t|me instants (sample valueq) .. , SO that
q(S | X) Han si (17.31)

t=1i=1

Here the component densitieg(s;(t) | X) are modeled as mixtures of gaussian
densities. Inserting Egs. (17.31) and (17.30) into (17.29)ides/the desired ap-
proximationg(.S, 8 | X) of the posterior density.

Both the posterior densify S, 8| X ) and its approximatioq(S, €| X ) are products
of simple gaussian or mixture-of-gaussians terms, which simpliies st function
(17.25) considerably: it splits into expectations of many simpleserThe terms of
the form E, {log ¢;(S, 6, | X)} are negative entropies of gaussians, having the exact
values— (1+4log 276;)/2. The terms of the form-E, {log p(=; (t)|s(t), 8) } are most
difficult to handle. They are approximated by applying second order Tagioes
expansions of the nonlinear activation functions as explained in [236]. The
remaining terms are expectations of simple gaussian terms, which can batedmp
as in [258]. .

The cost function/x ;, depends on the posterior medhsnd variances; of the
parameters of the network and the source signals. This is because insfieaiihgf
a point estimate, the joint posterior pdf of the sources and parametestinsated
in ensemble learning. The variances give information about the retiabilithe
estimates.

Let us denote the two parts of the cost function (17.25) arising tfeerdenom-
inator and numerator of the logarithm by, respectively,= —E,{log p} and7, =
E,{logq}. The variance$; are obtained by differentiating (17.25) with respedito
[259, 436]:

OIkL _ 0Jp N od, _ 0, 1

= = = - = —_— — —= (1732)
06 06 06 06 26
Equating this to zero yields a fixed-point iteration for updating theances:
—1
6= [ 6_@} (17.33)
06

The mean$; can be estimated from the approximate Newton iteration [259, 436]

0Ty [3 jKL:| ! f_%

086 —
< 20 | o0 20

(17.34)
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The formulas (17.33) and (17.34) have a central role in learning.

17.5.4 Learning procedure *

Usually MLP networks learn the nonlinear input—output mapping inesvised
manner using known input—outputtraining pairs, for which the msgurare mapping
error is minimized using the back-propagation algorithm or some aitienmethod

[172, 48]. In our case, the inputs are theknownsource signals(t), and only

the outputs of the MLP network, namely the observed data vegtgfsare known.
Hence, unsupervised learning must be applied. Detailed account of the learning
method and discussion of potential problems can be found in [259, 4B86ihe
following, we give an overall description of the learning method.

The practical learning procedure used in all the experiments was the sastg. Fir
linear principal component analysis (PCA) (see Chapter 6) was applied tefisible
initial values for the posterior means of the sources. Even though P@Aingar
method, it yields much better initial values than a random choice. The pmster
variances of the sources are initialized to small values. Good initial valees ar
important for the method because it can effectively prune away unused pénts o
MLP network'.

Initially the weights of the MLP network have random values, and #&isvark
has quite a bad representation for the data. If the sources were adapted fidonmr
values, too, the network would consider many of the sources useledsfoere-
sentation and prune them away. This would lead to a local minimum froiohwh
the network might not recover. Therefore the sources were fixed at the \gilers
by linear PCA for the first 50 sweeps through the entire data set. Tlowslhe
MLP network to find a meaningful mapping from the sources to the obtiens,
thereby justifying using the sources for the representation. Fosdinge reason,
the parameters controlling the distributions of the sources, waigiaise, and the
hyperparameters are not adapted during the first 100 sweeps. They are addypted o
after the MLP network has found sensible values for the variables whstsibdtions
these parameters control.

Furthermore, we first used a simpler nonlinear model where the sources had
standard gaussian distributions instead of mixtures of gaussiang isTkalled
nonlinear factor analysisnodel in the following. After this phase, the sources were
rotated using the FastICA algorithm. The rotation of the sources wapensated by
an inverse rotation of the weight matex of the hidden layer. The final representation
of the data was then found by continuing learning, but using now tixéure-of-
gaussians model for the sources. In [259], this representation is calldthear
independent factor analysis.

1Pruning techniques for neural networks are discussed xamele, in [172, 48]
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Fig. 17.8 Original sources are on theaxis of each scatter plot and the sources estimated
by a linear ICA are on thg-axis. Signal-to-noise ratio is 0.7 dB.

17.5.5 Experimental results

In all the simulations, the total number of sweeps was 7500, wherexsepaneans
going through all the observationgt) once. As explained before, a nonlinear
factor analysis (or nonlinear PCA subspace) representation using plainayeas
model distributions for the sources was estimated first. In the axgats, 2000
first sweeps were used for finding this intermediate representation. afiaear
ICA rotation, the final mixture-of-gaussians representation of thecses was then
estimated during the remaining 5500 sweeps. In the following, exyeets with
artificially generated nonlinear data are first described, followed by separatalts
on real-world process data.

Simulated data  Inthe first experiment, there were eight sources, four subgaussian
and four supergaussian ones. The data were generated from these sourggs thro
a nonlinear mapping, which was obtained by using a randomly initializ&é M
network having 30 hidden neurons and 20 output neurons. Gaussemhmiing a
standard deviation of 0.1 was added to the data. The nonlinearity udeel lidden
neurons was chosen to be the inverse hyperbolicsifie ' (z). This guarantees
that the nonlinear source separation algorithm using the MLP netwitk tanh
nonlinearities cannot use exactly the same weights.

Several different numbers of hidden neurons were tested in order to ingtim
the structure of the MLP network, but the number of sources was asstories
known. This assumption is reasonable because it seems to be possipternize
the number of sources simply by minimizing the cost function, as éxgerts with
purely gaussian sources have shown [259, 438]. The MLP network wiiitmized
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Fig. 17.9 Scatter plots of the sources after 2000 sweeps of nonliaetoifanalysis followed
by a rotation with a linear ICA. Signal-to-noise ratio is 238IB.
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Fig. 17.10 The final separation results after using a mixture-of-gamssmodel for the
sources for the last 5500 sweeps. Signal to noise ratio &dB. The original sources have
clearly been found.

the Kullback-Leibler cost function turned out to have 50 hidden nexirdhe number
of gaussians in the mixtures modeling the distribution of each sauasechosen to
be three, and no attempt was made to optimize this number.

The results are depicted in Figs. 17.8, 17.9, and 17.10. Each figunes gight
scatter plots, corresponding to each of the eight original sources. igiealisource
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Fig.17.11 Theremaining energy of the process data as a function oitimbar of extracted
components using linear and nonlinear factor analysis

which was used for generating the data appears on:theis, and the respective
estimated source in on theaxis of each plot. Each point corresponds to one sample
pointx(t). The upper plots of each figure correspond to the supergaussian and the
lower plots to the subgaussian sources. The optimal result is atstlaig implying
that the estimated values of the sources coincide with the true values.

Figure 17.8 shows the result given by the linear FastICA algorittameal Linear
ICA is able to retrieve the original sources with only 0.7 dB sigtwatoise ratio
(SNR). In practice a linear method could not deduce the number of sourats, an
the result would be even worse. The poor signal-to-noise ratiwshioat the data
really lies in a nonlinear subspace. Figure 17.9 depicts the results @@8érstveeps
with gaussian sources (nonlinear factor analysis) followed by a rotatittmlinear
FastICA. Now the SNR is considerably better, 13.2 dB, and the sourgeshearly
been retrieved. Figure 17.10 shows the final results after another B&@ps when
the mixture-of-gaussians model has been used for the sources. The SR !ers
improved to 17.3 dB.

Industrial process data Another data set consisted of 30 time series of length
2480 measured using different sensors from an industrial pulp prodessiman
expert preprocessed the measured signals by roughly compensatingtforahiags

of the process originating from the finite speed of pulp flow throtghprocess.
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Fig. 17.12 The ten estimated sources of the industrial pulp processe Tiicreases from
left to right.
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Fig. 17.13 The 30 original time series are shown on each plot on top ofdbenstruction
made from the sources shown in Fig. 17.12

For studying the intrinsic dimensionality of the data, linear faeoalysis was
applied to the data. The result is shown in Fig. 17.11. The figuresilsws the
results with nonlinear factor analysis. It is obvious that the data @ite gonlinear,
because nonlinear factor analysis is able to explain the data with 10 cemigon
equally well as linear factor analysis (PCA) with 21 components.

Different numbers of hidden neurons and sources were tested with ranidiada in
izations using gaussian model for sources (nonlinear factor analysisjknéd out
that the Kullback-Leibler cost function was minimized for an MLP netwaaiihg
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10 sources (outputs) and 30 hidden neurons. The same network size \sas &
nonlinear blind source separation based on the mixture-of-gaussiaded foo the
sources. After 2000 sweeps using the nonlinear factor analysis modsbuinees
were rotated with FastICA, and each source was modeled with a mixtureesf thr
gaussian distributions. The learning process was then continued thngfined
model for 5500 more sweeps. The resulting sources are shown in Fig2.17

Figure 17.13 shows 30 subimages, each corresponding to a specific measurem
made from the process. The original measurement appears as the upperi@®e ser
in each subimage, and the lower time series is the reconstruction of thisresesnt
given by the network. These reconstructions are the posterior meahs otitputs
of the network when the inputs were the estimated sources shown ihFiR. The
original measurements show a great variability, but the reconstruarerstrikingly
accurate. In some cases it seems that the reconstruction is less noisy thagitiad o
signal. This is not so surprising, because generally an estimate ofedtatastructed
from a smaller number of most significant components is often able tovesame
noise.

The experiments suggest that the estimated source signals can have riutaning
physical interpretations. The results are encouraging, but furthéiestare needed
to verify the interpretations of the signals.

The proposed ensemble learning method for nonlinear blind source separat
can be extended in several ways. An obvious extension is inclusiomefdelays
into the data model, making use of the temporal information oftenepteis the
sources. This would probably help in describing the process data even théging
the Bayesian framework, it is also easy to treat missing observationdypartly
known inputs.

17.6 OTHER APPROACHES

Inthis section, other methods proposed for nonlinear independeparent analysis
or blind source separation are briefly reviewed. The interested reader candied
information on them in the given references.

Already in 1987, Jutten [226] used soft nonlinear mixtures for assgdsie
robustness and performance of the semin@ladlt-Jutten algorithm introduced for
the linear BSS problem (see Chapter 12). However, Burel [57] was prpliabl
first to introduce an algorithm specifically for nonlinear ICA. His meathe based
on back-propagation type neural learning for parametric nonlinearitiessaffiers
from high computational complexity and problems with local minimaa beries of
papers [104, 357, 355, 105, 358], Deco and Parra with their co-auteuedaped
methods based on volume conserving symplectic transformationsritinaar ICA.
The constraint of volume conservation is, however, somewhat aspitrad so these
methods are usually not able to recover the original sources. Also thepuiational
load tends to be high.

The idea of using the self-organizing map [247] for the general neatifCA
problem, as discussed in Section 17.3, was introduced in [345]. Howthisr
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approach is limited mainly to separation of sources having distribatimot too
far from the uniform distribution. The nonlinear mixing processconsidered to
be regular: it is required that the inverse of the mixing mappingukhbe the
least complex mapping which yields independent components [345]. Liey,G
and Cowan [279] have independently proposed using SOM for nonli@®air a
different manner by treating ICA as a computational geometry problem.

The ensemble learning approach to nonlinear ICA, discussed in more delieil ear
in this chapter, is based on using multilayer perceptron networks astaéexodel for
the nonlinear mixing mapping (17.2). Several authors have used aotiative MLP
networks [172] discussed briefly in Chapter 6 for learning a similag tyfanappings.
Both the generative model and its inversion are learned simultaneoutsbgarately
without utilizing the fact that the models are connected. Autoassociéiis have
shown some success in nonlinear data representation [172], but gerfeeglsutfer
from slow learning prone to local minima.

Most works on autoassociative MLPs use point estimates for weightoanckes
obtained by minimizing the mean-square representation error for the ldétdhen
impossible to reliably choose the structure of the model, and pneblith over- or
underfitting can be severe. Hecht-Nielsen [176, 177] proposed so-calléchtep
networks for universal optimal nonlinear coding of input data. Theswarks
are autoassociate MLP networks, where the data vectors are mapped onto a uni
hypercube so that the mapped data is uniformly distributed insigldnyipercube.
The coordinates of the mapped data on the axes of the hypercube, called natural
coordinates, then in fact form a nonlinear ICA solution, even thouigthidis not been
noted in the original papers [176, 177].

Hochreiter and Schmidhuber [181] have used in context with MLP netvark
method based on minimum description length, called LOCOCODE. Thisadeth
does estimate the distribution of the weights, but has no modehésources. It
is then impossible to measure the description length of the sourampway, their
method shows interesting connections with ICA; sometimes it proadesnlinear
ICA solution, sometimes itdoes not[181]. Anotherwell-knowroimhation theoretic
criterion, mutual information, is applied to measuring independencg,idg9]. In
these papers, methods based on various MLP network structures are @idadet
for nonlinear blind separation. In particular, Yang, Amari, and Cicho4kB] deal
with extensions of the basic natural gradient method (see Chapter ioiidinear
BSS, presenting also an extension based on entropy maximization andesaesri
with post-nonlinear mixtures.

Xu has developed the general Bayesian Ying-Yang framework which can be
applied on ICA as well; see e.g. [462, 463].

Other general approaches proposed for solving the nonlinear ICA or BS&prs
include a pattern repulsion based method [295], a state-space modeling&pfB6],
and an entropy-based method [134]. Various separation methods for tideaily
simpler case of post-nonlinear mixtures (17.4) have been introducedstih [271,
267, 365, 418, 417].

In the ensemble learning method discussed before, the necessary regolarizati
for nonlinear ICA is achieved by choosing the model and sources that hase m
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probably generated the observed data. Attias has applied a similar generadige m

to the linear ICA problem in [19]. The ensemble learning based methodidedadn

this chapter differs from the method introduced in [19] in that it use®ee general
nonlinear data model, and applies a fully Bayesian treatment to the hypegtaram

of the network or graphical model, too. A related extension was proposgD].
Connections of the ensemble learning method with other Bayesian approaehes ar
discussed in more detail in [259, 438].

Nonlinear independent component analysis or blind source separation &re gen
ally difficult problems both computationally and conceptually. Thereforms| linear
ICA/BSS methods have received some attention recently as a practical cors@romi
between linear ICA and completely nonlinear ICA or BSS. These methods ase mor
general than standard linear ICA in that several different linear ICA modelssae
to describe the observed data. The local linear ICA models can be either oweglapp
as in the mixture-of-ICA methods introduced in [273], or nonoverlag, as in the
clustering-based methods proposed in [234, 349].

17.7 CONCLUDING REMARKS

In this chapter, generalizations of standard linear independent componergianaly
(ICA) or blind source separation (BSS) problems to nonlinear dataefaddve been
considered. We made a distinction between the ICA and BSS problems, beciigse
nonlinear case their relation is more complicated than in the linear case. icuteart
the nonlinear ICA problem is ill-posed without some suitable &xonstraints or
regularization, having in general infinitely many qualitatively differsolutions.

Solving the nonlinear BSS problem appropriately using only thepetidence
assumption of the source signals is possible only in simple spsak, for example,
when the mixtures are post-nonlinear. Otherwise, suitable additisioamation on
the problem is required. This extra information is often providedhe form of
regularizing constraints. Various methods proposed for regulayitie nonlinear
ICA or BSS problems have been briefly reviewed in the previous sectimother
possibility is to have more information about the sources or unég themselves.
An example of such an approach is the method based on the generative tdypograp
mapping (GTM), which requires knowledge of the probability disitions of the
sources.

Alarge part of this chapter has been devoted to a recently introduced figdtan
approach based on ensemble learning for solving the nonlinear BSS problasn
method applies the well-known MLP network, which is well-suited todeling
both mildly and strongly nonlinear mappings. The proposed unsigassrensemble-
learning method tries to find the sources and the mapping that togethemniast
probably generated the observed data. This regularization principle has thdio-
retical foundation, and it is intuitively satisfying for the nordar source separation
problem. The results are encouraging for both artificial and real-world. dahe
ensemble-learning method allows nonlinear source separation for largepschie
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lems than some previously proposed computationally quite demanwitigpds, and
it can be easily extended in various directions.
A lot of work remains to be done in developing suitable methodsfenionlinear
ICA and BSS problems, and understanding better which constraints atsuitable
in each situation. A number of different approaches have been proposedy but n
comparisons are yet available for assessing their strengths and weaknesses.
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Methods using Time
Structure

The model of independent component analysis (ICA) that we have consisiered
far consists of mixing independent random variables, usually lineany.many
applications, however, what is mixed is not random variables but tigreats, or
time series. This is in contrast to the basic ICA model in which the &engfx
have no particular order: We could shuffle them in any way we like, andibigd
have no effect on the validity of the model, nor on the estimation nusthve have
discussed. If the independentcomponents (ICs) are time signalgpiuss is quite
different.

Infact, if the ICs are time signals, they may contain much more stredamn sim-
ple random variables. For example, the autocovariances (covariances ovardiffer
time lags) of the ICs are then well-defined statistics. One can then usedditional
statistics to improve the estimation of the model. This additionfrimation can
actually make the estimation of the model possible in cases where thelGésic
methods cannot estimate it, for example, if the ICs are gaussian butatedever
time.

In this chapter, we consider the estimation of the ICA model when theat€s
time signalss;(¢),t = 1,..., T, wheret is the time index. In the previous chapters,
we denoted by the sample index, but herehas a more precise meaning, since it
defines an order between the ICs. The model is then expressed by

x(t) = As(t) (18.1)

whereA is assumed to be square as usual, and the ICs are of course independent. In
contrastthe ICs need not be nongaussian

In the following, we shall make some assumptions on the timetstre of the ICs
that allow for the estimation of the model. These assumptions are atitezs to the

341



342 METHODS USING TIME STRUCTURE

assumption of nongaussianity made in other chapters of this boogt, #ie shall
assume that the ICs have different autocovariances (in particular, thaly difeerent
from zero). Second, we shall consider the case where the variances of theeICs ar
nonstationary. Finally, we discuss Kolmogoroff complexity as aegaiframework
for ICA with time-correlated mixtures.

We do not here consider the case where it is the mixing matrix that chamges i
time; see [354].

18.1 SEPARATION BY AUTOCOVARIANCES

18.1.1 Autocovariances as an alternative to nongaussianit y

The simplest form of time structure is given by (linear) autocovarianths means
covariances between the values of the signal at different time point&z g0\, (t —
7)) wherer is some lag constant,= 1,2, 3, .... If the data has time-dependencies,
the autocovariances are often different from zero.

In addition to the autocovariances of one signal, we also need covariances between
two signals: covz;(t)x;(t — 7)) wherei # j. All these statistics for a given time
lag can be grouped together in the time-lagged covariance matrix

Cx = B{x(t)x(t — )"} (18.2)

The theory of time-dependent signals was briefly discussed in Section 2.8.

As we saw in Chapter 7, the problem in ICA is that the simple zero-lagged
covariance (or correlation) matrfX does not contain enough parameters to allow the
estimation ofA. This means that simply finding a matfix so that the components
of the vector

z(t) = Vx(t) (18.3)

are white, is not enough to estimate the independent components. Tasdase
there is an infinity of different matrice¥ that give decorrelated components. This
is why in basic ICA, we have to use the nongaussian structure dhttemendent
components, for example, by minimizing the higher-order dependenciesasined
by mutual information.

The key point here is that the information in a time-lagged covariancexr@f
could be used instead of the higher-order information [424, 303].atMre do is
to find a matrixB so that in addition to making the instantaneous covariances of
y(t) = Bx(t) go to zero, théaggedcovariances are made zero as well:

E{y:(t)y;(t—7)} =0, foralli,j,r (18.4)

The motivation for this is that for the 1Gs(¢), the lagged covariances are all zero due
to independence. Using these lagged covariances, we get enough extra iimlormat
to estimate the model, under certain conditions specified below. No hagter-
information is then needed.
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18.1.2 Using one time lag

In the simplest case, we can use just one time lag. Denatesbgh a time lag, which
is very often taken equal to 1. A very simple algorithm can now be formutatédd
a matrix that cancels both the instantaneous covariances and the ones coirespond
tolagr.

Consider whitened data (see Chapter 6), denoted. byhen we have for the
orthogonal separating matr\v:

Wa(t) = s(t) (18.5)
Wa(t — 1) = s(t — 7) (18.6)

Let us consider a slightly modified version of the lagged covariance natidefined
in (18.2), given by

Cr = (07 + (O] (18.7)

We have by linearity and orthogonality the relation

Cz = %WT[E{s(t)s(t ~ )Ty + E{s(t — 7)s(t) T} )W = WICEW
(18.8)

Due to the independence of thg(t), the time-lagged covariance matr®; =
E{s(t)s(t — 7)} is diagonal; let us denote it bB. Clearly, the matrixC$ equals
this same matrix. Thus we have

C? = W/'DW (18.9)

What this equation shows is that the maWkis part of the eigenvalue decomposition
of CZ. The eigenvalue decomposition of this symmetric matrix is simpt@topute.

In fact, the reason why we considered this matrix instead of the simpklagged
covariance matrix (as in [303]) was precisely that we wanted to have a syiometr
matrix, because then the eigenvalue decomposition is well defined and gonple
compute. (It is actually true that the lagged covariance matrix is symmgthie
data exactly follows the ICA model, but estimates of such matrices argmaotstric.)

The AMUSE algorithm  Thus we have a simple algorithm, called AMUSE [424],
for estimating the separating matA¥ for whitened data:

1. Whiten the (zero-mean) datato obtainz(t).

2. Compute the eigenvalue decompositiond¥f = $[C, + C!], whereC, =
E{z(t)z(t — 7)} is the time-lagged covariance matrix, for some tag

3. The rows of the separating matiW¥ are given by the eigenvectors.

An essentially similar algorithm was proposed in [303].
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This algorithm is very simple and fast to compute. The problem is gvew that
it only works when the eigenvectors of the mat€ix are uniquely defined. This is
the case if the eigenvalues are all distinct (not equal to each other). If sotine o
eigenvalues are equal, then the corresponding eigenvectors are not uniefiredyld
and the corresponding ICs cannot be estimated. This restricts the agilicdlphis
method considerably. These eigenvalues are given bfsp@ys;(t — 7)), and thus
the eigenvalues are distinct if and only if the lagged covariances are differeait
the ICs.

As a remedy to this restriction, one can search for a suitable time Emgthat
the eigenvalues are distinct, but this is not always possible: If gretss;(¢) have
identical power spectra, that is, identical autocovariances, then no vatumakes
estimation possible.

18.1.3 Extension to several time lags

An extension of the AMUSE method that improves its performance is hsider
several time lags instead of a single one. Then, it is enough that the covariances for
oneof these time lags are different. Thus the choice @ a somewhat less serious
problem.

In principle, using several time lags, we wanstmultaneously diagonalizdl the
corresponding lagged covariance matrices. It must be noted that the diagtoal
is not possible exactly, since the eigenvectors of the different covariamatrices
are unlikely to be identical, except in the theoretical case where the datadye
generated by the ICA model. So here we formulate functions that expesggree
of diagonalization obtained and find its maximum.

One simple way of measuring the diagonality of a malwixs to use the operator

off(M) =Y m?; (18.10)
i#]

which gives the sum of squares of the off-diagonal elemadts What we now
want to do is to minimize the sum of the off-diagonal elements of selagaled

covariances of = Wz. As before, we use the symmetric versio# of the lagged
covariance matrix. Denote lfy the set of the chosen lags Then we can write this
as an objective functiof (w):

Ji(W) =) off(WCzWT) (18.11)
TeS

Minimizing J; under the constraint thaVv is orthogonal gives us the estimation
method. This minimization could be performed by (projected) gradientetds
Another alternative is to adapt the existing methods for eigenvalue qexsition to
this simultaneous approximate diagonalization of several matrices. gbhathn
called SOBI (second-order blind identification) [43] is based on theseiptes, and
so is TDSEP [481].
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The criterion7; can be simplified. For an orthogonal transformatié, the sum
of the squares of the elements WMW?7 is constant. Thus, the “off” criterion
could be expressed as the difference of the total sum of squares mirsustaf the
squares on the diagonal. Thus we can formulate

Fo(W) == (w/Clw,)’ (18.12)

TES i

where thew! are the rows oW. Thus, minimizing7, is equivalent to minimizing

Jh.
An alternative method for measuring the diagonality can be obtained thsing
approach in [240]. For any positive-definite mathk, we have

Z logmy; > log | det M| (18.13)

(3

and the equality holds only for diagorisf. Thus, we could measure the nondiago-
nality of M by

F(M) =" logmi; — log| det M| (18.14)

Again, the total nondiagonality of th€ .. at different time lags can be measured
by the sum of these measures for different time lags. This gives uslogving
objective function to minimize:

FW) = 3 > FEn = : > FWCIWT) (18.15)
TES TES

Just as in maximum likelihood (ML) estimatioWw decouples from the term involv-
ing the logarithm of the determinant. We obtain

1 (Z 1 MZ
J3(W) = Z Z B log(w! C%w;) — log | det W| — B log | det CZ%|
TES i (18.16)

Considering whitened data, in which cad& can be constrained orthogonal, we see
that the term involving the determinant is constant, and we finally have

1 _
Ja(W)=>"%" 3 log(wl C%w;) + const. (18.17)
TES i

This is in fact rather similar to the functiaff; in (18.12). The only difference is
that the function-«? has been replaced Hy'2log(u). What these functions have

1This is because it equals tg@@MWT(WMWTT) = tracqWMMTWT)
tracf W™ WMMT"') = trac MM ).
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in common is concavity, so one might speculate that many other concastiofus
could be used as well.
The gradient of7; can be evaluated as

0J3 Z =
— =) Q,WC(C* (18.18)
oW TES
with
Q. = diagwcCzw’)™! (18.19)

Thus we obtain the gradient descent algorithm

AW x Y Q,WC? (18.20)
TES

Here, W should be orthogonalized after every iteration. Moreover, care must
be taken so that in the inverse in (18.19), very small entries do not caunserical
problems. A very similar gradient descent can be obtained for (18.12)n#ie
difference being the scalar function in the definitior(pf

Thus we obtain an algorithm that estima®s based on autocorrelations with
several time lags. This gives a simpler alternative to methods basethbapprox-
imative diagonalization. Such an extension allows estimation of theehiodome
cases where the simple method using a single time lag fails. The lrasation
cannot be avoided, howevefthe ICs have identical autocovariances (i.e., identical
power spectra), they cannot be estimabgdthe methods using time-lagged covari-
ances only. This is in contrast to ICA using higher-order informatishere the
independent components are allowed to have identical distributions.

Further work on using autocovariances for source separation can be found in
[11, 6, 106]. In particular, the optimal weighting of different lagsstbe considered
in[472, 483].

18.2 SEPARATION BY NONSTATIONARITY OF VARIANCES

An alternative approach to using the time structure of the signalsntasiuced in
[296], where it was shown that ICA can be performed by using the naoisaity
of the signals. The nonstationarity we are using here is the nansiaity of the
variances of the ICs. Thus the variances of the ICs are assumed to changieigimoo
time. Note that this nonstationarity of the signals is independent frongaussianity
or the linear autocovariances in the sense that none of them implies opposas
any of the other assumptions.

To illustrate the variance nonstationarity in its purest form, ldbo& at the signal
in Fig. 18.1. This signal was created so that it has a gaussian marginalydensi
and no linear time correlations, i.e5{x(t)x(t — 7)T} = 0 for any lagr. Thus,
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Fig. 18.1 A signal with nonstationary variance.

ICs of this kind could not be separated by basic ICA methods, or ugiagr time-
correlations. On the other hand, the nonstationarity of the sigééasly visible. It
is characterized by bursts of activity.

Below, we review some basic approaches to this problem. Further workecan
found in [40, 370, 126, 239, 366].

18.2.1 Using local autocorrelations

Separation of nonstationary signals could be achieved by using a vafr@uiocor-
relations, somewhat similar to the case of Section 18.1. It was shol@8h that if
we find a matrixB so that the componentspft) = Bx(¢) are uncorrelatedt every
time point f we have estimated the ICs. Note that due to nonstationarity, ttagicov
ance ofy(t) depends omn, and thus if we force the components to be uncorrelated
for everyt, we obtain a much stronger condition than simple whitening.

The (local) uncorrelatedness pft) could be measured using the same measures
of diagonality as used in Section 18.1.3. We use here a measure basedld):(18

Q(B.t) =Y log E{yi(t)*} — log| det Ey{y(t)y(t)"}|
: (18.21)

The subscript in the expectation emphasizes that the signal is nonstationary, and the
expectation is the expectation around the time poiitthis function is minimized by
the separating matriB.
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Expressing this as a function 8 = (b, ..., b,,)” we obtain
Q(B,1) = " log B{(b'x(1))*} — log| det E{Bx(t)x(t) "B}

= log E{(b] x(t))*} — log | det B, {x(t)x(t)" }| — 2log|det B| (18.22)

Note thatthe terrivg | det E; {x(t)x(t)” }| does not depend dB at all. Furthermore,
to take into account all the time points, we sum the value§ af different time
points, and obtain the objective function

Ji(B) =" Q(B,t) = log E{(b]x(t))’} — 2log| det B| + const.
t it (18.23)

As usual, we can whiten the data to obtain whitened dasamd force the separating
matrix W to be orthogonal. Then the objective function simplifies to

Ji(W) =" Q(W,t) = log By{(w] z(t))”} + const.

(18.24)
Thus we can compute the gradient6f as
0 .
8% =2 Z diag By {(w!z(t))?} YWE{z(t)z(t)"}.
t (18.25)

The question is now: How to estimate the local varianEe§w! z(t))?}? We
cannot simply use the sample variances, due to nonstationarity, vdads to de-
pendence between these variances and he Instead, we have to use some local
estimates at time point A natural thing to do is to assume that theiance changes
slowly. Then we can estimate the local variance by local sample variances. In other
words:

E{(w]'2(t)’} = h(r)(w] z(t — 7)) (18.26)

whereh is a moving average operator (low-pass filter), normalized so that tie su
of its components is one.
Thus we obtain the following algorithm:

AW o Y " diag B {(w] #(t))*} " ) Wa(t)a(t)" (18.27)

where after every iteratiolV is symmetrically orthogonalized (see Chapter 6), and
E, is computed as in (18.26). Again, care must be taken that taking the énvers
of very small local variances does not cause numerical problems. This is tice bas
method for estimating signals with nonstationary variances. It is aldied form

of the algorithm in [296].
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Fig. 18.2 The energy (i.e., squares) of the initial part of the sigmaFig. 18.1. This is
clearly time-correlated.

The algorithm in (18.27) enables one to estimate the ICs using foariation
on the nonstationarity of their variances. This principle is diffeffeoitn the ones
considered in preceding chapters and the preceding section. It was implemented by
considering simultaneously differelutcal autocorrelations. An alternative method
for using nonstationarity will be considered next.

18.2.2 Using cross-cumulants

Nonlinear autocorrelations A second method of using nonstationarity is based
on interpreting variance nonstationarity in terms of higher-orderssmsnulants.
Thus we obtain a very simple criterion that expresses nonstatiorwdritgriance.

To see how this works, consider the energy (i.e., squared amplitudag afignal

in Fig. 18.1. The energies of the initial 1000 time points are showhig. 18.2.
What is clearly visible is that the energies are correlated in time. Thisdsufse a
consequence of the assumption that the variance changes smoothly in time.

Before proceeding, note that the nonstationarity of a signal depenitie dime-
scale and the level of the detail in the model of the signal. If the a¢insiarity of
the variance is incorporated in the model (by hidden Markov models xi@mmele),
the signal no longer needs to be considered nonstationary [370].sTthis approach
that we choose in the following. In particular, the energies raeconsidered
nonstationary, but rather they are considered as stationary signals ¢htimar
correlated. This is simply a question of changing the viewpoint.

So, we could measure the variance nonstationarity of a sighalt = 1,...t
using a measure based on the time-correlation of enerfi€g(t)?y (t — 7)*} where
T is some lag constant, often equal to one. For the sake of mathematicatsiynili
is often useful to use cumulants instead of such basic higher-orderat@rs. The
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cumulant corresponding to the correlation of energies is given by thehfauder
cross cumulant

cum(y(t), y(t),y(t —7),y(t — 7))

= E{y(t)*y(t — 7)°} — B{y(®)*} E{y(t — 7)*} = 2(E{y(t)y(t — 7)})°
(18.28)

This could be considered as a normalized version of the cross-correlégopigies.
In our case, where the variances are changing smoothly, this cumulantitisgpos
because the first term dominates the two normalizing terms.

Note that although cross-cumulants are zero for random variablesjeiitthy
gaussian distributions, they need not be zero for variables with gaussarginal
distributions. Thus positive cross-cumulants do not imply gearssian marginal
distributions for the ICs, which shows that the property measusethis cross-
cumulant is indeed completely different from the property of nongauisgian

The validity of this criterion can be easily proven. Consider a linear doation
of the observed signals (¢) that are mixtures of original ICs, as in (18.1). This linear
combination, sap”x(t), is a linear combination of the 1@s’ x(t) = b” As(t), say
a’s(t) = 3, ¢isi(t). Using the basic properties of cumulants, the nonstationarity
of such a linear combination can be evaluated as

cumb”x(t),b"x(t),b"x(t — 7),b"x(t — 7))
= Z gleum(s;(t), si(t), si(t — 7), si(t — 7)) (18.29)

Now, we can constrain the variancelofx to be equal to unity to normalize the
scale (cumulants are not scale-invariant). This impliesVay;s; = ||q||* = 1. Let
us consider what happens if we maximize nonstationarity with respéct Tis is
equivalent to the optimization problem

max. Z gieum(s;(t), si(1), si(t — 1), 8:(t — 7)) (18.30)

llall

This optimization problem is formally identical to the one encounterbdmkur-
tosis (or in general, its absolute value) is maximized to find the masgaussian
directions, as in Chapter 8. It was proven that solutions to this dgditnon problem
give the ICs. In other words, the maxima of (18.30) are obtained vaméynone

of the ¢; is nonzero. This proof applies directly in our case as well, and thus we
see thathe maximally nonstationary linear combinations give the4CSince the
cross-cumulants are assumed to be all positive, the problem we havis irefact
slightly simpler since we can then simply maximize the cross-cumufahedinear
combinations, and need not consider its absolute value as is done wiitisikuin
Chapter 8.

2Note that this statement requires thatikentify nonstationarity with the energy correlations, which may
or may not be meaningful depending on the context.
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Thus we see that maximization of the nonstationarity, as measured byotsee cr
cumulant, of a linear combination of the observed mixtures allows foegtimation
of one IC. This also gives a one-unit approach to source separation btationarity.

A fixed-point algorithm To maximize the variance nonstationarity as measured
by the cross-cumulant, one can use a fixed-point algorithm derived gtengame
lines as the FastICA algorithm for maximizing nongaussianity.

To begin with, let us whiten the data to obtaift). Now, using the principle of
fixed-point iteration as in Chapter 8, let us equatdo the gradient of the cross-
cumulant ofw”'z(t). This gives, after straightforward calculations, the following
update forw:

w — E{z(t)wlz(t)(wlz(t — 7))*} + E{z(t — 7)wlz(t — 7)(wlz(t)*}
—2w — 4C*w(w'C*w) (18.31)

where we have multiplied the gradient by2 for notational simplicity, and the matrix
C7 is equal to}[E{z(t)z(t — 7)} + E{z(t)z(t — 7)}], as above. The algorithm
thus consists of iteratively computing the new valuemoéccording to (18.31), and
normalizingw to unit norm after every step.

The convergence of the algorithm can be proven to be cubic, i.e., very fast. A
detailed proof can be constructed as with kurtosis. Let us only note hatdft
the algorithm is expressed with respect to the transformed varighidich can be
simply obtained by computing the gradient of (18.29), we have

i — q>lacum(s;(t), s;(t), si(t — 1), 5;(t — 7))] (18.32)

followed by normalization of the norm af. This can be easily seen to lead to
convergence of to a vector where only one of thg is nonzero. The index for
which g; will be nonzero depends on the initial valuedf

Thus we have obtained a fast fixed-point algorithm for separating yQsob-
stationarity, using cross-cumulants. This gives an alternative ®@atforithm in
the preceding subsection. This algorithm is similar to the FastlICArakgn. The
convergence of the algorithm is cubic, like the convergence of the cuminidesed
FastICA. This was based on the interpretation of a particular cross-amtnas a
measure of nonstationarity.

18.3 SEPARATION PRINCIPLES UNIFIED

18.3.1 Comparison of separation principles

In this chapter we have discussed the separation of ICs (sources) hsingrhe-
dependencies. In particular, we showed how to use autocorrelations anccearian
nonstationarities. These two principles complement the principl®ofaussianity
that was the basis of estimation in the basic ICA model in Part II.
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This raises the question: In what situations should one use each eftietsods.
The answer is basically simple: The different criteria make different aggans on
the data, and the choice of the criterion should be made depending oatththdt
we want to analyze.

First of all, in many cases the data has no time structure at all, %.és, a
random variable, and not a time signal. This means that the order of thglesam
is arbitrary and has no significance. In that case, only the basic ICA methed bas
on nongaussianity can be used. So the alternatives are only meaningieldata
comes from a source that has a time structure.

If the data does have clear time-dependencies, these usually imply nonzero au-

tocorrelation functions, and the methods based on autocorrelations casetie u
However, such methods only work if the autocorrelations are diffe@nedch IC.
In the case where some of the autocorrelations are identical, one coulthense
the methods based on nonstationarity, since these methods utiligeéhstructure
but do not require the time structure of each IC to be different. Thestadionar-
ity methods work best, of course, if the time structure does coniatamanging
variance, as with the signal depicted in Fig. 18.1.

On the other hand, the basic ICA methods often work well even when thied @
time-dependencies. The basic methods do not use the time structutkishidies
not mean that they would be disturbed by such structure. It must leg niiough,
that the basic ICA methods may then be very far from optimal, since theptuse
the whole structure of the data.

18.3.2 Kolmogoroff complexity as a unifying framework

It is also possible to combine different types of information. Bareple, methods
that combine nongaussianity with autocorrelations were proposedan322]. What
is interesting is that one can formulate a general framework that encompissese
different principles. This framework that includes basic ICA and meshwing time
structure was proposed by Pajunen [342, 343], based on the inforrrtaBoretic
concept of Kolmogoroff complexity.

As has been argued in Chapters 8 and 10, ICA can be seen as a method of finding
a transformation into components that are somektmactured It was argued that
nongaussianity is a measure of structure. Nongaussianity can be meaguhed b
information-theoretic concept of entropy.

Entropy of a random variable measures the structure of its margirtabdison
only. On the other hand, in this section we have been dealing with fgnals that
have different kinds of time structure, like autocorrelations andtadionarity. How
could one measure such a more general type of structure using inforthgoretic
criteria? The answer lies in Kolmogoroff complexity. One can define agengral
form of linear ICA by finding projections of the data that have low ctexjty in this
sense. First, let us look at the definition of Kolmogoroff complexit

Definition of Kolmogoroff complexity The information-theoretic measures
of structure are based on the interpretation of coding length as steucBuppose
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that we want to code a signaft),t = 1,...,7. For simplicity, let us assume that
the signal is binary, so that every valyg) is 0 or 1. We can code such a signal
so that every bit in the code gives the values¢f) for onet; this is the obvious
and trivial code. In general, it is not possible to code this signal \eigls thatl

bits. However, most natural signals haegundancyi.e., parts of the signal can be
efficiently predicted from other parts. Such a signal can be coded, or compressed
so that the code length is shorter than the original signal lehgth is well known
that audio or image signals, for example, can be coded so that the code iength
decreased considerably. This is because such natural signals are highlyretfuct
For example, image signals do not consist of random pixels, but oftégbler-order
regularities as edges, contours, and areas of constant color [154].

We could thus measure the amount of structure of the sigfnpby the amount of
compression that is possible in coding the signal. For signals ed fiength’, the
structure could be measured by the length of the shortest possitdganthe signal
Note that the signal could be compressed by many different kinds ofgsdiremes
developed in the coding theory literature, but we are here considergnghtbitest
possible code, thus maximizing the compression over all possiblagaghemes.
For a more rigorous definition of the concept, see [342, 343].

ICA and Kolmogoroff complexity We can now define a generalization of ICA
as follows: Find the transformation of the data where the sum oftidking lengths
of the componentsis as short as possible. However, an additional opésateeded
here. We also need to consider the code length of the transformationi3e2/343].
This leads to a framework that is closely related to the minimum desmnipgngth
(MLD) principle [380, 381]. Thus the objective function we arengscan be written
as follows:

1
T(W) == > K(b]x) —log| det W] (18.33)

whereK (.) denotes the complexity. The latter term is related to the coding length of
the transformation, using the MDL principle.

This objective function can be considered as a generalization of mutuainafor
tion. If the signals have no time structure, their Kolmogoroff bexities are given
by their entropies, and thus we have in (18.33) the definition obiadubhformation.
Furthermore, in [344] it was shown how to approxim#&f¢.) by criteria using the
time structure of the signals, which proves that Kolmogoroff caxipy gives a gen-
eralization of methods using time correlations as well. (More on thisection can
be found in Section 23.3.)

Kolmogoroff complexity is a rather theoretical measure, since its coatiout
involves finding the best coding scheme for the signal. The numbeosdilple
coding schemes is infinite, so this optimization cannot be performediatipe with
much accuracy. In some special cases of Kolmogoroff complexity the Gatiion
can be performed rather accurately however. These include the above-mentioned
cases of mutual information and time-correlations.
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18.4 CONCLUDING REMARKS

In addition to the fundamental assumption of independence, another @gsuthpt
assures that the signals have enough structure is needed for successhitice of
signals. This is because the ICA model cannot be estimated for gaussiamrand
variables. In basic ICA, which was treated in Part Il, the assumption was th
nongaussianity of the ICs. In this chapter, we used the alternativenptisn that
the ICs are time signals that have some time dependencies. Here we Hheast at
two cases in which separation is possible. First, the case where thessigeal
different power spectra, i.e., different autocovariance functions. Secbad;ase
where they have nonstationary variances. All these assumptions candidered

in the unifying framework of Kolmogoroff complexity: They can &k derived as
special cases of complexity minimization.
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Convolutive Mixtures and
Blind Deconvolution

This chapter deals with blind deconvolution and blind separation of dotive
mixtures.

Blind deconvolutiolis a signal processing problem that is closely related to basic
independent component analysis (ICA) and blind source separation (BS®Mm-
munications and related areas, blind deconvolution is often clalied equalization
In blind deconvolution, we have only one observed signal (outpod) one source
signal (input). The observed signal consists of an unknown sowgoalsinixed with
itself at different time delays. The task is to estimate the source sfgmal the
observed signal only, without knowing the convolving system titne delays, and
mixing coefficients.

Blind separation of convolutive mixturesnsiders the combined blind deconvolu-
tion and instantaneous blind source separation problem. This estmtasioappears
under many different names in the literature: ICA with convolutive omigs, mul-
tichannel blind deconvolution or identification, convolutive signgparation, and
blind identification of multiple-input-multiple-output (MIMO3ystems. In blind
separation of convolutive mixtures, there are several source (iniguls and sev-
eral observed (output) signals just like in the instantaneous ICAlpno. However,
the source signals have different time delays in each observed signal theefinite
propagation speed in the medium. Each observed signal may also contain time-
delayed versions of the same source due to multipath propagation capsedlyy
by reverberations from some obstacles. Figure 23.3 in Chapter 23stroexample
of multipath propagation in mobile communications.

In the following, we first consider the simpler blind deconvolatfmroblem, and
after that separation of convolutive mixtures. Many techniques for cativelmix-

355
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tures have in fact been developed by extending methods designed oyifpnaither
the blind deconvolution or standard ICA/BSS problems. In the aghgecertain basic
concepts of discrete-time filters needed in this chapter are briefly reviewed.

19.1 BLIND DECONVOLUTION

19.1.1 Problem definition

In blind deconvolution [170, 171, 174, 315], it is assumed thaobtiserved discrete-
time signal:(t) is generated from an unknown source sigf(a) by the convolution
model

(o]

x(t) = Y ags(t— k) (19.1)

k=—00

Thus, delayed versions of the source signal are mixed together. Thatigit appears
in many practical applications, for example, in communications and geagghysi

In blind deconvolution, both the source sigrél) and the convolution coefficients
ay, are unknown. Observing(t) only, we want to estimate the source sigs@). In
other words, we want to find a deconvolution filter

y(t) = > ha(t—k) (19.2)

k=—00

which provides a good estimate of the source sigiigl at each time instant. This
is achieved by choosing the coefficierits of the deconvolution filter suitably. In
practice the deconvolving finite impulse response (FIR) filter (seeAbpendix
for definition) in Eq. (19.2) is assumed to be of sufficient but fitdegth. Other
structures are possible, but this one is the standard choice.

To estimate the deconvolving filter, certain assumptions on the soigrta s(t)
must be made. Usually it is assumed that the source signal v@ltiest different
timest are nongaussian, statistically independent and identically distribuitek)
The probability distribution of the source sigr&t) may be known or unknown. The
indeterminacies remaining in the blind deconvolution problem are tlesgdtimated
source signal may have an arbitrary scaling (and sign) and time shift areehp
with the true one. This situation is similar to the permutation agd mdeterminacy
encountered in ICA; the two models are, in fact, intimately related as wikplamed
in Section 19.1.4.

Of course, the preceding ideal model usually does not exactly hold in practice.
There is often additive noise present, though we have omitted froisethe model
(19.1) for simplicity. The source signal sequence may not satisfyitdeondition,
and its distribution is often unknown, or we may only know thatgharce signal is
subgaussian or supergaussian. Hence blind deconvolution often ficaltgignal
processing task that can be solved only approximately, in practice.
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If the linear time-invariant system (19.1) asinimum phasésee the Appendix),
then the blind deconvolution probleranbe solved in a straightforward way. On the
above assumptions, the deconvolvingfilter is simplhétening filterthat temporally
whitens the observed signal sequekeét)} [171, 174]. However, in many appli-
cations, for example, in telecommunications, the system is typicallynimomum
phase [174] and this simple solution cannot be used.

We shall next discuss some popular approaches to blind deconvoluiam
deconvolution is frequently needed in communications applications whisrean-
venient to use complex-valued data. Therefore we present most methatthssfor
general case. The respective algorithms for real data are obtained as special cases.
Methods for estimating the ICA model with complex-valued data are désmilater
in Section 20.3.

19.1.2 Bussgang methods

Bussgang methods [39, 171, 174, 315] include some of the earliesithigs [152,
392] proposed for blind deconvolution, but they are still widebgd. In Bussgang
methods, a honcausal FIR filter structure

L

y(t) = > wi(t)a(t k) (19.3)

k=—L

oflength2 + 1 is used. Heré denotes the complex conjugate. The weighiét) of
the FIR filter depend on the timeand they are adapted using the least-mean-square
(LMS) type algorithm [171]

wr(t+ 1) = wi(t) + px(t — k)e™ (1), k=-L,...,L (19.4)
where the error signal is defined by

e(t) = g(y(t)) —y(t) (19.5)

In these equationg, is a positive learning paramete(i) is given by (19.3), ang(.)
is a suitably chosen nonlinearity. It is applied separately to the real aaglimary
components of(t). The algorithm is initialized by setting, (0) = 1, wx(0) = 0,
k # 0.

Assume that the filter lengthl. + 1 is large enough and the learning algorithm
has converged. It can be shown that then the following condition hotdbé€ output
y(t) of the FIR filter (19.3):

E{y(t)y(t — k)} ~ E{y(t)g(y(t — k))} (19.6)

A stochastic process that satisfies the condition (19.6) is called a 8wpggocess.
The nonlinearityy(¢) can be chosen in several ways, leading to different Bussgang

type algorithms [39, 171]. Th&odard algorithm[152] is the best performing

Bussgang algorithm in the sense that it is robust and has the sma#lastsquare
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error after convergence; see [171] for details. The Godard algorithm riziesnthe
nonconvex cost function

Jp(t) = E{[ly®)[" — %]*} (19.7)

wherep is a positive integer angl, is a positive real constant defined by the statistics
of the source signal:

_ Ells)) (19.8)

s ()}

The constant, is chosen in such a way that the gradient of the cost funcfidn)
is zero when perfect deconvolution is attained, that is, w{@h= s(¢). The error
signal (19.5) in the gradient algorithm (19.4) for minimizing st function (19.7)
with respect to the weighty (¢) has the form

e(t) =y O [y — ly(®)I] (19.9)

In computinge(t), the expectation in (19.7) has been omitted for getting a simpler
stochastic gradient type algorithm. The respective nonlineafifyt)) is given by
[171]

g(y(®) = y(t) +yOly O — ly(®)I7] (19.10)

Among the family of Godard algorithms, the so-caleshstant modulus algorithm
(CMA) is widely used. It is obtained by setting= 2 in the above formulas. The
cost function (19.7) is then related to the minimization of the kustoBhe CMA and
more generally Godard algorithms perform appropriately for subganssurces
only, but in communications applications the source signals are sasigali The
CMA algorithm is the most successful blind equalization (deconvaiyigdgorithm
used in communications due to its low complexity, good performancepdmngtness
[315].

Properties of the CMA cost function and algorithm have been studieduigybty
in [224]. The constant modulus property possessed by many typesiofigoications
signals has been exploited also in developing efficient algebraic blindizajiath
and source separation algorithms [441]. A good general review of Bagstype
blind deconvolution methods is [39].

19.1.3 Cumulant-based methods

Another popular group of blind deconvolution methods consists pfutant-based
approaches [315, 170, 174, 171]. They apply explicitly higher-ostigtistics of
the observed signak(¢), while in the Bussgang methods higher-order statistics

1The CMA algorithm can be applied to blind deconvolution giergaussian sources by using a negative
learning parametep in (19.4); see [11]
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are involved into the estimation process implicitly via the nonlirfeaction g(-).
Cumulants have been defined and discussed briefly in Chapter 2.

Shalvi and Weinstein [398] have derived necessary and sufficient conditiwhs
a set of cumulant-based criteria for blind deconvolution. In partictiey intro-
duced a stochastic gradient algorithm for maximizing a constrained dis@ased
criterion. We shall next describe this algorithm briefly, because itisputationally
simple, converges globally, and can be applied equally well to both subgaassl
supergaussian source signals).

Assume that the source (input) signgk) is complex-valued and symmetric,
satisfying the condition Es(¢)?} = 0. Assume that the length of the causal FIR
deconvolution filter isM/. The output(t) of this filter at discrete timeé can then be
expressed compactly as the inner product

2(t) = w' (t)y () (19.11)

where thel/ -dimensional filter weight vectow (¢) and output vectoy (¢) at timet
are respectively defined by

y(t) =[y@),yt—1),... .yt — M +1)]" (19.12)
w(t) = [w(t),w(t —1) cw(t — M+ 1)]" (19.13)

PR

Shalvi and Weinstein’s algorithm is then given by [398, 351]

alt + 1) = u(t) + usign(x,)[|2(5) *=()]y" (1)
w(t+1) =u(t+1)/||ut+1) | (19.14)

Herex is the kurtosis of(¢), || - || is the usual Euclidean norm, and the unnormalized
filter weight vectoru(t) is defined quite similarly agr(¢) in (19.13).

It is important to notice that Shalvi and Weinstein’s algorithm (49.fequires
whitening of the output signal(¢) for performing appropriately (assuming tht)
is white, too). For a single complex-valued signal sequence (timesyéri(t) }, the
temporal whiteness condition is

E{y(t)y*(t — k)} = 0} 0u = {gy Z ; : (19.15)

where the variance af(t) is often normalized to unitycrj = 1. Temporal whitening
can be achieved by spectral prewhitening in the Fourier domain, or by tigie-
domain techniques such as linear prediction [351]. Linear prediction tecbsittpve
been discussed for example in the books [169, 171, 419].

Shalvi and Weinstein have presented a somewhat more complicated algorithm
for the case Es(t)?} # 0in [398]. Furthermore, they showed that there exists a
close relationship between their algorithm and the CMA algorithm dseign the
previous subsection; see also [351]. Later, they derived fast congeoginmore
involved super-exponential algorithms for blind deconvolutiof3®9]. Shalvi and
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Weinstein have reviewed their blind deconvolution methods in [1Z03sely related
algorithms were proposed earlier in [114, 457].

It is interesting to note that Shalvi and Weinstein’s algorithm (49.dan be
derived by maximizing the absolute value of the kurtosis of the éittédeconvolved)
signalz(t) under the constraint that the output sigpél) is temporally white [398,
351]. The temporal whiteness condition leads to the normalization reamsbf
the weight vectosw (¢) in (19.14). The corresponding criterion for standard ICA is
familiar already from Chapter 8, where gradient algorithms similar tol4phave
been discussed. Also Shalvi and Weinstein’s super-exponential alpdi3®9] is
very similar to the cumulant-based FastICA as introduced in Section.82he
connection between blind deconvolution and ICA is discussed in more deth#
next subsection.

Instead of cumulants, one can resorhtgher-order spectrar polyspectrg319,
318]. They are defined as Fourier transforms of the cumulants quittagyras
the power spectrum is defined as a Fourier transform of the autocorrefatiotion
(see Section 2.8.5). Polyspectra provide a basis for blind decoiolamd more
generally identification of nonminimum-phase systems, because theyryeghase
information of the observed signal. However, blind deconvolutieihnads based
on higher-order spectra tend to be computationally more complex thasgBung
methods, and converge slowly [171]. Therefore, we shall not discesstiere. The
interested reader can find more information on those methods in [170313]L

19.1.4 Blind deconvolution using linear ICA

In defining the blind deconvolution problem, the values of the oagsignals(t)
were assumed to be independent for diffeseartd nongaussian. Therefore, the blind
deconvolution problem is formally closely related to the standard IG¥bl@m. In
fact, one can define a vector

5(t) = [s(t),s(t —1),...,s(t —n+1)]7 (19.16)
by collectingn last values of the source signal, and similarly define
x(t) = [z(t),z(t = 1),...,z(t —n+ 1)]T (19.17)

Thenx ands aren-dimensional vectors, and the convolution (19.1) can be expressed
for a finite number of values of the summation indeas

% = A (19.18)

whereA is a matrix that contains the coefficientg of the convolution filter as its
rows, at different positions for each row. This is the classic matrixaggntation
of a filter. This representation is not exact near the top and bottom fawtsor a
sufficiently largen, it is good enough in practice.

From (19.18) we see that the blind deconvolution problem is actuafiproxi-
mately) a special case of ICA. The components afe independent, and the mixing
is linear, so we get the standard linear ICA model.



BLIND SEPARATION OF CONVOLUTIVE MIXTURES 361

In fact, the one-unit (deflationary) ICA algorithms in Chapter 8 can bectliy
used to perform blind deconvolution. As defined above, the inp(tfsshould then
consist of sample sequence@), x(t — 1), ..., z(t — n + 1) of the signalz:(¢) to be
deconvolved. Estimating just one “independent component”, we obtairigieal
deconvolved signak(t). If several components are estimated, they correspond
to translated versions of the original signal, so it is enough to estirjust one

component.

19.2 BLIND SEPARATION OF CONVOLUTIVE MIXTURES

19.2.1 The convolutive BSS problem

In several practical applications of ICA, some kind of convolution takesgsimul-
taneously with the linear mixing. For example, in the classic cockaailygproblem,

or separation of speech signals recorded by a set of microphones, the speath sig
do not arrive in the microphones at the same time. This is because thetsavels in

the atmosphere with a very limited speed. Moreover, the microphona#yisecord
echos of the speakers’ voices caused by reverberations from the walls afotfme r
or other obstacles. These two phenomena can be modeled in terms of cavoluti
mixtures. Here we have not considered noise and other complicationeftaat
appear in practice; see Section 24.2 and [429, 430].

Blind source separation of convolutive mixtures is basically a comipinaif
standard instantaneous linear blind source separation and blind dedavoln the
convolutive mixture model, each element of the mixing mafixn the modelx(¢)
= As(t) is afilter instead of a scalar. Written out for each mixture, the data model
for convolutive mixtures is given by

zi(t) =YY aisi(t— k), fori=1,...n (19.19)
i=1 k

This is a FIR filter model, where each FIR filter (for fixed indi¢esdy) is defined by
the coefficients:;;;. Usually these coefficients are assumed to be time-independent
constants, and the number of terms over which the convolution ihdess is finite.
Again, we observe only the mixtures(¢), and both the independent source signals
si(t) and all the coefficients;;; must be estimated.

To invert the convolutive mixtures (19.19), a set of similar FIfef# is typically
used:

yi(t) = Z Zw,;kj.rj(t —k), fori=1,..,n (19.20)
i=1 k
The output signalg, (t), ... ,y.(t) of the separating system are estimates of the
source signals, (t), ... , s,(t) at discrete time. Thew;;; give the coefficients of

the FIR filters of the separating system. The FIR filters used in separedio be



362 CONVOLUTIVE MIXTURES AND BLIND DECONVOLUTION

either causal or noncausal depending on the method. The number of coefficient in
each separating filter must sometimes be very large (hundreds or even tgusan
for achieving sufficient inversion accuracy. Instead of the feedforwardsELRture,
feedback (IIR type) filters have sometimes been used for separating coneoluti
mixtures, an example is presented in Section 23.4. See [430] for a sigousf
mutual advantages and drawbacks of these filter structures in convol&fe B

At this point, it is useful to discuss relationships between the dotive BSS
problem and the standard ICA problem on a general level [430]. RecallHastih
standard linear ICA and BSS, the indeterminacies are the scaling and thefitoker
estimated independent components or sources (and their sign, which canidedhcl
in scaling). With convolutive mixtures the indeterminacies are morerse the order
of the estimated sources(t) is still arbitrary, but scaling is replaced by (arbitrary)
filtering. In practice, many of the methods proposed for convolutivaumes filter
the estimated sourceg(t) so that they are temporally uncorrelated (white). This
follows from the strong independence condition that most of thedbdieparation
methods introduced for convolutive mixtures try to realize as well asiptes The
temporal whitening effect causes some inevitable distortion if thgiral source
signals themselves are not temporally white. Sometimes it is possilglettrid of
this by using a feedback filter structure; see [430].

Denote by

y(t) = [y (), 92(2), - ya(®)]" (19.21)

the vector of estimated source signals. They are both temporally andlspatiite
if
t=k

L (19.22)
0, t#k

E{y()y™ (t — k)} = oul = {
where H denotes complex conjugate transpose (Hermitian operator). The standard
spatial whitening condition £ (¢)y" (t)} = I is obtained as a special case when
t = k. The condition (19.22) is required to hold for all the lag valkder which the
separating filters (19.20) are defined. Douglas and Cichocki have i@ddusimple
adaptive algorithm for whitening convolutive mixtures in [120prhbert and Nikias
have given an efficient temporal whitening method based on FIR matrix algatra
Fourier transforms in [257].

Standard ICA makes use gppatialstatistics of the mixtures to learrspatialblind
separation system. In general, higher-order spatial statistics are needetifaring
this goal. However, if the source signals are temporally correlated, demaier
spatiotemporal statistics are sufficient for blind separation under someitions,
as shown in [424] and discussed in Chapter 18. In contrast, blind separti
convolutive mixtures must utilizepatiotemporastatistics of the mixtures to learn a
spatiotemporaseparation system.

Stationarity of the sources has a decisive role in separating conwwhatktures,
too. If the sources have nonstationary variances, second-order spgiiote statis-
tics are enough as briefly discussed in [359, 456].
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For convolutive mixtures, stationary sources require higher than decuter
statistics, just as basic ICA, but the following simplification gspible [430]. Spa-
tiotemporal second-order statistics can be used to decorrelate the mixthrestep
returns the problem to that of conventional ICA, which again requirelserigrder
spatial statistics. Examples of such approaches are can be found in [78,58)8,
This simplification is not very widely used, however.

Alternatively, one can resort to higher-order spatiotemporal statiftica the
beginning for sources that cannot be assumed nonstationary. Thisahfvas been
adopted in many papers, and it will be discussed briefly later in this chapter.

19.2.2 Reformulation as ordinary ICA

The simplest approach to blind separation of convolutive mixtures isformulate

the problem using the standard linear ICA model. This is possible sedalind
deconvolution can be formulated as a special case of ICA, as we saw in (19.18)
Define now a vectog by concatenatind/ time-delayed versions of every source
signal:

5(1’) = [sl(t),sl (1’ - 1), ...,Sl(t - M + 1)/ Sg(t),SQ(t - 1)/ ceey Sg(t - M + 1)/
Sa(t),Sn(t — 1), st — M +1)]7 (19.23)

and define similarly a vector

x(t) = [z1(t),z1(t = 1), ..,z (t — M +1),22(t), z2(t — 1), ..., z2(t — M + 1),
(), e (t = 1), (t— M+ 1)) (19.24)

Using these definitions, the convolutive mixing model (19.19) ecawhtten
X = AS (19.25)

whereA is a matrix containing the coefficienisy; of the FIR filters in a suitable
order. Now one can estimate the convolutive BSS model by applyingamgdiCA
methods to the standard linear ICA model (19.25).

Deflationary estimation is treated in [108, 401, 432]. These methodsaesiion
finding maxima of the absolute value of kurtosis, thus generalihiegtirtosis-based
methods of Chapter 8. Other examples of approaches in which the coned 8%
problem has been solved using conventional ICA can be found in [156, 292]

A problem with the formulation (19.25) is that when the originaladagctorx
is expanded tc, its dimension grows very much. The numbér of time delays
that needs to be taken into account depends on the application, but it igerften
or hundreds, and the dimension of model (19.25) grows with the daoter, to
nM . This may lead to prohibitively high dimensions. Therefore, dependimtihe
application and the dimensionandM , this reformulation can solve the convolutive
BSS problem satisfactorily, or not.

In blind deconvolution, this is not such a big problem because we just®ne
signal to begin with, and we only need to estimate one independent cemipaich
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is easier than estimating all of them. In convolutive BSS, however, wanofeed
to estimate all the independent components, and their numbe&/isn the model
(19.25). Thus the computations may be very burdensome, and the nofntetia
points needed to estimate such a large number of parameters can be pmlnibitiv
practical applications. This is especially true if we want to estimate tharagpg
system adaptively, trying to track changes in the mixing system. Estimshould
then be fast both in terms of computations and data collection time.

Regrettably, these remarks hold largely for other approaches proposblinfbr
separation of convolutive mixtures, too. A fundamental reason of thepatational
difficulties encountered with convolutive mixtures is the fact that theber of the
unknown parameters in the model (19.19) is so large. If the filtersleageh)/, itis
M -fold compared with the respective instantaneous ICA model. This bestdgm
cannot be avoided in any way.

19.2.3 Natural gradient methods

In Chapter 9, the well-known Bell-Sejnowski and natural gradient algms were
derived from the maximum likelihood principle. This principle waswi to be quite
closely related to the maximization of the output entropy, which is oftdled the
information maximization (infomax) principle; see Chapter 9. These é8#mation
criteria and algorithms can be extended to convolutive mixtures iregbtforward
way. Early results and derivations of algorithms can be found in [13129, 268,
363, 426, 427]. An application to CDMA communication signals willdescribed
later in Chapter 23.

Amari, Cichocki, and Douglas presented an elegant and systematic approach for
deriving natural gradient type algorithms for blind separation of otutive mixtures
and related tasks. Itis based on algebraic equivalences and their nice propéries
work has been summarized in [11], where rather general natural gradient learning
rules have been given for complex-valued data both in the time domair:-and
transform domain. The derived natural gradient rules can be implementeitién ei
batch, on-line, or block on-line forms[11]. Inthe batch form, oneuws®ma noncausal
FIR filter structure, while the on-line algorithms require theefift to be causal.

In the following, we represent an efficient natural gradient type algor|tt0, 13]
described also in [430] for blind separation of convolutive mixturds.can be
implemented on-line using a feedforward (FIR) filter structure intthee domain.
The algorithm is given for complex-valued data.

The separating filters are represented as a sequence of coefficient mafyi¢es
at discrete timeg and lag (delay)k. The separated output with this notation and
causal FIR filters is

L

y(t) =Y Wi(t)x(t — k) (19.26)

k=0

Herex(t — k) is n-dimensional data vector containing the values ofithraixtures
(19.19) at the time instamt— &, andy () is the output vector whose components are
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estimates of the source signal$t),i = 1,... ,m. Hencey(¢) hasm components,
withm < n.

This matrix notation allows the derivation of a separation algorittsimgi the
natural gradient approach. The resulting weight matrix update algaqrittimch
takes into account the causal approximation of a doubly infinite filtertgyihg the
output by samples, is as follows [13, 430]:

AW, (t) x Wi(t) —g(y(t — L)vE(t—k), k=0,...,L

(19.27)

Quite similarly as in Chapter 9, each component of the vagtapplies the nonlinear-
ity ¢;(.) to the respective component of the argument vector. The optimal noritinear
9i(.) is the negative score functign = p;/p; of the distributionp; of the source
s;. In (19.27),v(t) is reverse-filtered output computed using théatest samples
backwards from the current sample:

v(t) = S W (0y(t — ) (19.28)

The vectorv needs to be stored for the lateltsamples to compute the update
AW, (t) of the weight matriXW () for all lags! = 0,... , L. The algorithm has
rather modest computational and memory requirements.

Note thatif L = 0, the formulas (19.27) and (19.28) reduce to the standard natural
gradientalgorithm. In[13], the authors present a speech separatioimegpewhere
about 50 seconds of mixed data were needed to achieve about 10-15 dB enhancement
in the quality of separated signals.

19.2.4 Fourier transform methods

Fourier transform techniques are useful in dealing with convolutiveumés, because
convolutions become products between Fourier transforms in the fregdemain.

It was shown in Chapter 13 that filtering the data is allowed before panfay
ICA, since filtering does not change the mixing matrix. Using the sproef, one
can see that applying Fourier transform to the data does not change tihg mixtrix
either. Thus we can apply Fourier transform to both sides of Eq. ().90®noting
by X;(w), Si(w), and A;;(w) the Fourier transforms of;(t), s;(t), anda;;(t),
respectively, we obtain

X,(u)) = zn:A”(w)Sf(w) fori = 1, % (1929)
j=1

This shows that the convolutive mixture model (19.19) is tramséml into a instan-
taneous linear ICA model in the frequency domain. The price that we loapayt
for this is that the mixing matrix is now a function of the anguladguencyw while
in the standard ICA/BSS problem it is constant.
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To utilize standard ICA in practice in the Fourier domain, one can salket-time
Fourier transforms of the data, instead of the global transform. fi@ans that
the data is windowed, usually by a smooth windowing function such gaussian
envelope, and the Fourier transform is applied separately to each data wihtew.
dependency ofX;(w) on w can be simplified by dividing the values of into a
certain number of frequency bins (intervals). For every frequency terhave then a
number of observations of; (w), and we can estimate the ICA model separately for
each frequency bin. Note that the ICs and the mixing matrix are now carvpleed.

See Section 20.3 on how to estimate the ICA model with complex-valuad dat

The problem with this Fourier approach is the indeterminacy of permoatand
sign that is ubiquitous in ICA. The permutation and signs of thees are usually
different in each frequency interval. For reconstructing a source sig(lin the
time domain, we need all its frequency components. Hence we a need somé metho
for choosing which source signals in different frequency intervalsrgetogether.

To this end, various continuity criteria have been introduced by marhoesitsee
[15, 59, 216, 356, 397, 405, 406, 430].

Another major group of Fourier methods developed for convolutivetunes
avoids the preceding problem by performing the actual separation iimteelbmain.

Only selected parts of the separation procedure are carried out in the frgquenc
domain. Separating filters may be easier to learn in the frequency domain because
components are now orthogonal and do not depend on each other like tliotimaa
coefficients [21, 430]. Examples of methods that apply their separati@mioritin

the time domain but do the rest in the frequency domain are report&d jri2p7].

A frequency domain representation of the filters is learned, and they arafgitied

in the frequency domain. The final time-domain result is reconstructied) disr
example the overlap-save technique of digital signal processing 388¢)[ Thus,

the permutation and scaling problem does not exist.

The work by Lambert and Nikias deserves special attention, see the review in
[257]. They have introduced methods that utilize the Bussgangyarh#ost func-
tions and standard adaptive filtering algorithms in blind separatiotpofolutive
mixtures. FIR matrix algebra introduced in [256] is employed as an effitbahfor
systematic development of methods. Lambert and Nikias [257] havedarasdithree
general classes of Bussgang type cost functions, namely blind least meaassqu
(LMS), Infomax, and direct Bussgang costs. Most of these costs can enmapted
in either the time or frequency domain, or in the batch or continuoadbptive
modes. Lambert and Nikias have introduced several efficient and practical algo-
rithms for blind separation of convolutive mixtures having diéfier computational
complexities and convergence speeds. For example, block-oriented freqlency
main implementations can be used to perform robust blind separation wolative
mixtures which have hundreds or thousands of time delays [257].
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19.2.5 Spatiotemporal decorrelation methods
Consider first the noisy instantaneous linear ICA model
x(t) = As(t) + n(t) (19.30)

which has been discussed in more detail in Chapter 15. Making the standéstiaeal
assumption that the additive noisét) is independent of the source signs(s), the
spatial covariance matri&, (¢) of x(¢) at timet is

C,(t) = AC.(t)AT 4+ C,(2) (19.31)

where C4(t) and C,(t) are respectively the covariance matrices of the sources
and the noise at time If the sources(¢) are nonstationary with respect to their
covariances, then in gener@L (t) # Cs(t + 7) for 7 # 0. This allows to write
multiple conditions for different choices af to solve for A, Cq(t), and C,(t).
Note that the covariances matrid@s(¢) andC,, (t) are diagonal. The diagonality of
C<(t) follows from the independence of the sources, @adt) can be taken diagonal
because the components of the noise vex{oy are assumed to be uncorrelated.
We can also look at cross-covariance matri€gst, t + 7) = E{x(t)x(t + 7)"'}
over time. This approach has been mentioned in the context of convolutiteres
in [456], and it can be used with instantaneous mixtures as described iteCh8p
For convolutive mixtures, we can write in frequency domain for sanapierages
[359, 356]

Cy(w,t) = A(w)Cs(w, t) A (W) + Cpu(w,1) (19.32)

whereCy is the averaged spatial covariance matrixs i nonstationary, one can
again write multiple linearly independent equations for different tiags and solve
for unknowns or find LMS estimates of them by diagonalizing a numberatfioes
in the frequency domain [123, 359, 356].

If the mixing system is minimum phase, decorrelation alone can prowichécge
solution, and the nonstationarity of the signals is not needed [5,402]. Many
methods have been proposed for this case, for example, in [113, 1202849
280, 296, 389, 390, 456]. More references are given in [430]. Howeush
decorrelating methods cannot necessarily be applied to practical communications
and audio separation problems, because the mixtures encountered thereran@bft
minimum-phase. For example in the cocktail-party problem the systeninimum
phase if each speaker is closest to his or her “own” microphone, otherwi§&3@pt

19.2.6 Other methods for convolutive mixtures

Many methods proposed for blind separation of convolutive mixturegxiensions
of earlier methods originally designed for either the standard linearitesheous BSS
(ICA) problem or for the blind deconvolution problem. We have alsedidcussed
some extensions of the natural gradient method in Section 19.2.3 asgh&hg
methods in Section 19.2.4. Bussgang methods have been generalized fdutioav
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mixtures also in [351]. Matsuoka’s method [296] for BSS of nongtetiy sources is
modified for convolutive mixtures in [239] using natural gradient itéag. Nguyen
Thi and Jutten [420] have generalized the semir&dIt-Jutten algorithm described
in Chapter 12 to BSS of convolutive mixtures. Their approach has also hedinc
in[74, 101]. A state-space approach for blind separation of convolotiviures has
been studied in [479].

There exist numerous approaches to convolutive BSS which are basedesn crit
ria utilizing directly spatiotemporal higher-order statistics. Methdoased on the
maximization of the sum of the squares of the kurtoses to estimatehbke\gep-
arating system were introduced in [90], and further developed in [303ther
methods based on spatiotemporal higher-order statistics have been gdesent
[1, 124, 145, 155, 218, 217, 400, 416, 422, 434, 433, 470, 474]. More ref-
erences can be found in [91, 430].

19.3 CONCLUDING REMARKS

Historically, many ideas used in ICA were originally developed in thetextnof
blind deconvolution, which is an older topic of research than ICA. Latewas
found that many methods developed for blind deconvolution can be gisgmplied
for ICA, and vice versa. Blind deconvolution can thus be considered ateictighl
ancestor of ICA. For example, Donoho proposed in [114] that the dedivofilter
(19.2) could be found by finding the filter whose output is maxignatingaussian.
This is the same principle as used for ICA in Chapter 8. Douglas and Hégkie
explored relationships between blind deconvolution and blind soumgaration in
[122]. Elsewhere, it has been pointed out that Bussgang criteria areyctetsied
to nonlinear PCA criteria [236] and several other ICA methods [11].

In this chapter, we have briefly discussed Bussgang, cumulant, and I@4 bas
methods for blind deconvolution. Still one prominent class ofdlileconvolution
and separation methods for convolutive mixtures consists of subsppoeaapes
[143, 171, 311, 315, 425]. They can be used only if the number qgfubgignals
(observed mixtures) strictly exceeds the number of sources. Subspacedsieth
resort to second-order statistics and fractional sampling, and they aliesdyb to
cyclostationary source signals which are commonplace in communica8ibhs [

General references on blind deconvolution are [170, 171, 174, 315 B&oon-
volution and separation methods for convolutive mixtures have bitem developed
in context with blind channel estimation and identification problems mroanica-
tions. These topics are beyond the scope of our book, but the it#dnesader can
find useful review chapters on blind methods in communications in,[144)].

In the second half of this chapter, we have considered separation of ctiweolu
mixtures. The mixing process then takes place both temporally and spatihlth
complicates the blind separation problem considerably. Numerous mefbods
handling this problem have been proposed, but it is somewhat difficldssess
their usefulness, because comparison studies are still lacking. Thenlangger of
parametersis a problem, making it difficult to apply convolutive BS S to large
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scale problems. Other practical problems in audio and communications ajgpigcat
have been discussed in Torkkola’s tutorial review [430]. Morerimfation can be
found in the given references and recent reviews [257, 425, 429, 430jwenlative
BSS.

Appendix Discrete-time filters and the ~ z-transform

In this appendix, we briefly discuss certain basic conceptisrasults of discrete-time signal
processing which are needed in this chapter.

Linear causal discrete-time filters [169, 339] can gengiadl described by the difference
equation

y(n) + Y _aiy(n —i) =x(n) + Y _ Biz(n i) (A1)

which is mathematically equivalent to the ARMA model (2.12Y Section 2.8.6. In (A.1),
n is discrete timegz(n) is the input signal of the filter, angl(n) its output at time instant
n. Causality means that in (A.1) there are no quantities tepedd on future time instants
n + j,j > 0, making it possible to compute the filter outpp(in) in real time. The constant
coefficientsd;,i = 1, ... , N define theFIR (Finite Impulse Responspart of the filter (A.1),
having the ordeM/. Respectively, the coefficients, i = 1,... , M define thdIR (Infinite
Impulse Responsgprt of the filter (A.1) with the ordeM .

If M =0, (A.1) defines a pure FIR filter, and i¥ = 0, a pure IIR filter results. Either
of these filter structures is typically used in separatingvotutive mixtures. The FIR filter
is more popular, because it is always stable, which meanstshautputy(n) is bounded for
bounded input values(n — i) and coefficient®;. On the other hand, IIR filter can be unstable
because of its feedback (recurrent) structure.

The stability and other properties of the discrete-timefi{tA.1) can be analyzed conve-
niently in terms of thez-transform[169, 339]. For a discrete-time real sequefe¢k)}, the
z-transform is defined as the series

e}

X(2)= > alk)z " (A2)

k=—00

wherez is a complex variable with real and imaginary part. For sfyauj the z-transform of
a sequence uniquely, one must also know its region of coenery

The z-transform has several useful properties that follow frésrdiefinition. Of particular
importance in dealing with convolutive mixtures is the pedy that thez-transform of the
convolution sum

y(n) =Y hxx(n— k) (A3)
k

is the product of the z-transforms of the sequerdes} and{z(n)}:

Y(2) = H(z)X(2) (A4)
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The weightsh;, in (A.3) are calledimpulse responsealues, and the quantityf(z) =
Y (z)/X (2) is calledtransfer function The transfer function of the convolution sum (A.3) is
the z-transform of its impulse response sequence.

The Fourier transformof a sequence is obtained from itdransform as a special case by
constraining the variable to lie on the unit circle in the complex plane. This can be doye
setting

2z = exp(yw) = cos(w) + gsin(w) (A.5)

where; is the imaginary unit and the angular frequency. The Fourier transform has similar
convolution and other properties as théransform [339].
Applying thez-transform to both sides of Eq. (A.1) yields

A(2)Y (2) = B(2)X(2) (A.6)
where
M M
A(z) =1+ Z arz ¥, Y(z) = Z y(n — k)zik (A.7)
k=1 k=0
A(z) is the z-transform of the coefficients, a1,... ,an where the coefficienty = 1
corresponds tg(n), andY (z) is thez-transform of the output sequengén), . .. ,y(n— M).
B(z) and X (z) are defined quite similarly astransform of the coefficients, 1, ... , O,
and the respective input signal sequen¢e), ... ,z(n — N).

From (A.6), we get for the transfer function of the lineardil(A.1)

Y(2) _ B()
X() AR

H(z) = (A.8)
Note that for a pure FIR filterA(z) = 1, and for pure IIR filterB(z) = 1. The zeros of
denominator polynomiall(z) are called th@olesof the transfer function (A.8), and the zeros
of numeratorB(z) are called the zeros of (A.8). It can be shown (see for exaf3B@]) that
the linear causal discrete-time filter (A.1) is stable ifthk poles of the transfer function lie
inside the unit circle in the complex plane. This is also ttabitity condition for a pure IIR
filter.

From (A.8), X (z) = G(2)Y (z), where theinverse filterG(z) has the transfer function
1/H(z) = A(z)/B(z). Hence, the inverse filter of a pure FIR filter is a pure IIR fiilad vice
versa. Clearly, the general stability condition for thearse filterG(z) is that the zeros of
B(z) (and hence the zeros of the filtB¥(2)) in (A.8) are inside the unit circle in the complex
plane. This is also the stability condition for the inver$a@ure FIR filter.

Generally, it is desirable that both the poles and the zefdRentransfer function (A.8)
lie inside the unit circle. Then both the filter and its invefdter exist and are stable. Such
filters are calledninimum phaséilters. The minimum phase property is a necessity in many
methods developed for convolutive mixtures. It should bieddhat a filter that has no stable
causal inverse may have a stable noncausal inverse, ikalz& nonminimum-phase filter.

These matters are discussed much more thoroughly in matiyoteks of digital signal
processing and related areas; see for example [339, 30217169
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Other Extensions

In this chapter, we present some additional extensions of the baspendent
component analysis (ICA) model. First, we discuss the use of pmformation
on the mixing matrix, especially on its sparseness. Second, we preseealsnivat
somewhat relax the assumption of the independence of the componeahisnindel
called independent subspace analysis, the components are divided itacegihat
are independent, but the components inside the subspacest enégependent. In the
model of topographic ICA, higher-order dependencies are modeled by gragioc
organization. Finally, we show how to adapt some of the basic ICA ilfgos to the
case where the data is complex-valued instead of real-valued.

20.1 PRIORS ON THE MIXING MATRIX

20.1.1 Motivation for prior information

No prior knowledge on the mixing matrix is used in the basic ICA elod his has the
advantage of giving the model great generality. In many application areasyvhgw
information on the form of the mixing matrix is available. Usinggoinformation on
the mixing matrix is likely to give better estimates of the matrix fajiaen number
of data points. This is of great importance in situations where thepatational
costs of ICA estimation are so high that they severely restrict the anoddata that
can be used, as well as in situations where the amount of data is restrietéal ttie
nature of the application.

371
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This situation can be compared to that found in nonlinear regressioarewh
overlearning or overfitting is a very general phenomenon [48]. The classjc
of avoiding overlearning in regression is to use regularizingrprizshich typically
penalize regression functions that have large curvatures, i.e., lttsgifles”. This
makes it possible to use regression methods even when the numbeaofepars
in the model is very large compared to the number of observed data pdintise
extreme theoretical case, the number of parameters is infinite, but the modgilican
be estimated from finite amounts of data by using prior informatibimus suitable
priors can reduce overlearning that was discussed in Section 13.2.2.

One example of using prior knowledge that predates modern ICA meibdiaks
literature on beamforming (see the discussion in [72]), where a agific form of
the mixing matrix is represented by a small number of parameters. Anotasrse
is in the application of ICA to magnetoencephalogaphy (see Chapter 22)ewther
has been found that the independent components (ICs) can be modeled bydlice clas
dipole model, which shows how to constrain the form of the mixingfficients
[246]. The problem with these methods, however, is that they mayfleaple to a
few data sets only, and lose the generality that is one of the main factbescurrent
flood of interest in ICA.

Prior information can be taken into account in ICA estimation by using Bagyes
prior distributions for the parameters. This means that the parameteid) in this
case are the elements of the mixing matrix, are treated as random variablgs. The
have a certain distribution and are thus more likely to assume certaies/éthan
others. A short introduction to Bayesian estimation was given in Sedtn

In this section, we present a form of prior information on the ntxmatrix
that is both general enough to be used in many applications and stronghetaoug
increase the performance of ICA estimation. To give some backgroundiyste
investigate the possibility of using two simple classes of pifiorshe mixing matrix
A: Jeffreys’ prior and quadratic priors. We come to the conclusionttiede two
classes are not very useful in ICA. Then we introduce the concept of spéose p
These are priors that enforce a sparse structure on the mixing matogher words,
the prior penalizes mixing matrices with a larger number of significantiyzero
entries. Thus this form of prior is analogous to the widely-usedrgmowledge on
the supergaussianity or sparseness of the independent components.dadacthis
similarity, sparse priors are so-called conjugate priors, whichigsghat estimation
using this kind of priors is particularly easy: Ordinary ICA methads be simply
adapted to using such priors.

20.1.2 Classic priors

In the following, we assume that the estima®of the inverse of the mixing matrix

A is constrained so that the estimates of the independent compgneniBx are
whitg i.e., decorrelated and of unit variand@{yy’} = 1. This restriction greatly
facilitates the analysis. It is basically equivalent to first whiteningdéia and then
restrictingB to be orthogonal, but here we do not want to restrict the generality of
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these results by whitening. We concentrate here on formulating foios = A ~!.
Completely analogue results hold for prior dn

Jeffreys’ prior  The classic prior in Bayesian inference is Jeffreys’ prior. It
is considered a maximally uninformative prior, which already indicates ithis
probably not useful for our purpose.

Indeed, it was shown in [342] that Jeffreys’ prior for the basic ICédel has the
form:

p(B) o< |det B™'| (20.1)

Now, the constraint of whiteness of the= Bx means thaB can be expressed
asB = WYV, whereV is a constant whitening matrix, an& is restricted to
be orthogonal. But we hauéet B = det W det V = det V, which implies that
Jeffreys'’s prior is constant in the space of allowed estimators (eeqrielatingB).
Thus we see that Jeffreys’ prior has no effect on the estimator, and thecefionot
reduce overlearning.

Quadratic priors  In regression, the use of quadratic regularizing priors is very
common [48]. It would be tempting to try to use the same idea in théesdof ICA.
Especially in feature extraction, we could require the column& dfe. the features,
to be smooth in the same sense as smoothness is required from @yfasstions.
In other words, we could consider every columrfogs a discrete approximation of
a smooth function, and choose a prior that imposes smoothnessfanterlying
continuous function. Similar arguments hold for priors defined anrtiws of B,
i.e., the filters corresponding to the features.

The simplest class of regularizing priors is given by quadratic pridiVe will
show here, however, that such quadratic regularizers, at least the siegsditht we
define below, do not change the estimator.

Consider priors that are of the form

logp(B) = > _ b Mb; + const (20.2)

i=1

where theb! are the rows oB = A ', andM is a matrix that defines the quadratic
prior. Forexample, foM = I we have a “weight decay” pridog p(B) = Y, ||b;||?

that is often used to penalize large elementBinAlternatively, we could include in

M some differential operators so that the prior would measure the “$messes”

of theb;, in the sense explained above. The prior can be manipulated algebraically
to yield

> b/ Mb, =Y tr(Mb;b]) = tr(MB"B) (20.3)

i=1 i=1

Quadratic priors have little significance in ICA estimation, however see this,
let us constrain the estimates of the independent components to b@s/pits/iously.
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This means that we have
E{yy"} = E{Bxx"B"} =BCB’ =1 (20.4)

in the space of allowed estimates, which gives after some algebraic maropslati
BB = C~'. Now we see that

> b/ Mb; = tr((MC™") = const (20.5)

i=1

In other words, the quadratic prior is constant. The same result carolerpfor a
guadratic prior orA.. Thus, quadratic priors are of little interest in ICA.

20.1.3 Sparse priors

Motivation A much more satisfactory class of priors is given by what we call
sparse priors This means that the prior information says that most of the elements
of each row ofB are zero; thus their distribution is supergaussian or sparse. The
motivation for considering sparse priors is both empirical and aigaic.

Empirically, it has been observed in feature extraction of images (see CRapter
that the obtained filters tend to be localized in space. This implies thaistiiédtion
of the elements;; of the filterb; tends to be sparse, i.e., most elements are practically
zero. A similar phenomenon can be seen in analysis of magnetoencephalography,
where each source signal is usually captured by a limited number of sefbigss
due to the spatial localization of the sources and the sensors.

The algorithmic appeal of sparsifying priors, on the other handaget on the
fact that sparse priors can be made to be conjugate priors (see below fotiai®fi
This is a special class of priors, and means that estimation of the modg| tinés
prior requires only very simple modifications in ordinary ICA algbms.

Another motivation for sparse priors is their neural interpretati@iological
neural networks are known to be sparsely connected, i.e., only a smatirforp
of all possible connections between neurons are actually used. This isyaxhatl
sparse priors model. This interpretation is especially interesting Wh&iis used in
modeling of the visual cortex (Chapter 21).

Measuring sparsity ~ The sparsity of arandom variable, sggan be measured by
expectations of the forl{G (s) }, whereG is a nonquadratic function, for example,
the following

G(s) = —|s|. (20.6)

The use of such measures requires that the varianeei®hormalized to a fixed
value, and its mean is zero. These kinds of measures were widely used in Chapter 8
to probe the higher-order structure of the estimates of the ICs. c8lgithis is

a robust nonpolynomial moment that typically is a monotonic fuorctf kurtosis.
Maximizing this function is maximizing kurtosis, thus supergaasity and sparsity.
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In feature extraction and probably several other applications as welljdtrénd-
tions of the elements of of the mixing matrix and its inverse are zero-rdaarto
symmetry. Let us assume that the daia whitened as a preprocessing step. Denote
by z the whitened data vector whose components are thus uncorrelated and ihave un
variance. Constraining the estimatgs= Wz of the independent components to
be white implies thaW, the inverse of the whitened mixing matrix, is orthogonal.
This implies that the sum of the squares of the elem&nfsv;; is equal to one for
everyi. The elements of each row! of W can be then considered a realization of
a random variable of zero mean and unit variance. This means we could measure the
sparsities of the rows &V using a sparsity measure of the form (20.6).

Thus, we can define a sparse prior of the form

logp(W) = Xn: Xn: G(w;;) + const (20.7)

i=1 j=1

where( is the logarithm of some supergaussian density function. The fumGtin
(20.6) is such log-density, corresponding to the Laplacian densitygssee that we
have here a measure of sparsity of the

The prior in (20.7) has the nice property of being a conjugate pligtrus assume
that the independent components are supergaussian, and for simtaity further
assume that they have identical distributions, with log-dergit\Now we can take
that same log-density as the log-prior dengityin (20.7). Then we can write the
prior in the form

logp(W) = Zn: 2”: G(w] e;) + const (20.8)

i=1 j=1

where we denote by; the canonical basis vectors, i.e., tile element ok; is equal
to one, and all the others are zero. Thus the posterior distributiothbderm:

n T

log p(W|z(1), ..., 2(T)) = Z[Z G(wla(t)) + Z G(wle;)] + cons(t20 0

This form shows that the posterior distribution has the same fasrthe prior
distribution (and, in fact, the original likelihood). Priors withis property are called
conjugate priors in Bayesian theory. The usefulness of conjugate pesides in the
property that the prior can be considered to correspond to a “virtual” Eanihe
posterior distribution in (20.9) has the same form as the likeléhaf a sample of size
T + n, which consists of both the observe@) and the canonical basis vectess
In other words, the posterior in (20.9) is the likelihood of thgmented (whitened)
data sample

(20.10)

oo {70 f1<i<T
zZ \l) =
e_r, IfT<t§T+n
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Thus, using conjugate priors has the additional benefit that we can asdyethe
same algorithm for maximization of the posterior as in ordinary maxirtikelihood
estimation of ICA. All we need to do is to add this virtual sample todaéa; the
virtual sample is of the same sizeas the dimension of the data.

For experiments using sparse priors in image feature extraction268g [

Modifying prior strength The conjugate priors given above can be generalized
by considering a family of supergaussian priors given by

logp(W) = Z Z aG(w] e;) + const (20.112)

i=1 j=1

Using this kind of prior means that the virtual sample points are teidjby some
parameter. This parameter expresses the degree of belief that we have in the prior.
A large a means that the belief in the prior is strong. Also, the parameteould

be different for different, but this seems less useful here. The posterior distribution
then has the form:

n T

logp(W]z(1), ..., 2(T)) = Y _[>_ G(w/]z(t) + Y _ aG(w] e;)] + const
i=1 t=1 j=1 (20.12)

The preceding expression can be further simplified in the case where thees
density of the independent components is Laplacian @) = —|y|. In this case,
thea can multiply thee; themselves:

log p(Wla(1), .. a(T)) = S [= 3" [wTa(t) — 3 [ (ae,)] + const
=1 t=1 j=1 (20.13)

which is simpler than (20.12) from the algorithmic viewpoint: alinounts to the
addition of justn virtual data vectors of the forme; to the data. This avoids all
the complications due to the differential weighting of sample pam{20.12), and
ensures that any conventional ICA algorithm can be used by simply ad@ingthal
sample to the data. In fact, the Laplacian prior is most often used inagdi€A
algorithms, sometimes in the form of the log cosh function that can bsidered as
a smoother approximation of the absolute value function.

Whitening and priors In the preceding derivation, we assumed that the data is
preprocessed by whitening. It should be noted that the effect of theespaes is
dependent on the whitening matrix. This is because sparseness is imposes o
separating matrix of the whitened data, and the value of this matrix depentthe
whitening matrix. There is an infinity of whitening matrices, so impgsparseness
on the whitened separating matrix may have different meanings.

Onthe other hand, it is not necessary to whiten the data. The precedingvoakne
can be used for non-white data as well. If the data is not whitened, theimgeain
the sparse prior is somewhat different, though. This is becausemyenfb; is not



PRIORS ON THE MIXING MATRIX 377

constrained to have unit norm for general data. Thus our measure oftguhyss
not anymore measure the sparsities of dachOn the other hand, the developments
of the preceding section show that the sum of squares of the whole @;jrikij
does stay constant. This means that the sparsity measure is now meaetinéngre
global sparsity oB, instead of the sparsities of individual rows.

In practice, one usually wants to whiten the data for technical reasons. fien t
problems arises: How to impose the sparseness on the original seganatiix even
when the data used in the estimation algorithm needs to be whitened ?eteeling
framework can be easily modified so that the sparseness is imposed oigihalor
separating matrix. Denote By the whitening matrix and b8 the separating matrix
for original data. Thus, we had'V = B andz = Vx by definition. Now, we can
express the priorin (20.8) as

logp(B) = > Y G(b]e;) +const=> Y G(w](Ve;))+ const.
i=1 j=1 i=1 j=1 (20.14)

Thus, we see that the virtual sample addeg(ty now consists of the columns of the
whitening matrix, instead of the identity matrix.

Incidentally, a similar manipulation of (20.8) shows how to put phier on the
original mixing matrix instead of the separating matrix. We always heve =
(W)=t = WT. Thus, we obtaim!e; = al VI (V- 1)Te; = wl'(V-1)Te;. This
shows that imposing a sparse prior Anis done by using the virtual sample given
by the rows of the inverse of the whitening matrix. (Note that fdritened data,
the mixing matrix is the transpose of the separating matrix, so abettf logical
possibility of formulating prior for the whitened mixing matrix not different from
using a prior on the whitened separating matrix.)

In practice, the problems implied by whitening can often be solved bygusin
whitening matrix that is sparse in itself. Then imposing sparsenefiseorhitened
separating matrix is meaningful. In the context of image feature extraai sparse
whitening matrix is obtained by the zero-phase whitening matrix (s8ef{8 dis-
cussion), for example. Then it is natural to impose the sparsenedsefevhitend
separating matrix, and the complications discussed in this subsectioer @amioed.

20.1.4 Spatiotemporal ICA

When using sparse priors, we typically make rather similar assungtinfoth the
ICs and the mixing matrix. Both are assumed to be generated so that tles valu
are taken from independent, typically sparse, distributions. At thd, liwe might
develop a model where the very same assumptions are made on the madiing m
and the ICs. Such a model [412] is callguhtiotemporalCA since it does ICA both
in the temporal domain (assuming that the ICs are time signals), atie ispatial
domain, which corresponds to the spatial mixing defined by the mixiatgixn

In spatiotemporal ICA, the distinction between ICs and the mixing imadr
completely abolished. To see why this is possible, consider the dataingle s
matrix of the observed vectors as its columd&:= (x(1),...,x(T)), and likewise
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for the ICs. Then the ICA model can be expressed as
X = AS (20.15)
Now, taking a transpose of this equation, we obtain
X" =8TAT (20.16)

Now we see that the matris like a mixing matrix, withA ' giving the realizations
of the “independent components”. Thus, by taking the transpose, whdliptes of
the mixing matrix and the ICs.

In the basic ICA model, the difference betweeand A is due to the statistical
assumptions made anwhich are the independentrandom variables, and pmhich
is a constant matrix of parameters. But with sparse priors, we made pssaoson
A that are very similar to those usually madesorso, we can simply consider both
A andS as being generated by independent random variables, in which case either
one of the mixing equations (with or without transpose) are equaligdvThis is the
basic idea in spatiotemporal ICA.

There is another important difference betw&andA, though. The dimensions
of A andS are typically very different: A is square whereaS has many more
columns than rows. This difference can be abolished by considering dratXthas
many fewer columns than rows, that is, there is some redundancy irgtied.s

The estimation of the spatiotemporal ICA model can be performed in a manner
rather similar to using sparse priors. The basic idea is to formtaalisample where
the data consists of two parts, the original data and the data obtajrteghisposing
the data matrix. The dimensions of these data sets must be strauylged and
made equal to each other, using PCA-like methods. This is possible bécaase
assumed that botA andS™ have the same kind of redundancy: many more rows
than columns. For details, see [412], where the infomax criterion waeedmm this
estimation task.

20.2 RELAXING THE INDEPENDENCE ASSUMPTION

In the ICA data model, it is assumed that the compongnase independent. How-
ever, ICA is often applied on data sets, for example, on image data, in vitiech
obtained estimates of the independent components are not very independant, e
approximately. In fact, it is not possible, in general, to decompose armawéctor
x linearly into components that are independent. This raises questiohs aofility
and interpretation of the components given by ICA. Is it useful to perfiCA on
real data that does not give independent components, and if it is, hoidstheu
results be interpreted?

One approach to this problem is to reinterpret the estimation resulitrafght-
forward reinterpretation was offered in Chapter 10: ICA gives componkatste as
independent as possible. Even in cases where this is not enough, we gastiill
the utility by other arguments. This is because ICA simultaneousleserertain
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other useful purposes than dependence reduction. For example, it can pecieter
as projection pursuit (see Section 8.5) or sparse coding (see Sectiyn Bbth of
these methods are based on the maximal nongaussianity property adépemient
components, and they give important insight into what ICA algorghare really
doing.

A different approach to the problem of not finding independent comporetds
relax the very assumption of independence, thus explicitly formulagémgdata mod-
els. In this section, we consider this approach, and present three recerglygpk
methods in this category. In multidimensional ICA, it is assumed dht certain
sets (subspaces) of the components are mutually independent. A closedd relat
method is independent subspace analysis, where a particular distrilstrimture
inside such subspaces is defined. Topographic ICA, on the other hamchpest
to utilize the dependence of the estimated “independent” components to define
topographic order.

20.2.1 Multidimensional ICA

In multidimensional independent component analysis [66, 277], a lereerative
model as in basic ICA is assumed. In contrast to basic ICA, however, theawents
(responses); are not assumed to be all mutually independent. Instead, it is assumed
that thes; can be divided into couples, triplets or in genétalples, such that the

s; inside a giverk-tuple may be dependent on each other, but dependencies between
differentk-tuples are not allowed.

Everyk-tuple ofs; corresponds té basis vectors;. In general, the dimensional-
ity of each independent subspace need not be equal, but we assume so fioitgimpl
The model can be simplified by two additional assumptions. First, thaugh the
components; are not all independent, we can always define them so that they are
uncorrelated, and of unit variance. Infact, linear correlations inside a gireple of
dependent components could always be removed by a linear transformationdSeco
we can assume that the data is whitened (sphered), just as in basic ICA.

These two assumptions imply that the are orthonormal. In particular, the
independent subspaces become orthogonal after whitening. These faatsdisllo
rectly from the proof in Section 7.4.2, which applies here as well, dwaitgpresent
assumptions.

Let us denote by the number of independent feature subspaces, arftj by=
1,..., J the set of the indices of thg belonging to the subspace of indgxAssume
that the data consists df observed data points(t),¢ = 1,...,7. Then we can
express the likelihood of the data, given the model as follows

L(x(t),t=1,...,T;b;;i =1,...,n)
t

(
T J
[Tl det B T] pj(b7x(2),i € S))] (20.17)

1 j=1

wherep;(.), which is a function of thek argumentsb?x(t),i € S;, gives the
probability density inside thgth k-tuple ofs;. The term| det B| appears here as in
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any expression of the probability density of a transformationingithe change in
volume produced by the linear transformation, as in Chapter 9.

The k-dimensional probability density;(.) is not specified in advance in the
general definition of multidimensional ICA [66]. Thus, the questaises how
to estimate the model of multidimensional ICA. One approach is to atgirthe
basic ICA model, and then group the components intaples according to their
dependence structure [66]. This is meaningful only if the independenponents
are well defined and can be accurately estimated; in general we would like to utilize
the subspace structure in the estimation process. Another approactmisdisl
the distributions inside the subspaces by a suitable model. Fipistentially very
difficult, since we then encounter the classic problem of estimdtidgnensional
distributions. One solution for this problem is given by indegpem subspaces
analysis, to be explained next.

20.2.2 Independent subspace analysis

Independent subspace analysis [204] is a simple model that models speredén-
cies between the components. It is based on combining multidimensiohalit@
the principle of invariant-feature subspaces.

Invariant-feature subspaces To motivate independent subspace analysis, let us
consider the problem of feature extraction, treated in more detail in €h2pt In the
most basic case, features are given by linear transformations, or filteeprékence
of a given feature is detected by computing the dot-product of inputvd#ia given
feature vector. For example, wavelet, Gabor, and Fourier transforms, bsswabst
models of V1 simple cells, use such linear features (see Chapter 21). dtlenor
with linear features, however, is that they necessarily lack any invarianceagipect
to such transformations as spatial shift or change in (local) FourieedB@s, 248].
Kohonen [248] developed the principle of invariant-feature subspacas ab-
stract approach to representing features with some invariances. The mio€ipl
invariant-feature subspaces states that one can consider an invariant featline as a
ear subspace in a feature space. The value of the invariant, higher-ordee fisatu
given by (the square of) the norm of the projection of the given datatpn that
subspace, which is typically spanned by lower-order features.
A feature subspace, as any linear subspace, can always be represented by a set
of orthogonal basis vectors, sdy,i = 1,..., k, wherek is the dimension of the
subspace. Then the vali#&x) of the featurel” with input vectorx is given by

k

F(x)=> (b/x) (20.18)

i=1

In fact, this is equivalent to computing the distance between the inpuinseeind a
general linear combination of the vectors (possibly filtérspf the feature subspace
[248].
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Spherical symmetry  Invariant-feature subspaces can be embedded in multidi-
mensional independent component analysis by considering probabsiitipdiions
for thek-tuples ofs; that arespherically symmetrid.e., depend only on the norm. In
other words, the probability densipy(.) of ak-tuple can be expressed as a function
of the sum of the squares of thg i € S; only. For simplicity, we assume further
that thep; (.) are equal for allj, i.e., for all subspaces.

This means that the logarithm of the likelihoddof the datax(¢),t = 1,..., T,
can be expressed as

log L(x(t),t =1,....T;bsi=1,....n)
J

-3

t=1j

logp( Y (b/x(t))?) + Tlog| det B (20.19)

1 i€s;

wherep(y_;cs, s7) = pj(si,i € S;) gives the probability density inside thih
k-tuple of s;.

Recall that prewhitening allows us to consider theto be orthonormal, which
implies thatlog | det B| is zero. This shows that the likelihood in Eq. (20.19) is a
function of the norms of the projections gfon the subspaces indexed hywhich
are spanned by the orthonormal basis sets givelm;bye S;.

In the case of clearly supergaussian components, we can use the followirag p
bility distribution:

logp(D_ s7) = —a[Y_ s7]'/* + 13 (20.20)

i€S; i€S;

which could be considered a multi-dimensional version of the expa@ieatistribu-
tion. The scaling constant and the normalization constafitare determined so as
to give a probability density that is compatible with the constrafntnit variance of
the s;, but they are irrelevant in the following. Thus we see that the ediom of
the model consists of finding subspaces such thatdnes of the projections of the
(whitened) data on those subspaces have maximally sparse dismi&§u

Independent subspace analysis is a natural generalization of ordinaryn @&t
if the projections on the subspaces are reduced to dot-products, agctmyns on
one-dimensional (1-D) subspaces, the model reduces to ordinary ICAdedxhat,
in addition, the independent components are assumed to have syndigtifiuitions.
Itis to be expected that the norms of the projections on the subspacesearfsome
higher-order, invariant features. The exact nature of the invariances haeeo
specified in the model but will emerge from the input data, using orgyptior
information on their independence.

If the subspaces have supergaussian (sparse) distributions, theldepgimplied
by the model is such that components in the same subspace tend to be rabtizero
same time. In other words, the subspaces are somehow “activated” as a whole, and
then the values of the individual components are generated according torboglg
the subspaces are activated. This is the particular kind of dependencyrtiwatésed
by independent subspaces in most applications, for example, with image dat
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For more details on independent subspace analysis, the reader is refeg@dto [
Some experiments on image data are reported in Section 21.5 as well.

20.2.3 Topographic ICA

Anotherway of approaching the problem of nonexistence of independe pmwnts
is to try to somehow make the dependency structure of the estimated nentpo
visible. This dependency structure is often very informative and coelditilized in
further processing.

Estimation of the “residual” dependency structure of estimates of indigpn
components could be based, for example, on computing the cross-cusaulgipt
ically these would be higher-order cumulants, since second-order coosslants,
i.e., covariance, are typically very small, and can in fact be forced to be zero, ad we d
by orthogonalization after whitening in Part Il. However, using sugasures raises
the question as to how such numerical estimates of the dependence strhotuce s
be visualized or otherwise utilized. Moreover, there is another serimidgm as-
sociated with simple estimation of some dependency measures from tmatesti
of the independent components. This is due to the fact that often tependent
components do not form a well-defined set. Especially in image decongositi
(Chapter 21), the set of potential independent components seems to beharger
what can be estimated at one time, in fact the set might be infinite. A clasaic IC
method gives an arbitrarily chosen subset of such independent componeumnssit is
importantin many applications that the dependency information igedilduring the
estimation of the independent components, so that the estimated se¢péimnt
components is one whose residual dependencies can be represented in a meaningfu
way. (This is something we already argued in connection with independespiace
analysis.)

Topographic ICA, introduced in [206], is a modification of the clas€iA model
in which the dependencies of the components are explicitly representeattibugar,
we propose that the residual dependency structure of the independgmbroemts,
i.e., dependencies that cannot be canceled by ICA, could be used to défine a
pographical orderbetween the components. The topographical order is easy to
represent by visualization, and is important in image feature extractiental its
connections to brain modeling [206].

Our model gives a topographic map where the distance of the components i
the topographic representation is a function of the dependencies ofrtygooents.
Components that are near to each other in the topographic representatioragly’s
dependent in the sense of higher-order correlations.

To obtain topographic ICA, we generalize the model defined by (20.1€)ao
it models a dependence not only inside fh#uples, but among all neighboring
components. A neighborhood relation defines a topographical order. Ve dieé
likelihood of the model as follows:

T n n
log L(B) = > Y " G()_ h(i,5)(b] x(t))*) + T'log| det B| + const  (20.21)

t=1j=1 i=1
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Here, theh(i, j) is a neighborhood function, which expresses the strength of the
connection between thigh and;jth units. It can be defined in the same way as in
other topographic maps, like the self-organizing map (SOM) [24Tk flinctionG

is similar to the one inindependent subspace analysis. The additisaoddepends
only onh(i, j).

This model thus can be considered a generalization of the model of independent
subspace analysis. Inindependent subspace analysis, the latent variatdetearly
divided intok-tuples or subspaces, whereas in topographic ICA, such subspaces are
completely overlapping: Every neighborhood corresponds to one aobsp

Just as independent subspace analysis, topographic ICA usually meietian
where nearby components tend to be active (nonzero) at the same time. This seem
to be a common dependency structure for natural sparse data [404]. |nHact
likelihood given earlier can also be derived as an approximation of theHibedi of
a model where the variance of the ICs is controlled by some higher-cadiables,
so that the variances of near-by components are strongly dependent.

For more details on topographic ICA, the reader is referred to [206]meSo
experiments on image data are reported in Chapter 21 as well.

20.3 COMPLEX-VALUED DATA

Sometimes in ICA, the ICs and/or the mixing matrix are complex-val&ed exam-
ple, in signal processing in some cases frequency (Fourier) domain refatasesof
signals have advantages over time-domain representations. Especiadfysepidra-
tion of convolutive mixtures (see Chapter 19) it is quite commorotarker transform
the signals, which results in complex-valued signals.

In this section we show how the FastICA algorithm can be extended tolemmp
valued signals. Both the IGsand the observed mixturasassume complex values.
For simplicity, we assume that the number of independent componeabiesiis
the same as the number of observed linear mixtures. The mixing nzatiof full
rank and it may be complex as well, but this need not be the case.

In addition to the assumption of the independence of the comporgntm
assumption on the dependence of the real and complex parts of a singlen&tie
here. We assume that evetyis white in the sense that the real and imaginary parts
of s; are uncorrelated and their variances are equal; this is quite realistic ingafacti
problems.

Related work on complex ICA can be found in [21, 132, 305, 405].

20.3.1 Basic concepts of complex random variables

First, we review some basic concepts of complex random variables; $6gfit
more details.

A complex random variablg can be represented as= u + iv whereu andw
are real-valued random variables. The density @ f(y) = f(u,v) € R. The
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expectation oy is E{y} = E{u} + iE{v}. Two complex random variableg and

y2 are uncorrelated i {y,y5} = E{y1 } E{y3}, wherey* = u — iv designates the
complex conjugate of. The covariance matrix of a zero-mean complex random
vectory = (y1,... ,Yn) IS

C]] e C]n
E{yy"}=1{: . (20.22)
Cn] e Cnn

whereCj, = E{y;y;} andy? stands for the Hermitian of, that is,y transposed
and conjugated. The data can be whitened in the usual way.

In our complex ICA model, all ICs; have zero mean and unit variance. Moreover,
we require that they have uncorrelated real and imaginary parts of equalagsian
This can be equivalently expressediass”} = TandE{ss'} = O. Inthe latter,
the expectation of the outer product of a complex random vector withewbnjugate
is a null matrix. These assumptions imply tlaimust be strictly complex; that is,
the imaginary part of; may not in general vanish.

The definition of kurtosis can be easily generalized. For a zero-mean complex
random variable it could be defined, for example, as [305, 319]

kurt(y) = E{ly|'} — E{yy*}E{yy*} — E{yy} E{y"y"} — E{yy*}E{y*y}
(20.23)

but the definitions vary with respect to the placement of conjugébes- actually,
there are2* ways to define the kurtosis [319]. We choose the definition in [419]
where

kurt(y) = E{ly|"} — 2(E{ly’})? — |E{y*}* = E{ly|'} -2
(20.24)

where the last equality holds if is white, i.e., the real and imaginary parts pf
are uncorrelated and their variances are equal/tb This definition of kurtosis is
intuitive since it vanishes if is gaussian.

20.3.2 Indeterminacy of the independent components

The independent componests the ICA model are found by searching for a matrix
B such thas = Bx. However, as in basic ICA, there are some indeterminacies. In
the real case, a scalar factey can be exchanged betwegnand a columm; of A
without changing the distribution of: a;s; = («;a;)(«; 's;). In other words, the
order, the signs and the scaling of the independent components canettbeided.
Usually one defines the absolute scaling by defifi{g?} = 1; thus only the signs
of the independent components are indetermined.

Similarly in the complex case there is an unknown phgser eachs;. Let us
write the decomposition

a;s; = (1),;a,;)(1);]sj) (20.25)
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where the modulus of; is equal to one. If; has a spherically symmetric distribution,
i.e., the distribution depends on the modulus;ahly, the multiplication by a variable

v; does not change the distributionspf Thus the distribution aof remains unchanged

as well. From this indeterminacy it follows that it is impossibladtain the phases

of s;, andBA is a matrix where in each row and each column there is one nonzero
element that is of unit modulus.

20.3.3 Choice of the nongaussianity measure

Now we generalize the framework in Chapter 8 for complex-valued signhds.
the complex case, the distributions for the complex variables are sftkerically
symmetric, so only the modulus is interesting. Thus we could usengaussianity
measure that is based on the modulus only. Based on the measure of rsiangaus
as in (8.25), we use the following:

Ja(w) = E{G(lwz*)} (20.26)

whereG is a smooth even functiony is ann-dimensional complex vector and

E{|w!z|?} = ||w||?> = 1. The data is whitened, as the notatioalready indicates.
This can be compared with (20.24), which gives the kurtosis of conyaleables:

if we choose@(y) = y2, thenJg(w) = E{|w/z|*}. Thus.J essentially measures

the kurtosis ofw "z, which is a classic measure in higher-order statistics.
Maximizing J; we estimate one IC. Estimating independent components is

possible, just as in the real case, by using a summgasures of nongaussianity, and

a constraint of orthogonality. Thus one obtains the followingrojzation problem:

maximizez Ja(w;) with respecttow;, j=1,... ,n
j=1
under constrainE{wy w;} = & (20.27)

whered;;, = 1for j = k andd;;, = 0 otherwise.

It is highly preferable that the estimator given by the contrast fundsaobust
against outliers. The more slowdy grows as its argument increases, the more robust
is the estimator. For the choice 6f we propose now three different functions, the
derivativesy of which are also given:

Gi(y) = VT F7, gi(y) = ﬁ (20.28)
Ga(y) = loglas +9), g2(y) = a21+1, (20.29)
Gs(y) = %yz 93(y) =y (20.30)

wherea; andas are some arbitrary constants (for example~ 0.1 andas ~ 0.1
seem to be suitable). Of the preceding functi@isandGs grow more slowly than
G35 and thus they give more robust estimatdars. is motivated by kurtosis (20.24).
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20.3.4 Consistency of estimator

In Chapter 8 it was stated that any nonlinear learning funcfiativides the space of
probability distributions into two half-spaces. Independent coreptscan be esti-
mated by either maximizing or minimizing a function similar to (20,28pending

on which half-space their distribution lies in. A theorem for real valugdals was
presented that distinguished between maximization and minimization aedygv
exact conditions for convergence. Now we show how this idea can be generalized
to complex-valued random variables. We have the following theorenhetocal
consistency of the estimators [47]:

Theorem 20.1 Assume that the input data follows the complex ICA model. The
observed mixtures are prewhitened so tZtzz”} = 1. The independent com-
ponents have zero mean, unit variance, and uncorrelated real and iarggarts

of equal variances. Alsd7 : R U {0} — R is a sufficiently smooth even func-
tion. Then the local maxima (resp. minima)iofG(|wz|?)} under the constraint
E{|lw!fz?} = ||w||? = 1 include those rows of the inverse of the whitened mixing
matrix VA such that the corresponding independent compongrastisfy

E{g(Isk|*) + [sk]* ¢'(Isx]”) = |si|” 9(|sx[*)} <0 (>0, resp)
(20.31)

whereg() is the derivative o&() andg’() is the derivative of().

A special case of the theorem is whefy) = y, ¢'(y) = 1. Condition (20.31)
now reads

E{|8k|2 + |8k‘2 — ‘Sk‘2|8k‘2} = —E{|8k|4} +2<0 (> 0, resp).
(20.32)

Thus the local maxima df {G (jw*z|?)} should be found wheR {|s;|*} —2 > 0,
i.e., the kurtosis (20.24) af. is positive. Thisimplies thatwe are actually maximizing
the absolute values of kurtosis, just like in the basic case in Ch&pter

20.3.5 Fixed-point algorithm

We now give the fixed-point algorithm for complex signals underatwnplex ICA
model. The algorithm searches for the extremadts (|jw!’z|?)}. The derivation
is presented in [47].

The FastICA algorithm for one unit, using whitened data, is

w  B{x(w"x)"g(jw"x*)} — E{g(lw"x*) + [w"x|g'(|w"x*)}w

W (20.33)
[[w]

The one-unit algorithm can be extended to the estimation of the wi@e |
transformation in exactly the same way as in the real case. The orthogoioalizat
methods in Section 8.4 can be used by simply replacing every transpos¢iopar
the formulas by the Hermitian operation [47].
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20.3.6 Relation to independent subspaces

Our approach to complex ICA closely resembles independent subspace methods,
discussed in Section 20.2.2, and multidimensional ICA, discusseekiios 20.2.1.

In our complex ICA, the nongaussianity measure operategwdhz|?> which
can be interpreted as the norm of a projection onto a subspace. The subspace
is two-dimensional, corresponding to the real and imaginary parts ofhglex
number. In contrast to the subspace method, one of the basis vectetsrisithed
straightforward from the other basis vector. In independent subspacgesenahe
independent subspace is determined only up to an orthogona&lmatrix factor. In
complex ICA however, the indeterminacy is less severe: the sources arendetd
up to a complex factow, |v| = 1.

It can be concluded that complex ICA is a restricted form of independenpaabs
methods.

20.4 CONCLUDING REMARKS

The methods presented in the first two sections of the chapter were all ratated
the case where we know more about the data than just the blind assunopti
independence. Using sparse priors, we incorporate some extra kryanbedthe
sparsity of the mixing matrix in the estimation procedure. This wasewady easy
by the algorithmic trick of conjugate priors.

In the methods of independent subspaces or topographic ICA, on thehathd,
we assume that we cannot really find independent components; instead we can
find groups of independent components, or components whose depentieatys
can be visualized. A special case of the subspace formalism is encountered if the
independent components are complex-valued.

Another class of extensions that we did not treat in this chapter are tbellsol
semiblindmethods, that is, methods in which much prior information on thangix
is available. In the extreme case, the mixing could be almost completelyrkrin
which case the “blind” aspect of the method disappears. Such semiblind aisetho
are quite application-dependent. Some methods related to telecommurscaton
treated in Chapter 23. A closely related theoretical framework is the “priricipal
ICA proposed in [285]. See also [415] for a semiblind method in anbiraaging
application.
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Feature Extraction by ICA

A fundamental approach in signal processing is to design a statistical geeerat
model of the observed signals. The components in the generative medelitie a
representation of the data. Such a representation can then be used in such tasks as
compression, denoising, and pattern recognition. This approach isssdfd from a
neuroscientific viewpoint, for modeling the properties of neuron@imary sensory
areas.

In this chapter, we consider a certain class of widely used signals, which we
call natural images. This means images that we encounter in our lives all the tim
images that depict wild-life scenes, human living environments, etc. Trking
hypothesis here is that this class is sufficiently homogeneous so thatmlauild a
statistical model using observations of those signals, and then latétissnodel for
processing the signals, for example, to compress or denoise them.

Naturally, we shall use independent component analysis (ICA) as theigain
model for natural images. We shall also consider the extensions of l{Eddinced
in Chapter 20. We will see that ICA does provide a model that is verylairto
the most sophisticated low-level image representations used in imagesging and
vision research. ICA gives a statistical justification for using thosthmds that have
often been more heuristically justified.

391
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21.1 LINEAR REPRESENTATIONS

21.1.1 Definition

Image representations are often based on discrete linear transformatitwesady-
served data. Consider a black-and-white image whose gray-scale valugatehe
indexed byz andy is denoted by (z;, y). Many basic models in image processing
express the imaggz, y) as a linear superposition of some features or basis functions

ai(w7y):
i=1

where thes; are stochastic coefficients, different for each imdge, ). Alterna-
tively, we can just collect all the pixel values in a single vestet (1, zs, ..., z,,)7,
in which case we can express the representation as

x = As (21.2)

just like in basic ICA. We assume here that the number of transformaganents
equals the number of observed variables, although this need not be the geseiial.
This kind of a linear superposition model gives a useful descriptioa tow level
where we can ignore such higher-level nonlinear phenomena as occlusion.

In practice, we may not model a whole image using the model in (21.1heRat
we apply it on image patches or windows. Thus we partition the imagepatches
of, for example8 x 8 pixels and model the patches with the model in (21.1). Care
must then be taken to avoid border effects.

Standard linear transformations widely used in image processing aregaiopde,
the Fourier, Haar, Gabor, and cosine transforms. Each of them has itawenalble
properties [154]. Recently, a lot of interest has been aroused by methaids th
attempt to combine the good qualities of frequency-based methodsi€Famd
cosine transforms) with the basic pixel-by-pixel representationeier succinctly
explain some of these methods; for more details see textbooks @ubiect, e.g.,
[102], or see [290].

21.1.2 Gabor analysis

Gabor functions or Gabor filters [103, 128] are functions that are sktely used
in image processing. These functions are localized with respect to threegiaram
spatial location, orientation, and frequency. This is in contrast tai€obasis
function that are not localized in space, and the basic pixel-by-pixel repatisen
that is not localized in frequency or orientation.

Letusfirst consider, for simplicity, one-dimensional (1-D) Gabaidiions instead
of the two-dimensional (2-D) functions used for images. The Gabuctfons are
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Fig. 21.1 A pair of 1-D Gabor functions. These functions are localizedpace as well as
in frequency. The real part is given by the solid line and thaginary part by the dashed line.

then of the form

g1a(x) = exp(—a®(z — 20)2)[cos(2m(z — x0) +7) + i sin(2mB(x — o) + )]
(21.3)

where

e « is the constant in the gaussian modulation function, which deterntiges t
width of the function in space.

¢ 1, defines the center of the gaussian function, i.e., the location of thaduanct

¢ [ is the frequency of oscillation, i.e., the location of the functior-ourier
space.

¢ v is the phase of the harmonic oscillation.

Actually, one Gabor function as in (21.3) defines two scalar functiong a3rits real
part and the other one as its imaginary part. Both of these are equallytanpgand
the representation as a complex function is done mainly for algebraienegmce.
A typical pair of 1-D Gabor functions is plotted in Fig. 21.1.

Two-dimensional Gabor functions are created by first taking a 1-D Gabotitin
along one of the dimensions and multiplying it by a gaussian envéfotie other
dimension:

g2a(z,y) = exp(—a’(y — yo)?)gra(x) (21.4)
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Fig. 21.2 A pair of 2-D Gabor functions. These functions are localizespace, frequency,
and orientation. The real partis on the left, and the imagipart on the right. These functions
have not been rotated.

where the parameter in the gaussian envelope need not be the same in both direc-
tions. Second, this function is rotated by an orthogonal transfoomafi(z, ) to a
given angle. A typical pair of the real and imaginary parts of a Gabor functioe
shown in Fig. 21.2.

Gabor analysis is an example of multi-resolution analysis, which méanshte
image is analyzed separately at different resolutions, or frequencies. T@sasise
Gabor functions can be generated at different sizes by varying the parametsd
at different frequencies by varying

An open question is what set of values should one choose for the paramoeters
obtain a useful representation of the data. Many different solutiorss; esdée, e.g.,
[103, 266]. The wavelet bases, discussed next, give one solution.

21.1.3 Wavelets

Another closely related method of multiresolution analysis is given lyelets
[102, 290]. Wavelet analysis is based on a single prototype funcaibed the mother
waveleto(z). The basis functions (in one dimension) are obtained by translations
¢(z + 1) and dilations or rescalings(2~*z) of this basic function. Thus we use the
family of functions

bsia() =202 *w — 1) (21.5)

The variables and! are integers that represent scale and dilation, respectively. The
scale parametes, indicates the width of the wavelet, while the location indix,
gives the position of the mother wavelet. The fundamental propenyaotlets is
thus the self-similarity at different scales. Note thds real-valued.

The mother wavelet is typically localized in space as well as in frequency. Two
typical choices are shown in Fig. 21.3.

A 2-D wavelet transform is obtained in the same way as a 2-D Fourier transf
by first taking the 1-D wavelet transforms of all rows (or all columrex)d then
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!

Fig. 21.3 Two typical mother wavelets. On the left, a Daubechies motfayelet, and on
the right, a Meyer mother wavelet.

Fig. 21.4 Part of a 2-D wavelet basis.
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the 1-D wavelet transform of the results of this transform. SoniewWavelet basis
vectors are shown in Fig. 21.4.

The wavelet representation also has the important property of beingdeddioth
in space and in frequency, just like the Gabor transform. Importdferdnces are
the following:

e There is no phase parameter, and the wavelets all have the same phase. Thus,
all the basis functions look the same, whereas in Gabor analysis, welteve t
couples given by the real and imaginary parts. Thus we have basis vectors of
two different phases, and moreover the phase parameter can be modified. In
Gabor analysis, some functions are similar to bars, and others ararstmil
edges, whereas in wavelet analysis, the basis functions are usually sanethi
in between.

¢ The change in size and frequency (parameteaisd3 in Gabor functions) are
not independent. Instead, the change in size implies a strictly correisygpn
change in frequency.

¢ Usually in wavelets, there is no orientation parameter either. The ordn-or
tations encountered are horizontal and vertical, which come about when the
horizontal and vertical wavelets have different scales.

e The wavelet transform gives an orthogonal basis of the 1-D space. Tihis is
contrast to Gabor functions, which do not give an orthogonal basis.

One could say that wavelet analysis gives a basis where the size and fregasaray
eters are given fixed values that have the nice property of giving an anlabbasis.
On the other hand, the wavelet representation is poorer than the Galeseptation
in the sense that the basis functions are not oriented, and all havantieephase.

21.2 ICA AND SPARSE CODING

The transforms just considered are fixed transforms, meaning that tisevieators
are fixed once and for all, independent of any data. In many cases, howeverdt wou
be interesting to estimate the transform from data. Estimation ofejpeesentation
in Eqg. (21.1) consists of determining the values oénda;(z, y) for all i and(z, y),
given a sufficient number of observations of images, or in practice, imagbgsat
I(z,y).

For simplicity, let us restrict ourselves here to the basic case wherg they)
form an invertible linear system, that is, the matfixis square. Then we can invert
the system as

8; = Zw,;(.r,y)[(m,y) (21.6)
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where thew; denote the inverse filters. Note that we have (using the standard ICA
notation)

which shows a simple relation between the filtersand the corresponding basis
vectorsa;. The basis vectors are obtained by filtering the coefficients;iby the
filtering matrix given by the autocorrelation matrix. For natural imagead the
autocorrelation matrix is typically a symmetric low-pass filtering rixago the basis
vectorsa; are basically smoothed versions of the filters

The question is then: What principles should be used to estimate &omarfsom
the data? Our starting point here is a representation principle caii@de coding
that has recently attracted interest both in signal processing and in theorths o
visual system [29, 336]. In sparse coding, the data vector is represssiteda set
of basis vectors so thahly a small number of basis vectors are activated at the same
time In a neural network interpretation, each basis vector corresponds to ommaneu
and the coefficients; are given by their activations. Thus, only a small number of
neurons is activated for a given image patch.

Equivalently, the principle of sparse coding could be expressedédvypiibperty
thata given neuron is activated only rarelffhis means that the coefficientshave
sparse distributions. The distribution gfis called sparse whef) has a probability
density with a peak at zero, and heavy tails, which is the case, for exampte, wit
the Laplacian (or double exponential) density. In general, sparseness egqudied
with supergaussianity.

In the simplest case, we can assume that the sparse coding is linear, in which
case sparse coding fits into the framework used in this chapter. One trnd
estimate a linear sparse coding transformation of the data by formglatmeasure
of sparseness of the components, and maximizing the measure in the ise@of |
transformations. In fact, since sparsity is closely related to supetigaitgsordinary
measures of nongaussianity, such as kurtosis and the approximatioegesftropy,
could be interpreted as measures of nongaussianity as well. Maximizingtgpars
is thus one method of maximizing nongaussianity, and we saw in Ch@pteat
maximizing nongaussianity of the components is one method of estigniie ICs.
Thus, sparse coding can be considered as one method for ICA. At the saee ti
sparse coding gives a different interpretation of the goal of the toamsf

The utility of sparse coding can be seen, for example, in such applicatsosn-
pression and denoising. In compression, since only a small subsetadimponents
are nonzero for a given data point, one could code the data point efficiisntbding
only those nonzero components. In denoising, one could use soing {gsteshold-
ing) procedures to find out those components that are really active, andzeed the
other components, since their observations are probably almost pwisy. IThis is
an intuitive interpretation of the denoising method given in Sectii.1
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21.3 ESTIMATING ICA BASES FROM IMAGES

Thus, ICA and sparse coding give essentially equivalent methods fonagstg
features from natural images, or other kinds of data sets. Here we shaestlits

of such an estimation. The set of images that we used consisted of natural scenes
previously used in [191]. An example can be found in Fig. 21.7 iniGe@&1.4.3,

upper left-hand corner.

First, we must note that ICA applied to image data usually gives ong@onant
representing the local mean image intensity, or the DC component. Thizacmnt
normally has a distribution that is not sparse; often it is even sugsj@u Thus,
it must be treated separately from the other, supergaussian componertstaf |
the sparse coding interpretation is to be used. Therefore, in all expetsnwe first
subtract the local mean, and then estimate a suitable sparse coding bsisést of
the components. Because the data then has lost one linear dimensidmehsidn
of the data must be reduced, for example, using principal component Br(&ZA).

Each image was first linearly normalized so that the pixels had zero mean and unit
variance. A set of 10000 image patches (windows)®k 16 pixels were taken at
random locations from the images. From each patch the local mean was subtracted
as just explained. To remove noise, the dimension of the data was redut6@.t
The preprocessed dataset was used as the input to the FastICA algoritingrthes
tanh nonlinearity.

Figure 21.5 shows the obtained basis vectors. The basis vectors arg clearl
localized in space, as well as in frequency and orientation. Thus the features are
closely related to Gabor function#n fact, one can approximate these basis functions
by Gabor functions, so that for each basis vector one minimizes the squaned er
between the basis vector and a Gabor function; see Section 4.4. This giygeudr
fits, and shows that Gabor functions are a good approximation. Alteehatone
could characterize the ICA basis functions by noting that many of them dmauld
interpreted as edges or bars.

The basis vectors are alselated to waveletsn the sense that they represent
more or less the same features in different scales. This means that the frequen
the size of the envelope (i.e. the area covered by the basis vectors) are elgpend
However, the ICA basis vectors have many more degrees of freedom thatetgav
In particular, wavelets have only two orientations, whereas ICA veciare many
more, and wavelets have no phase difference, whereas ICA vectors have fergndif
phases. Some recent extensions of wavelets, such as curvelets, are muclocloser t
ICA basis vectors, see [115] for a review.

21.4 IMAGE DENOISING BY SPARSE CODE SHRINKAGE

In Section 15.6 we discussed a denoising method based on the estimfation o
noisy ICA model [200, 207]. Here we show how to apply this methodtage
denoising. We used as data the same images as in the preceding section.c&o redu
computational load, here we used image window8 a&f8 pixels. As explained in
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Fig. 21.5 The ICA basis vectors of natural image patches (windows)e Bésis vectors
give features that are localized in space, frequency, amhtation, thus resembling Gabor
functions.

Section 15.6, the basis vectors were further orthogonalized; thusassis vectors
could be considered as orthogonal sparse coding rather than ICA.

21.4.1 Component statistics

Since sparse code shrinkage is based on the property that individupboemts in
the transform domain have sparse distributions, we first inyatihow well this
requirement holds. At the same time we can see which of the parameterizations
Section 15.5.2 can be used to approximate the underlying densities.

Measuring the sparseness of the distributions can be done by almost@ggus-
sianity measure. We have chosen the most widely used measure, the normalized
kurtosis. Normalized kurtosis is defined as

E{s'}
K(s) = L 3 (21.8)
The kurtoses of components in our data set were about 5, on the averabeg-Or
onalization did not very significantly change the kurtosis. All the ponents were
supergaussian.

Next, we compared various parametrizations in the task of fitting therebd
densities. We picked one component at random from the ortho§on@abparse cod-
ing transform for natural scenes. First, using a nonparametric héstotechnique,
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Fig. 21.6 Analysis of a randomly selected component from the orthatiped ICA trans-
forms of natural scenes, with window siex 8. Left: Nonparametrically estimated log-
densities (solid curve) vs. the best parametrization (@adsturve). Right: Nonparametric
shrinkage nonlinearity (solid curve) vs. that given by oargmetrization (dashed curve).
(Reprinted from [207], reprint permission from the IEEE §3€)2001 IEEE.)

we estimated the density of the component, and from this representativadithe
log density and the shrinkage nonlinearity shown in Fig. 21.6. tNeg fitted the
parametrized densities discussed in Section 15.5.2 to the observed depsityhat
in each case, the densities were sparser than the Laplacian density, and tharg the v
sparse parametrization in (15.25) was used. In can be seen that the dengfig and
shrinkage nonlinearity derived from the density model match quite tivefie given
by nonparametric estimation.

Thus we see that the components of the sparse coding bases found dye high
supergaussian for natural image data; the sparsity assumption is valid.

21.4.2 Remarks on windowing

The theory of sparse code shrinkage was developed for general randonsvédien
applying this framework to images, certain problems arise. The simpégsto apply
the method to images would be to simply divide the image into wirsjand denoise
each such window separately. This approach, however, has a couple of drawbacks
statistical dependencies across the synthetic edges are ignored, resudtiigiking
artifact, and the resulting procedure is not translation invariant: algerithm is
sensitive to the precise position of the image with respect to thdawing grid.

We have solved this problem by takinglaing windowapproach. This means that
we do not divide the image into distinct windows; rather we deneiszy possible
N x N window of the image. We then effectively hae different estimated values
for each pixel, and select the final result as the mean of these values. Although
originally chosen on rather heuristic grounds, the sliding windoethod can be
justified by two interpretations.

The firstinterpretationispin-cycling.The basic version of the recently introduced
wavelet shrinkage method is not translation-invariant, because that & property
of the wavelet decomposition in general. Thus, Coifman and Donohs{&jfested
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performing wavelet shrinkage on all translated wavelet decompositioihe alata,
and taking the mean of these results as the final denoised signal, callioigtéieed
method spin-cycling. Itis easily seen that our sliding window methtten precisely
spin-cycling of the distinct window algorithm.

The second interpretation of sliding windows is due to thethod of frames.
Consider the case of decomposing a data vector into a linear combinatmsebbf
given vectors, where the number of given vectors is larger than the diorexisy of
the data, i.e. giver andA, whereA is anm-by-n matrix (m < n), find the vectos,
in x = As. This has an infinite number of solutions. The classic way is to select the
solutions with minimum norm, given by = A*x, whereA is the pseudoinverse
of A. This solution is often referred to as the method of frames solutid?][1(More
on this case of “overcomplete bases” can be found in Chapter 16.)

Now consider each basis window in each possible window position ofrihge
as an overcomplete basis for the whole image. Then, if the transform &vésus
orthogonal, the sliding window algorithm is equivalent to calcutatimte method of
frames decomposition, shrinking each component, and reconstructingige i

21.4.3 Denoising results

To begin the actual denoising experiments, a random image from theahstene
collection was chosen for denoising, and gaussian noise of standardalediatvas
added (compared to a standard deviation .6ffor the original image). This noisy
version was subsequently denoised using the Wiener filter (Section tb&Re a
baseline comparison. Then, the sparse code shrinkage method was agpiged u
the estimated orthogonalized ICA transfor&nxX 8 windows), with the component
nonlinearities as given by the appropriate estimated parametrizationreR2gui7
shows a typical result [207]. Visually, it seems that sparse codekgtyngives the
best noise reduction while retaining the features in the image. The Widaedoes
not really eliminate the noise. It seems as though our method is perfgrike a
feature detector, in that it retains those features that are clearly visiltihe inoisy
data but cuts out anything that is probably a result of the noise., Tthragluces noise
effectively due to the nonlinear nature of the shrinkage operation.

Thus, we see that sparse code shrinkage is a promising method ofderagjeing.
The denoising result is qualitatively quite different from thoseegiby traditional
filtering methods, and more along the lines of wavelet shrinkage andgcoesults
[116, 403, 476].

21.5 INDEPENDENT SUBSPACES AND TOPOGRAPHIC ICA

The basic feature extraction schemes use linear features and linear filtersasge h
far used in this chapter. More sophisticated methods can be obtaineddxjucimng
nonlinearities in the system. In the context of ICA, this could meanlinearities
that take into account the dependencies of the linear features.
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Fig. 21.7 Denoising a natural scene (noise level 0.3). Top left: Theimal image. Top
right: Noise added. Bottom left: After wiener filtering. Bomn right: Results after sparse
code shrinkage. (Reprinted from [207], reprint permis$iom the IEEE Pres€)2001 IEEE.)
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Infact, itis not possible in general to decompose a random vector idépandent
components. Onean always obtain uncorrelated components, and this is what we
obtain with FastICA. In image feature extraction, however, one can cleadythat
the ICA components are not independent by using any measure of higtear-or
correlations. Such higher-order correlations were discussed in Sectidyir2@hich
extensions of the ICA model were proposed to take into account some@inhaining
dependencies.

Here we apply two of the extensions discussed in Section 20.2, independ
subspace analysis and topographic ICA, to image feature extractiond@05206].
These give interesting extensions of the linear feature frameworle détta and
preprocessing were as in Section 21.3.

Figure 21.8 shows the basis vectors of the 40 feature subspaces, vilspacel
dimension was chosen to be 4. It can be seen that the basis vectors assochated wit
a single subspace all have approximately the same orientation and foyqUéwir
locations are not identical, but close to each other. The phases differ ecatsly
Thus, the norm of the projection onto the subspace is relatively et of the
phase of the input. This is in fact what the principle of invariantdeasubspaces,
one of the inspirations for independent subspace analysis, is all.abeery feature
subspace can thus be considered a generalization of a quadrature-phase filter pai
[373], giving a nonlinear feature that is localized in orientation andesgy, but
invariant to phase and somewhat invariant to location shifts. For uhetals, see
[204].

In topographic ICA, the neighborhood function was defined so thayewsgh-
borhood consisted of & x 3 square of 9 units on a 2-D torus lattice [247]. The
obtained basis vectors are shown in Fig. 21.9. The basis vectors are gatifilar
to those obtained by ordinary ICA of image data. In addition, theyehaelear
topographic organization. In fact, in Section 20.2.3 we discussed theection
between independent subspace analysis and topographic ICA; this concactios
found in Fig. 21.9. Two neighboring basis vectors in Fig. 21.9 terigk of the same
orientation and frequency. Their locations are near to each other as well. haspnt
their phases are very different. This means that a neighborhood of sustvbasirs
is similar to an independent subspace. For more details, see [206].

21.6 NEUROPHYSIOLOGICAL CONNECTIONS

In addition to the signal processing applications, we must not ftingésparse coding
was originally developed as a model of the representation of images initharp
visual cortex of mammals (V1).

The filtersw; (x, y) can then be identified as the receptive fields of the simple cells
in the cortex, and the; are their activities when presented with a given image patch
I(z,y). It has been shown [336] that when this model is estimated with input data
consisting of patches of natural scenes, the obtained filigis, y) have the three
principal properties of simple cells in V1: they are localized, oriented mndpass.
The obtained filtersv; have been compared quantitatively with those measured by
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Fig. 21.8 Independent subspaces of natural image data. The modsl @aeor-like basis
vectors forimage windows. Every group of four basis vectansesponds to one independent
feature subspace, or complex cell. Basis vectors in a sabspe similar in orientation,
location and frequency. In contrast, their phases are viffigreint. (Adapted from [204].)
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Fig. 21.9 Topographic ICA of natural image data. This gives Gaboe-liasis vectors as
well. Basis vectors that are similar in orientation, looatand/or frequency are close to each
other. The phases of nearby basis vectors are very diffagatiig each neighborhood a phase
invariance. (Adapted from [206].)

single-cell recordings of the macaque cortex, and a good match for mokeof t
parameters was found [443, 442].

Independent subspaces, on the other hand, can be considered as a model of
complex cells [204], which is the other principal class of cells analyzisgaliinput
in the cortex. In fact, the invariances that emerge are quite similar setfound in
complex cells. Finally, topographic ICA can be seen as a model of the raploig
organization of the cells in the visual cortex [206].

21.7 CONCLUDING REMARKS

ICA can be used to extract independent features from different kinds of daigisT
possible by taking patches (windows) from the signals and consgldrese as the
multi-dimensional signals on which ICA is applied. This is closelntedl to sparse
coding, which means extracting features that have the property that asiyald

number of features is simultaneously active. Here we considered featuaetexr

from natural images, in which case we obtain a decomposition that is cledatgd

to the one given by wavelets or Gabor analysis. The features are localizeatie as

well as in frequency, and are oriented. Such features can be used in image pi@cessi

in the same way as wavelet and Gabor methods, and they can also be used as models
of the receptive fields of simple cells in the visual cortex.



406 FEATURE EXTRACTION BY ICA

In addition to the linear feature extraction by ICA, one can use extagsd
ICA to obtain nonlinear features. Independent subspace analysis givesfeatur
with invariance with respect to location and phase, and topographic I1Cés giv
topographic organization for the features, together with the samdaameas. These
models are useful for investigating the higher-order correlations dmtvwhe basic
“independent” components. Higher-order correlations between wavelet orr Gabo
coefficients have been investigated in [404, 478] as well. See also [278iotture
model based on ICA, where the different mixtures can be interpreted as tntex

The ICA framework can also be used for feature extraction from otherskirid
data, for example, color and stereo images [186, 187], video data [442}, daizh
[37], and hyperspectral data [360].
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Brain Imaging Applications

With the advent of new anatomical and functional brain imaging methosnaw
possible to collect vast amounts of data from the living human braifmag thus
become very important to extract the essential features from the data ¥o ailo
easier representation or interpretation of their properties. This is aprerpising

area of application for independent component analysis (ICA). Not ortlyissan

area of rapid growth and great importance; some kinds of brain imagingatida
seem to be quite well described by the ICA model. This is especially the case
with electroencephalograms (EEG) and magnetoencephalograms (MEG), which are
recordings of electric and magnetic fields of signals emerging from neunardsr
within the brain. In this chapter, we review some of these brain intagpplications,
concentrating on EEG and MEG.

22.1 ELECTRO- AND MAGNETOENCEPHALOGRAPHY

22.1.1 Classes of brain imaging techniques

Several anatomical and functional imaging methods have been developeditthstu
living human brain noninvasively, that is, without any surgical prazed. One class
of methods gives anatomical (structural) images of the brain with a Ipigties res-
olution, and include computerized X-ray tomography (CT) and magnetimesse
imaging (MRI). Another class of methods givesctionalinformation on which
parts of the brain are activated at a given time. Such brain imaging methodslpan h
in answering the question: What parts of the brain are needed for a gikeéh tas

407
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Well-known functional brain mapping methods include positron eimis®mog-
raphy (PET) and functional MRI (fMRI), which are based on probing the gban
in metabolic activity. The time resolution of PET and fMRI is limitetye to the
slowness of the metabolic response in the brain, which is in the rahgefew
seconds.

Here we concentrate on another type of functional brain imaging methatigren
characterized by a high time resolution. This is possible by measur@egectrical
activity within the brain. Electrical activity is the fundamental means hycl
information is transmitted and processed in the nervous system. Thetkeds are
the only noninvasive ones that provide direct information aboubéheal dynamics
on a millisecond scale. As a trade-off, the spatial resolution is woise in fMRI,
being about 5 mm, under favorable conditions. The basic methoddsircldss
are electroencephalography (EEG) and magnetoencephalography (MEG) [3]17, 165
which we describe next. Our exposition is based on the one in [4é&]also [162].

22.1.2 Measuring electric activity in the brain

Neurons and potentials ~ The human brain consists of approximately/° to
10" neurons [230]. These cells are the basic information-processing Bignals
between neurons are transmitted by means of action potentials, which ar&egry s
bursts of electrical activity. The action potential is transformed in #eeiving
neuron to what is called a postsynaptic potential that is longer in daratiough
also weaker. Single action potentials and postsynaptic potentials arevgakyand
cannot be detected as such by present noninvasive measurement devices.
Fortunately, however, neurons that have relatively strong postfignagientials
at any given time tend to be clustered in the brain. Thus, the total electnient
produced in such a cluster may be large enough to be detected. This can bggdone b
measuring the potential distribution on the scalp by placing electraaés which
is the method used in EEG. A more sophisticated method is to measuragrestic
fields associated with the current, as is done in MEG.

EEG and MEG The total electric current in an activated region is often modeled
as adipole. It can be assumed that in many situations, the electric actithtylarain
at any given point of time can be modeled by only a very small number ofefipo
These dipoles produce an electric potential as well as a magnetic field wutistnib
that can be measured outside the head. The magnetic field is more local, @s it do
not suffer from the smearing caused by the different electric conduesvif the
several layers between the brain and the measuring devices seen in EEG ohl@is is
of the main advantages of MEG, as it leads tawach higher spatial resolution

EEG is used extensively for monitoring the electrical activity withie tuman
brain, both for research and clinical purposes. Itis in fact one of thewidespread
brain mapping techniques to date. EEG is used both for the measuremeantf-sp
neous activity and for the study of evoked potentials. Evoked potseraial activity
triggered by a particular stimulus that may be, for example, auditorpmasosen-
sory. Typical clinical EEG systems use around 20 electrodes, evenlybdisul
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over the head. State-of-the-art EEGs may consist of a couple hundredssefise
signal-to noise ratio is typically quite low: the background patémtistribution is
of the order of 100 microvolts, whereas the evoked potentials may bersers of
magnitude weaker.

MEG measurements give basically very similar information to EEG, bth wi
higher spatial resolution. MEG is mainly used for basic cognitiverbrasearch.
To measure the weak magnetic fields of the brain, superconducting quarter i
ference devices (SQUIDs) are needed. The measurements are carried out inside a
magnetically shielded room. The superconducting characteristics of theedme
guaranteed through its immersion in liquid helium, at a temperature260°C.
The experiments is this chapter were conducted using a Neuromdg!1dice,
manufactured by Neuromag Ltd., and located at the Low Temperature Laboratory o
the Helsinki University of Technology. The whole-scalp sensor arrdiiigidevice
is composed of 122 sensors (planar gradiometers), organized in pairsoatfibhs
around the head, measuring simultaneously the tangential derivativesrobignetic
field component normal to the helmet-shaped bottom of the dewar. Thersems
mainly sensitive to currents that are directly below them, and tangentia¢tscalp.

22.1.3 Validity of the basic ICA model

The application of ICA to the study of EEG and MEG signals assumesdhiata
conditions are verified, at least approximately: the existence of stafigtinde-
pendent source signals, their instantaneous linear mixing at the seasdrshe
stationarity of the mixing and the independent components (ICs).

The independence criterion considers solely the statistical relationeéetiie
amplitude distributions of the signals involved, and not thephotogy or physiology
of neural structures. Thus, its validity depends on the experimentaitisin, and
cannot be considered in general.

Because most of the energy in EEG and MEG signals lies below 1 kHz, the so-
called quasistatic approximation of Maxwell equations holds, and eachristenice
can be considered separately [162]. Therefore, the propagation of thessignal
immediate, there is no need for introducing any time-delays, and the fastous
mixing is valid.

The nonstationarity of EEG and MEG signals is well documented [51].eiWh
considering the underlying source signals as stochastic processesgtliement
of stationarity is in theory necessary to guarantee the existence of aeetatse
distribution of the ICs. Yet, in the implementation of batch ICA altfons, the data
are considered as random variables, and their distributions are estimatedhfe
whole data set. Thus, the nonstationarity of the signals is noyraaiblation of the
assumptions of the model. On the other hand, the stationarity afitieg matrixA
is crucial. Fortunately, this assumption agrees with widely accepted newaunae
models [394, 309].
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22.2 ARTIFACT IDENTIFICATION FROM EEG AND MEG

As a first application of ICA on EEG and MEG signals, we consider separafio
artifacts. Artifacts mean signals not generated by brain activity, but by sxternal
disturbances, such as muscle activity. A typical example is ocular artifgotsyated
by eye muscle activity.

Areview on artifact identification and removal, with special emphasis oadhkr
ones, can be foundin [56, 445]. The simplest, and most widely usedthetimsists
of discarding the portions of the recordings containing attribuéeg.( amplitude
peak, frequency contents, variance and slope) that are typical of artifacts @mtiex
a determined threshold. This may lead to significant loss of data, and toetemp
inability of studying interesting brain activity occuring near or agyistrong eye
activity, such as in visual tracking experiments.

Other methods include the subtraction of a regression portion efasrmore
additional inputs (e.qg., from electrooculograms, electrocardiogrameeotromyo-
grams) from the measured signals. This technique is more likely teba in EEG
recordings, but may, in some situations, be applied to MEG. It shioeiinoted that
this technique may lead to the insertion of undesirable new artifacistiet brain
recordings [221]. Further methods include the signal-space projeft0], and
subtracting the contributions of modeled dipoles accounting for ttif@aer[45]. In
both of these latter methods we need either a good model of the artifactuakso
or a considerable amount of data where the amplitude of the artifactdh higher
than that of the EEG or MEG.

ICA gives a method for artifact removal where we do not need an accurate model
of the process that generated the artifacts; this ishiivel aspect of the method.
Neither do we need specified observation intervals that contain mainly tfecgrti
nor additional inputs; this is the unsupervised aspect of the metfiddis ICA
gives a promising method for artifact identification and removal. It wasvshin
[445, 446] and [225] that artifacts can indeed be estimated by ICA alonen# twt
that the artifacts are quite independent from the rest of the signalhasdtven this
requirement of the model is reasonably well fulfilled.

Inthe experiments on MEG artifact removal [446], the MEG signals werended
in a magnetically shielded room with the 122-channel whole-scalp magnetomet
described above. The test person was asked to blink and make horizontal saccades,
in order to produce typical ocular (eye) artifacts. Moreover, to producegraphic
(muscle) artifacts, the subject was asked to bite his teeth for as long as 2fdiseco
Yet another artifact was created by placing a digital watch one meter away from
the helmet into the shielded room. Figure 22.1 presents a subset aftifft-
contaminated MEG signals, from a total of 122 used in the experimenter&e
artifact structures are evident from this figure, such as eye and muscl#yactiv

The results of artifact extraction using ICA are shown in Fig. 22.8m@onents
IC1 and IC2 are clearly the activations of two different muscle sets, whe@as |
and IC5 are, respectively, horizontal eye movements and blinks. Furtherotber
disturbances with weaker signal-to-noise ratio, such as the heart beat &githh d
watch, are extracted as well (IC4 and IC8, respectively). IC9 is probablylty fau
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Fig. 22.1 A subset of 12 spontaneous MEG signals from the frontal, teed@nd occipital
areas. The data contains several types of artifacts, imguatcular and muscle activity, the
cardiac cycle, and environmental magnetic disturbandsdagted from [446].)

sensor. ICs 6 and 7 may be breathing artifacts, or alternatively artificiapbum
caused by overlearning (Section 13.2.2). For each component the left, bacégland r
views of the field patterns are shown. These field patterns can be computethf
columns of the mixing matrix.

22.3 ANALYSIS OF EVOKED MAGNETIC FIELDS

Evoked magnetic fields, i.e., the magnetic fields triggered by an exteimalss, are

one of the fundamental research methods in cognitive brain research. Sthteat
approaches for processing magnetic evoked fields are often based on a cameful exp
scrutiny of the complete data, which can be either in raw format or averagad ov
several responses to repeating stimuli. At each time instance, one or Sexarall
sources are modeled, often as dipoles, so as to produce as good a fit toatlas dat
possible [238]. The choice of the time instances where this fittirogilsl be made,

as well as the type of source models employed, are therefore crucial. Sgvie

can again obtain a blind decomposition without imposing any a prinrcgire on

the measurements.

The application of ICA in event related studies was first introduced irbtimel
separation of auditory evoked potentials in [288]. This method has hetmef
developed using magnetic auditory and somatosensory evoked field$9n4483].
Interestingly, the most significant independent components that wenel fa these
studies seem to be of dipolar nature. Using a dipole model to calculasothee
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Fig. 22.2 Artifacts found from MEG data, using the FastICA algorithihree views of the
field patterns generated by each independent componentadredpon top of the respective
signal. Full lines correspond to magnetic flux exiting thedewhereas the dashed lines
correspond to the flux inwards. Zoomed portions of some oftprals are shown as well.
(Reprinted from [446], reprint permission and copyrightthg MIT Press.)
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locations, we have found them to fall on very plausible brain areas. , T/
validates the conventional dipole modeling assumption in theseestudiFuture
studies, though, will probably find cases where the dipole modebisastrictive.

In [448], ICA was shown to be able to differentiate between somatosgasor
auditory brain responses in the case of vibrotactile stimulationghylim addition to
tactile stimulation, also produced a concomitant sound. Principal coempanalysis
(PCA) has often been used to decompose signals of this kind, but as wedwave
in Chapter 7, it cannot really separate independent signals. In fact, complgin
principal components of these signals, we see that most of the pricopglonents
still represent combined somatosensory and auditory responses [448hntrast,
computing the ICs, the locations of the equivalent current sourcesifétloexpected
brain regions for the particular stimulus, showing separation bglatity.

Another study was conducted in [449], using only averaged auditoikeelields.
The stimuli consisted of 200 tone bursts that were presented to Hjects right
ear, using 1 s interstimulus intervals. These bursts had a duratid@0ms, and
a frequency of 1 kHz. Figure 22.3 shows the 122 averages of the auditoked
responses over the head. The insert, on the left, shows a sample enlargésueh
averages, for an easier comparison with the results depicted in the negsfigu

Again, we see from Figs 22.4 and 22.4b that PCA is unable to resolve the
complex brain response, whereas the ICA technique produces cleaner and sparser
response components. For each component presented in Fig @2dFig. 22.4,
left, top and, right side views of the corresponding field patternlaog/a. Note that
the first principal component exhibits clear dipole-like pattern batr the left and
the right hemispheres, corroborating the idea of an unsuccessful segimenf the
evoked response. Subsequent principal components, however, tenetie$mand
less structured patterns.

From the field patterns associated with the independent components watee th
the evoked responses of the left hemisphere are isolated in IC1 and G24has
stronger presence over the right hemisphere, and IC3 fails to show any elear fi
pattern structure. Furthermore, we can see that IC1 and IC2 correspongddoses
typically labeled as N1m, with the characteristic latency of around 100 nes aft
the onset of the stimulation. The shorter latency of IC1, mainly refigcctivity
contralateral to the stimulated ear, agrees with the known informatiotabi@for
such studies.

22.4 ICA APPLIED ON OTHER MEASUREMENT TECHNIQUES

In addition to the EEG/MEG results reported here, ICA has been appliethér o
brain imaging and biomedical signals as well:

¢ Functional magnetic resonance images (fMRI). One can use ICA in two dif-
ferent ways, separating either independent spatial activity patterns [297], o
independenttemporal activation patterns [50]. A comparison of the twiemo
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Fig. 22.3 Averaged auditory evoked responses to 200 tones, using \MEénnels MEG10
and MEG60 are used in Fig. 22.4 as representatives of onddeaftsphere and one right-
hemisphere MEG signal. Each tick in the MEG sample corredpdo 100 ms, going from

100 ms before stimulation onset to 500 ms after. (Adapteah {#49].)

can be found in [367]. A combination of the two modes can be achieved by

spatiotemporal ICA, see Section 20.1.4.

¢ Optical imaging means directly “photographing” the surface of the braéar af
making a hole in the skull. Application of ICA can be found in [3786B As
in the case of fMRI signals, this is a case of separating image mixturestass i
example in Fig. 12.4. Some theory for this particular case is furtbeeldped
in [164, 301]; also the innovations processes may be useful (see SE8tioB

and [194]).

¢ Outside the area of brain imaging, let us mention applications to thevaraf
artifacts from cardiographic (heart) signals [31, 459] and magnetonepbig
signals [482]. Theidea is very similar to the one used in MEG artifaiaval.
Further related work is in [32, 460]. Another neuroscientific applicaisoin

intracellular calcium spike analysis [375].

22.5 CONCLUDING REMARKS

In this chapter we have shown examples of ICA in the analysis of brgivaks.

First, ICA was shown to be suitable for extracting different typeartifacts from
EEG and MEG data, even in situations where these disturbances are snaalthreh

background brain activity.
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Fig. 22.4 Principal @ and independenb} components found from the auditory evoked field
study. For each component, both the activation signal arekthiews of the corresponding
field pattern are plotted. (Adapted from [449].)
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Second, ICA can be used to decompose evoked fields or potentials. For exampl
ICA was able to differentiate between somatosensory and auditory braomnisspin
the case of vibrotactile stimulation. Also, it was able to discrimertween the ipsi-
and contralateral principal responses in the case of auditory evoked ptgeriti
addition, the independent components, found with no other modelkugastion than
their statistical independence, exhibit field patterns that agree with thvectional
current dipole models. The equivalent current dipole sources corresgpiadthe
independent components fell on the brain regions expected to be activathd by
particular stimulus.

Applications of ICA have been proposed for analysis of other kindsavhbdical
data as well, including fMRI, optical imaging, and ECG.
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Telecommunications

This chapter deals with applications of independent component analysi$ &itiA
blind source separation (BSS) methods to telecommunications. In Hbeviftg,

we concentrate on code division multiple access (CDMA) techniques, betasise t
specific branch of telecommunications provides several possibilitieadplying
ICA and BSS in a meaningful way. After an introduction to multiuser desecind
CDMA communications, we present mathematically the CDMA signal model and
show that it can be cast in the form of a noisy matrix ICA model. Then seudis

in more detail three particular applications of ICA or BSS techniques t&18D
data. These are a simplified complexity minimization approach for estip&tding
channels, blind separation of convolutive mixtures using an extensitre natural
gradient algorithm, and improvement of the performance of conventioDdM&E
receivers using complex-valued ICA. The ultimate goal in these applicai®to
detect the desired user’s symbols, but for achieving this intermediatatitjes such

as fading channel or delays must usually be estimated first. At the endaifaipter,

we give references to other communications applications of ICA and related bl
techniques used in communications.

23.1 MULTIUSER DETECTION AND CDMA COMMUNICATIONS

In wireless communication systems, like mobile phones, an essentialigsgivision

of the common transmission medium among several users. This callsrfoltiple
acceszommunication scheme. A primary goal in designing multiple access systems
is to enable each user of the system to communicate despite the fact thaiehe ot

417
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Fig.23.1 A schematic diagram of the multiple access schemes FDMA, ADdvid CDMA
[410, 382].

users occupy the same resources, possibly simultaneously. As thenofakers in

the system grows, it becomes necessary to use the common resources as gfficientl
as possible. These two requirements have given rise to a number gblmaltcess
schemes.

Figure 23.1illustrates the most common multiple access schemes [37,8144].

In frequency division multiple access (FDMA), each user is given a notap@Eng
frequency slot in which one and only one user is allowed to operate. Ténepts
interference of other users. In time division multiple access (TDMA)nailar
idea is realized in the time domain, where each user is given a unique tinogl per
(or periods). One user can thus transmit and receive data only duringy lhisr
predetermined time interval while the others are silent at the same time.

In CDMA [287, 378, 410, 444], there is no disjoint division nefuency and time
spaces, but each user occupies the same frequency band simultaneously. $he user
are now identified by their codes, which are unique to each user. Roughlyiisgeak
each user applies his unique code to his information signal (data sg)riefore
transmitting it through a common medium. In transmission diffevsers’ signals
become mixed, because the same frequencies are used at the same time. Each user’s
transmitted signal can be identified from the mixture by applying higue code at
the receiver.

In its simplest form, the code is a pseudorandom sequengd falso called a
chip sequencer spreading codeln this case we speak about direct sequence (DS)
modulation [378], and call the multiple access method DS-CDMA. In MBAB,
each user’s narrow-band data symbols (information bits) are spreaeéqnency
before actual transmission via a common medium. The spreading is camtiéy o
multiplying each user’s data symbols (information bits) by hisquei wide-band
chip sequence (spreading code). The chip sequence varies much faster than the
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Fig. 23.2 Construction of a CDMA signal [382]. Top: Binary user’s syoibto be trans-
mitted. Middle: User’s specific spreading code (chip seqagnBottom: Modulated CDMA
signal, obtained by multiplying user's symbols by the sgieg code.

information bit sequence. In the frequency domain, this leads to spreaflithe
power spectrum of the transmitted signal. Swsghiead spectrum techniquese
useful because they make the transmission more robust againsbdistes caused
by other signals transmitted simultaneously [444].

Example 23.1 Figure 23.2 shows an example of the formation of a CDMA signal. On
the topmost subfigure, there are 4 user’'s symbols (informatigh-bit, +1, —1, +1

to be transmitted.The middle subfigure shows the chip sequenaafpg code).
Itisnow—1,+1,-1,—1,+41. Each symbol is multiplied by the chip sequence in a
similar manner. This yields the modulated CDMA signal on the bottomaf Fig.
23.2, which is then transmitted. The bits in the spreading code changisicase 5
times faster that the symbols.

Let us denote thenth data symbol (information bit) by;,,, and the chip sequence
by s(t). The time period of the chip sequenceligsee Fig. 23.2), so thaft) €
{-1,+1} whent € [0,T), ands(t) = 0 whent ¢ [0,7"). The length of the chip
sequence i€’ chips, and the time duration of each chifis=7'/C. The number of
bits in the observation interval is denoted By In Fig. 23.2, the observation interval
containsN = 4 symbols, and the length of the chip sequencdg is 5.



420 TELECOMMUNICATIONS

Using these notations, the CDMA signalt) at time# arising in this simple
example can be written

M=

r(t) = bms(t —mT) (23.1)

m=1

In the reception of the DS-CDMA signal, the final objective is to estarthe
transmitted symbols. However, both code timing and channel estimat@®often
prerequisite tasks. Detection of the desired user’s symbols is in CBistems
more complicated than in the simpler TDMA and FDMA systems used prsljiau
mobile communications. This is because the spreading code sequencdsrehdif
users are typically nonorthogonal, and because several users are triagsthétr
symbols at the same time using the same frequency band. However, GRéfidns
offer several advantages over more traditional techniques [444, 382]: Gapzcity
is larger, and it degrades gradually with increasing number of simultanesers
who can be asynchronous [444]. CDMA technology is therefore a strordjdzte
for future global wireless communications systems. For example, already been
chosen as the transmission technique for the European third generatide system
UMTS [334, 182], which will provide useful new services, especiallyitmedia
and high-bit-rate packet data.

In mobile communications systems, the required signal processifegdif the
base station (uplink) from that in the mobile phone (downlirlk)the base station,
all the signals sent by different users must be detected, but there is atsomore
signal processing capacity available. The codes of all the users are known but
their time delays are unknown. For delay estimation, one can use for éxamep
simple matched filter [378, 444], subspace approaches [44, 413], optimeab but
computationally highly demanding maximum likelihood method [3781]4 When
the delays have been estimated, one can estimate the other parameters such as the
fading process and symbols [444].

In downlink (mobile phone) signal processing, each user knows anbwih code,
while the codes of the other users are unknown. There is less processweg than
in the base station. Also the mathematical model of the signals diffghtlg, since
users share the same channel in the downlink communications. Espduaflyst
two features of downlink processing call for new, efficient and simpletswis.
ICA and BSS techniques provide a promising hew approach to the ddwsitinal
processing using short spreading codes and DS-CDMA systems.

Figure 23.3 shows a typical CDMA transmission situation in an udrarron-
ment. Signal 1 arrives directly from the base station to the mobileglmthe car.
It has the smallest time delay and is the strongest signal, becausetitidgemuated
by the reflection coefficients of the obstacles in the path. Duautipath propa-
gation the user in the car in Fig. 23.3 receives also weaker signals 2 and 3, which
have longer time delays. The existence of multipath propagation silog/signal
to interfere with itself. This phenomenon is knowniaiersymbol interference (I1S1)
Using spreading codes and suitable processing methods, multipafierietee can
be mitigated [444].
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Fig. 23.3 An example of multipath propagation in urban environment.

There are several other problems that complicate CDMA reception. One of the
most serious ones iwultiple access interference (MAWhich arises from the fact
that the same frequency band is occupied simultaneously. MAI can be akbbiat
increasing the length of the spreading code, but at a fixed chip rate, this decreas
the data rate. In addition, theear—far problemarises when signals from near and
far are received at the same time. If the received powers from different users®ecom
too different, a stronger user will seriously interfere with the weakags, even if
there is a small correlation between the users’ spreading codes. In the RDERIA
TDMA systems, the near—far problem does not arise because different @sers h
nonoverlapping frequency or time slots.

The near—far problem in the base station can be mitigated by power camtbyl,
multiuser detectionEfficient multiuser detection requires knowledge or estimation of
many system parameters such as propagation delay, carrier frequency, and received
power level. This is usually not possible in the downlink. Hoesmwthenblind
multiuser detection techniques can be applied, provided that the spreadegjare
short enough [382].

Still other problems appearing in CDMA systems are power control, spndta-
tion, and fading of channels, which is present in all mobile communicatgstems.
Fading means variation of the signal power in mobile transmission cdosegam-
ple by buildings and changing terrain. See [378, 444, 382] for ndmemation on
these topics.
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23.2 CDMA SIGNAL MODEL AND ICA

In this section, we represent mathematically the CDMA signal model whithdsed
in slightly varying forms in this chapter. This type of models ane thrmation of
the observed data in them are discussed in detail in [444, 287, 382].

It is straightforward to generalize the simple model (23.1)Kousers. Thenth
symbol of thekth user is denoted by,,,,, andsy (+) is k:th user’s binary chip sequence
(spreading code). For each ugethe spreading code is defined quite similarly as in
Example 23.1. The combined signal&fsimultaneous users then becomes

N K

r(t) =YY bgmsi(t —mT) +n(t) (23.2)

m=1 k=1

wheren(t) denotes additive noise corrupting the observed signal.

The signal model (23.2) is not yet quite realistic, because it does netiradx
account the effect of multipath propagation and fading channels. Includesgt
factors in (23.2) yields our desired downlink CDMA signal model tog bbserved
datar(t) at timet:

N K L
r(t) = Z:l kX_: b ZZ: amsi(t —mT — dy) + n(t) (23.3)

Here the indexn refers to the symbolk to the user, and to the path. The term
d; denotes the delay of thith path, which is assumed to be constant during the
observation interval ofV symbol bits. Each of thé( simultaneous users hds
independent transmission paths. The tem is the fading factor of théth path
corresponding to thenth symbol.

In general, the fading coefficients,, are complex-valued. However, we can
apply standard real-valued ICA methods to the data (23.3) by usinglmmheal part
of it. This is the case in the first two approaches to be discussed inetttetwao
sections, while the last method in Section 23.5 directly uses complaex dat

The continuous time data (23.3) is first sampled using the chip ratthas C
equispaced samples per symbol are taken. From subsequent discretized equispaced
data samples|n], C-length data vectors are then collected:

r,, = (r[mC],7[mC +1],... ,r[(m + 1)C = 1]))T (23.4)
Then the model (23.3) can be written in vector form as [44]
K L
rm = Z [al,mflbk,mflgkl + alﬂnbk,mgkl] +ny, (235)

k=1 1=1

wheren,,, denotes the noise vector consisting of subseqidast samples of noise
n(t). The vectorg, | denotes the “early” part of the code vector, g the “late”
part, respectively. These vectors are given by

g, = [sk[C—di+1],...,5[C],05]" (23.6)
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g = (00, sk[1], .., se[C — )] ]" (23.7)

Hered, is the discretized index representing the time delag {0, ..., (C — 1)/2},
andofl is a row vector having,; zeros as its elements. The early and late parts of the
code vector arise because of the time delgywhich means that the chip sequence
generally does not coincide with the time interval of a single usersb®f, but
extends over two subsequent Hits,,_1 andby, .,. This effect of the time delay can
be easily observed by shifting the spreading code to the right ir2Big.

The vector model (23.5) can be expressed in compact form as a matrix model.
Define the data matrix

R =[r;,ra,...,rN] (23.8)
consisting ofV subsequent data vectars ThenR. can be represented as
R=GF +N (23.9)
where theC' x 2K I matrix G contains all thek<" L early and late code vectors

G:[gl]:gll:"':g[(ngKL] (2310)
and the2K'L x N matrixF =[f; ... fx] contains the symbols and fading terms

fm = [a]7m*1b1,m7]:a]mb]m7 (2311)

T
s AL, m—1 bK7mf] H aLmme]

The vectorf,,, represents the K' . symbols and fading terms of all the users and
paths corresponding to theth pair of early and late code vectors.

From the physical situation, it follows that each path and user are at least ap-
proximately independent of each other [382]. Hence every praguygt 1 b; ,, 1 Or
a;mbim Of @ symbol and the respective fading term can be regarded as an independent
source signal. Because each user’s subsequent transmitted symbols aedassum
be independent, these products are also independent for a giveh Benote the
independentsources ,,—1b1.m—1,--- , armbrm Byy;(m),i =1,...,2K L. Here
every2L sources correspond to each user, where the coefficient 2 follows from the
presence of the early and late parts.

To see the correspondence of (23.9) to ICA, let us write the noigatihfCA
modelx = As + n in the matrix form as

X = AS+N (23.12)

The data matrixX has as its columns the data vectsfd),x(2),... , andS and
N are similarly compiled source and noise matrices whose columns cohsiet o
source and noise vectosst) andn(t), respectively. Comparing the matrix CDMA
signal model (23.9) with (23.12) shows that it has the same formeasdlsy linear
ICA model. Clearly, in the CDMA model (23.9) is the matrix of source signalR,

is the observed data matrix, ag#lis the unknown mixing matrix.
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For estimating the desired user’s parameters and symbols, several texhaigqu
available [287, 444]. Matched filter (correlator) [378, 444] is thepdest estimator,
but it performs well only if different users’ chip sequences are orthatornthe users
have equal powers. The matched filter suffers greatly from the near—faleprpb
rendering it unsuitable for CDMA reception without a strict power coht The
so-called RAKE detector [378] is a somewhat improved version of the basiched
filter which takes advantage of multiple propagation paths. The maxirketihiood
(ML) method [378, 444] would be optimal, but it has a very high cotapanal load,
and requires knowledge of all the users’ codes. However, in downlink tiecep
only the desired user’s code is known. To remedy this problem whésguving
acceptable performance, subspace approaches have been proposed for example in
[44]. But they are sensitive to noise, and fail when the signal subgfiazension
exceeds the processing gain. This easily occurs even with moderate systém lo
due to the multipath propagation. Some other semiblind methogepea for the
CDMA problem such as the minimum mean-square estimator (MMSE) aresdsgu
later in this chapter and in [287, 382, 444].

It should be noted that the CDMA estimation problem is not completihdp
because there is some prior information available. In particular, tresmnitted
symbols are binary (more generally from a finite alphabet), and the speedde
(chip sequence) is known. On the other hand, multipath propagatiasibpofading
channels, and time delays make separation of the desired user's symbolg a ver
challenging estimation problem which is more complicated than the stahdard
problem.

23.3 ESTIMATING FADING CHANNELS

23.3.1 Minimization of complexity

Pajunen [342] has recently introduced a complexity minimization approazlras
generalization of standard ICA. In his method, temporal informationainad in
the source signals is also taken into account in addition to the spateppémdence
utilized by standard ICA. The goal is to optimally exploit all the adale information
in blind source separation. In the special case where the sources are tdynploital
(uncorrelated), complexity minimization reduces to standard ICA [3@Bmplexity
minimization has been discussed in more detail in Section 18.3.

Regrettably, the original method for minimizing the Kolmogoafmplexity mea-
sure is computationally highly demanding except for small scale prabl&ut if the
source signals are assumed to be gaussian and nonwhite with signifieaobtrela-
tions, the minimization task becomes much simpler [344]. Complexitymization
then reduces to principal component analysis of temporal correlation matffibis.
method is actually just another example of blind source separation appsaabed
on second-order temporal statistics; for example [424, 43], which dis@issed
earlier in Chapter 18.
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In the following, we apply this simplified method to the estimatafrthe fad-
ing channel coefficients of the desired user in a CDMA systems. Simulatiiths
downlink data, propagated through a Rayleigh fading channel, show ndeqesb
formance gains compared with blind minimum mean-square error channehéetim
which is currently a standard method for solving this problem. Theeradtin this
section is based on the original paper [98].

We thus assume that the fading process is gaussian and complex-valeadh@&h
amplitude of the fading process is Rayleigh distributed; this caselexddc@ayleigh
fading (see [444, 378]). We also assume that a training sequence or abgeam
available for the desired user, although this may not always be the casaciice.
Under these conditions, only the desired user’s contribution irs#imepled data is
time correlated, which is then utilized. The proposed method has the adgesthiat
it estimates code timing only implicitly, and hence it does not degragl@tcuracy
of channel estimation.

A standard method for separating the unknown source signals is baseihien m
mization of the mutual information (see Chapter 10 and [197, 344)e&eparated
signalsf,,, = [y1(m) ... yax . (m)]T =y:

J(y) =>_ H(y) +log | det G | (23.13)

whereH (y;) is the entropy ofj; (see Chapter 5). But entropy has the interpretation
that it represents the optimum averaged code length of a random variablee Hen
mutual information can be expressed by using algorithmic complexi{i344]

J(y) =Y K(y:) +log| detG | (23.14)

whereK (+) is the per-symbol Kolmogoroff complexity, given by the numbebib$
needed to describg. By using prior information about the signals, the coding costs
can be explicitly approximated. For instance, if the signals are gauss@epen-
dence becomes equivalent to uncorrelatedness. Then the Kolmogoroff caynplex
can be replaced by the per-symbol differential entropy, which in this casmdsmpn
second-order statistics only.

For Rayleigh type fading transmission channels, the prior infomnatan be for-
mulated by considering that the probability distributions of theiunally independent
source signalg;(m) have zero-mean gaussian distributions. Suppose we want to
estimate the channel coefficients of the transmission paths, by sendirendemngth
constantb;,,, = 1 symbol sequence to the desired user. We consider the signals
yi(m),1=1,...,2L, with i representing the indexes of tB& sources correspond-
ing to the first user. Thep; (m) will actually represent the channel coefficients of all
the first user’s paths. Since we assume that the channel is Rayleigh, fddinghese
signals are gaussian and time correlated. In this case, blind separatiensoitttes
can be achieved by using only second-order statistics. In fact, we can expgess
Kolmogoroff complexity by coding these signals using principal ponent analysis
[344].
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23.3.2 Channel estimation *

Lety;(m) = [yi(m),... ,yi(m — D + 1)] denote the vector consisting &f last
samples of every such source sigpgin),i = 1,...,2L. HereD is the number of
delayed terms, showing what s the range of time correlations taken intartacgben
estimating the current symbol. The information contained in any otthesrces can
be approximated by the code length needed for representinf thencipal com-
ponents, which have variances given by the eigenvalues of the temporaatiornel
matrix C; = E[y;(m)y’ (m)] [344]. Since we assume that the transmission paths are
mutually independent, the overall entropy of the source is given byrsagup the
entropies of the principal components. Using the result that themntfoa gaussian
random variable is given by the logarithm of the variance, we get for thegnof
each source signal

1 s 1
H(yi) = o7 zk:logak = 57 logdet C; (23.15)
Inserting this into the cost function (23.13) yields

1
Jy) =Y 57 logdet C; —log | det W | (23.16)

i

whereW = G 1 is the separating matrix.
The separating matri¥v can be estimated by using a gradient descent approach
for minimizing the cost function (23.16), leading to the update [@44]

dlog J (y)
oW

wherey is the learning rate and is the momentum term [172] that can be introduced
to avoid getting trapped into a local minimum corresponding to a seayrmith.

Let w! denote theth row vector of the separating matrW. Since only the
correlation matrixC; of theith source depends om;, we can express the gradient
of the cost function by computing the partial derivatives

AW = —p + AW (23.17)

0logdet C;
Ow;y,
with respect to the scalar elements of the vestgr = [w;y, ..., w;c]. For these
partial derivatives, one can derive the formula [344]
log det C; - i
Ologdet i _ ) race( ¢ 1E [y7 2Vt (23.18)
Owi ' Owig
Sincey;(m) =w/ r,,, we get
Jyi
I ks T D41 (23.19)

Owi
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wherery, ; is the elementk, j) of the observation matriR defined earlier using
formulas (23.4) and (23.9).

What is left to do now is to compute the gradient update part due to #ppimg
information. It can be written [344]

C
log| det W[ =" "log||(I - P;)wi (23.20)
i=1

whereP; = W,;(W/W,)"'W/ is a projection matrix onto the subspace spanned
by the column vectors of the mat®W,; = [w, ..., w;_;]. Now the cost function
can be separated, and the different independent components can be found one by
one, by taking into account the previously estimated components, cedtirthe
subspace spanned by the columns of the maifix

Since our principal interest lies in the transmission path havindptigest power,
corresponding usually to the desired user, it is sufficient to estinhatdinst such
independent component. In this case, the projection m&tgixbecomes a zero
matrix. Then the overall gradient (23.17) for the first rew/ of the separating
matrix can be written

dlog J(y) 1 = 7 Oy wi
———- = —trace( C; 'E —
owl D R awT]) T Wl

(23.21)

It suffices to consider the special case where only the two last samples are taken
into account, so that the the deldy = 2. First, second-order correlations are re-
moved from the dat®. by whitening. This can be done easily in terms of standard
principal component analysis as explained in Chapter 6. After whitertiegsubse-
guent separating matrix will be orthogonal, and thus the second term.i(2B.16)
disappears, yielding the cost function

J(y) ~ > logdet Cy (23.22)

with the2 x 2 autocorrelation matrices given by

c, { 1 Elyr (m)yx(m — 1)]
, Elyx (m)yr(m — 1)] 1 (23.23)

In this case, the separating vecter$ can be found by maximizing sequentially
Elyi(m)y;(m — 1) +y;(m — 1)y;(m)], which is the first-order correlation coefficient
of y;. It follows that the function to be maximized becomes

J(w) =wlE[r,r] | +r, rl]w (23.24)

So the separating vecter] corresponding to the most important path is given by
the principal eigenvector of the matrix in Eq. (23.24). We have usegrargetric
expression for the correlation coefficients in order to avoid asymmelrgrthe
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Fig. 23.4 The original fading process (top), its estimate given byroethod (middle), and
estimate given by the blind MMSE method (bottom). The sigoahoise ratio wag0 dB.

observed data set is finite. This usually improves the estimation accurawlly,
we separate the desired channel coefficients by computing the quantities

aj = wir (23.25)

wherer denotes whitened data vectar This is done for all theV data vectors
contained in (23.8).

23.3.3 Comparisons and discussion

We have compared the method described and derived above to a well-pegormin
standard method used in multiuser detection, namely the minimum mearesqu
error estimator [452, 287]. In the MMSE method, the desired signestimnated

(up to a scaling) from the formula

avmse = g1 UsA;'Ulr (23.26)

whereA ; andUj are the matrices containing (in the same order) the eigenvalues and
the respective eigenvectors of the data correlation mRix' /N. The vector; is

a column of the matrixG defined in (23.10) corresponding to the desired user’s bit
b1,m, thatis, eitheg11 org,,. The quantityi s sk IS again computed for all thy

data vectors, ... ,ry. If the pilot signal consists of ones, ther;r; s provides
estimates of the channel coefficients.
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Fig. 23.5 The mean-square errors of the MMSE method and our methocdedarihtion of
the signal-to-noise ratio. The number of users kas- 6.

The algorithms were tested in a simulation using lergth 31 quasiorthogonal
gold codes (see [378]). The number of users Was= 6, and the number of
transmission paths was = 3. The powers of the channel paths werg, —5, and
0 dB respectively for every user, and the signal-to-noise ratio (SNR@d/&om 30
dB to 10 dB with respect to the main path. Only the real part of the data sexk u
The observation interval was = 1000 symbols long.

We compared our algorithm with the blind MMSE method, where the pitmal
corresponding to the first user consisted of ones. The fading coefficieméespond-
ing to the strongest path were estimated using both methods. FiysB8ws the
original fading process and the estimated ones, giving an idea of the adieeu-
racy. The figure shows that our method provides somewhat more accuiatates
than the MMSE method, though the estimated fading process is noigy.2Fi5
presents numerical values of the average mean-square error (MSE) as arfunctio
of SNR. The complexity minimization based method performs clearly b#tter
the MMSE method especially at lower signal-to-noise ratios. The coewesgof
the gradient approach took place in this case in 10-15 iterations foe#raihg
parameterg, = 1 anda = 0.5.

In its current form, the proposed method needs training symbolsréaiging a
temporally correlated structure for the desired user’s signal. If theralararies
rapidly during the training phase, the method is not able to estirhateltannel as
the data modulation is on. This is because the temporal correlatednbsdaefdired
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signal is lost. A future research topic is to overcome this problemalFi, we point

out that instead of the simplified complexity minimization approachiagfilere, one
could have as well tried other blind separation methods based on thettintuse

of the sources. Such methods are discussed in Chapter 18.

23.4 BLIND SEPARATION OF CONVOLVED CDMA MIXTURES *

Now consider estimation of the desired user's symbol process usingadaurce
separation method developed for convolutive mixtures. Such methedsbiesn
discussed earlier in Chapter 19. The model consists of a linear transfonneedit
both the independent variables (the transmitted symbols) and theiredielaysion,
where the delay is one time unit. For separating mixtures of delayed ardleed
independent sources, we use an extension of the natural gradient metkddbas
the information maximization principle [79, 13, 268, 426]. Expehts show that
the proposed method has quite competitive detection capabilities compéhed w
conventional symbol estimation methods.

23.4.1 Feedback architecture

The vector model (23.5) can be written

K

L
Tn= [bk’m] > g,
=1

k=1

+ ny,

K L
+ Z bim Z 8y
k=1 1=1 (23.27)

This model differs slightly from the fading channel model used in tiegipus section
in that the channel is now assumed to stay constant during the bla€ksgmbols.
Hence, the fading coefficients depend only on the pathbut not on the symbol
indexm. This type of channel is calldalock fading As in the previous section, we
use only the real part of the complex-valued data. This allows applicafibt@A
and BSS methods developed for real-valued data to CDMA.

The model (23.27) can be further expressed in the matrix-vector fodin [9

tm = Goby, + Gib,, 1 + 1, (23.28)

whereG, andG; areC x K mixing matrices corresponding to the original and the
one time unit delayed symbols. The column vector&gfandG; are given by the
early and the late parts of the coding vectors multiplied by the fadindicisetts,
respectively:

[ L

. .
Go = Z Qg Z 48K (23.29)
1=1 |

Li=1

. . -
G, = Zalgll, e ,Zalgm (23.30)
Li=1 1=1 J
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The symbol vectob,,, contains the binary symbols (information bits) of thieusers
at time indexm:

b = Dimsbam, - s brm]” (23.31)

The vectorb,, ; is defined quite similarly.

Eq. (23.28) shows that our CDMA signal model represents a linear maixifi
delayed and convolved sources in the special case where the maximum time delay is
one unit. Assuming that all the mixing matrices (users’ codes) andashseljuences
are unknown makes the separation problem blind. One method for gaivia
convolutive BSS problem is to consider a feedback architecture. Assuhmhthe
users are independent of each other, we can apply to the convolutive BS8nmprob
the principle of entropy maximization discussed earlier in Section %@ Weights
of the network can be optimized using the natural gradient algorithemebed for
convolutive mixtures in [13, 79, 268, 426].

The data vectors,, are preprocessed by simultaneously whitening them and
reducing their dimension t& (the number of users). Using PCA whitening (Chapter
6), the whitened data matrix becomes

R=A,’U'R (23.32)
We can now write the whitened version of Eq. (23.28)
Vm = HObm + H] bm,] (2333)

wherev,, is the whitened input vector, affl, andH; are whitened squarE x K
matrices corresponding to the rectangular matriGgsandG;. From (23.33), the
symbol vectob,,, can be expressed in terms of the whitened data vegtoand the
previously estimated symbol vectby,_; as

b, = Hy'(v,, — Hib,, 1) (23.34)

The arising network architecture is depicted in Fig. 23.6.

23.4.2 Semiblind separation method

Based on this feedback architecture we propose the following algoritinrolihd
symbol detection in a CDMA system.

1. Initialize randomly the matriced, andH; .

2. Compute updates for the matridds andH; from the formulas [79, 268, 426]
AHy = —Hy(I+q,bl) (23.35)
AH, = —(I+H)aq,b) (23.36)

Herelis aK x K unit matrix, andy,, = f(b,,) is a nonlinearly transformed
symbol vectob,,,. The nonlinear functiorf is typically a sigmoidal or cubic
nonlinearity, and it is applied componentwise to the elements,pf
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Fig. 23.6 A feedback network for a convolutive CDMA signal model

3. Compute new estimates for the matrit®&sandH, using the rule
H; « H; + pAH;, =12 (23.37)
wherey is a small learning parameter.
4. Compute new estimate of the symbol vedigy from Eq. (23.34).
5. If the matriced, andH; have not converged, return back to step 2.

6. Apply the sign nonlinearity to each component of the final estimat@ef t
symbol vectob,,. This quantizes the estimated symbols to the-bitor —1.

7. ldentify the desired user’'s symbol sequence which best fits thertgage-
guence.

If some prior information on the desired user’s transmission delgsailable,
it can be utilized in the initialization step 1. The update rules in step\2 lbeen
adapted for our special case of only one unit delay from the more generallgtiveo
mixture algorithms described in [268, 426]. Because of the feedbackhibiee of
the learning parameter in step 3 is essential for the convergence. We have used
a constantu, but more sophisticated iteration dependent choices would probably
make the convergence faster. In step 5, convergence is verified in terms ofdime m
square-error matrix norm. Since the transmission system is binfieyatitial, step
6 provides the most probable value for the estimated symbol. The detstimates
the symbols of all users up to a permutation. Therefore a pilot trgisequence is
needed in step 7 to identify the desired user. Hence the method presentedsabove
an example of a semiblind separation approach.

23.4.3 Simulations and discussion

The method introduced in the previous section has been compared in [@wei
standard methods used in multiuser detection, namely the matched filtea(id )e
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minimum mean-square error (MMSE) estimator [378, 444, 382, 28[¢ matched
filter estimator is simply

byr = sign(ngr) (2338)

which is again computed for all the data vecters. .. ,ry. Hereg; is a column
of the matrixG, defined in (23.29) that corresponds to the desired userls hit
Similarly, the (linear) MMSE symbol estimator is given by

bumse = signg:” U,A, ' Ulr) (23.39)

The matricesA ,, U, were defined earlier below Eq. (23.26).

It is noteworthy that the formula (23.39) is otherwise the sam&as6), but
now it provides bit estimatds,/rs s instead of fading channel coefficient estimates
apymse- The reason for this is that in the previous section the quantitidseto
estimated were products of bits and fading channel coefficients, or elemehts of t
vectorf,, defined in (23.11), and the bits were all ones in the pilot training sece.

On the other hand, in this section the veggralso contains the fading coefficients
a; (which stay constant during the observation interval) because of thetidefiof
the matrixGy in (23.29).

The algorithms were tested using quasiorthogonal gold codes [37&ngth
C = 31. The number of users was eith&r = 4 or K = 8, and the number of
transmission paths wds = 3. The powers of the channel paths were, respectively,
—5,—5 and0 dB for every user, and the signal-to-noise ratio (SNR) varied f80m
dB to 0 dB with respect to the main path. Only the real part of the data was used.
The observation interval wa§ = 500. A pilot training sequence of length = 20
was compared with the preambles of the separated sources for identifyitesined
user. A constant learning parameter 0.05 was used. Convergence took abdit
iterations in the above environment.

The experimental results shown in Fig. 23.7 give the bit-erres§BERS) for
the compared three methods at different SNRs in the more difficult cake -6f8
users. The results are qualitatively similar for= 4 users [99], and are therefore not
shown here. Figure 23.7 indicates that the proposed semiblind cdedaparation
method yields clearly better detection results than the widely used matcleeafilt
linear minimum mean-square error estimators. The basic reason fontpisved
performance is that standard methods such as the MF and MMSE estimata do n
exploit the independence of the received signals. The MMSE estimator rtrekes
detected sources uncorrelated [287]. Even this much weaker assumption émprov
the performance clearly compared with the simple matched filter. In théestud
scenario the independence of the received signals is a reasonable assuanptits,
power becomes apparent by inspecting the results in Fig. 23.7.

We have in this section considered a batch method based on a feedback architec-
ture for symbol detection, but an adaptive version could have been useddn The
batch method has the advantage that two observation vectors are used fatiegtim
the current symbol vector, which improves the estimation. There israis®ed for
synchronization as is the case with the MMSE and MF methods. This is leediius
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Fig. 23.7 The bit-error-rate (BER) for the convolutive mixture ICAjmmum mean-square
error (MMSE), and matched filter (MF) methods. The numbersafra wads = 8.

ferent users’ path delays are implicitly estimated simultaneously indbis lvectors
of the mixing matrices.

23.5 IMPROVING MULTIUSER DETECTION USING COMPLEX ICA *

Ageneral drawback of ICA methods in CDMA applicationsis thatitis diffioueven
impossible to utilize well the available prior information on frblem. However,
quite generally in any problem it is highly desirable to apply pridiormation

whenever available, because it usually improves estimation accuracy and overall

performance if taken into account properly. In this section, a feasiblgignlto
this issue is presented by using ICA as an additional processing elenzafieattto
existing standard receiver structures.

In this section, two types of receiver structures, RAKE-ICA and MMSE-IC
[382], are studied in a block fading CDMA downlink environment. Narioal

results indicate that the performance of RAKE and subspace MMSE detectors can

be greatly improved in terms of ICA postprocessing. This is mainky tduthe facts
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that ICA efficiently utilizes the independence of the original signals, taatl ICA
does not explicitly depend on erroneous timing or channel estimationth®ather
hand, the RAKE and subspace MMSE estimators can apply prior inforntatitime
CDMA problem. Since these estimators are complex-valued, an ICA methed fi
to complex data must be used. To this end, complex FastICA algoriteenection
20.3 and [47]) is used.
This section is based on the references [382, 383]. The interested reader can find
more information on ICA assisted CDMA reception in them.

23.5.1 Data model

The continuous time signal model is otherwise the same as in (28:8e fading
coefficientsa,,, in (23.3) are now replaced by the complex coefficiants Thus
each path has its own coefficient; which is assumed to remain constant during
the data block ofV symbolsbg,,, m = 1,2,..., N. Another difference is that the
processing window is now two symbols long while its length infihevious sections
is one symbol. Hence the samples are collecteddatalimensional vectors

r = (r[mC),r[mC +1],... ,r[(m +2)C —1])" (23.40)

instead of the”-dimensional data vectors (23.4).

Since sampling is asynchronous with respect to the symbols, the \szstple
r,, in (23.40) usually contains information timreesuccessive symbolg ,,,—1, by,
andbg .,+1. The two symbols long data window has the advantage that it always
contains one complete symbol. Similarly as in (23.27), the vect@<{(Q can be
expressed in the well-known form

K L

L L
P =Y (D1 D @8, +bkm Y gkt + bemi1 Y 8| + 0
k=1 1=1 =1 1=1 (23.41)

The “early” and “late” code vectorg, , andg,, are defined quite similarly as in Egs.
(23.6) and (23.7). Now they just contain more zeros so that these ségtoomeC-
dimensional. However, the late code veagy is now associated with the symbol
bk m+1, and for the middle symba,,, the “middle” code vectors

gu = 04,5401, s[C], 0L _, 17 (23.42)

are defined, WheerTl is a row vector having); zeros as its elements.
Again, the data vectors (23.41) can be represented more compactly as

r,, = Gb,, + n,, (23.43)

which has the form of a noisy linear ICA model. Th€ x 3K dimensional code
matrix G corresponds to the mixing matriX. It is assumed to have full rank, and
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contains the code vectors and path strengths:

L

L
G = ng”, Z(llgu;

=1 1=
L , ,

D ag,, > wgki, Y Bk (23.44)
=1 =1 =1

The 3 K -dimensional symbol vector

L
gy, - - -
1=

—_
—_

~
~

bm = [bl,mfla blm: bl,m+1; ey bK,’rTI,717 me; bK,m+1]T
(23.45)

contains the symbols, and corresponds to the vectafrindependent (or roughly
independent) sources. Note that both the code mé@trand the symbol vectds,,
consists of subsequent triplets corresponding to the early, middidatnparts.

23.5.2 ICA based receivers

Inthe following, we consider in more detail two ways of initializitihge ICA iteration.
For a more thorough discussion, see [382]. The starting pointhfe receiver
development s to look at the noiseless whiteneddata

2y, = Vb, = A, U Gb,, (23.46)

where A; and U, are matrices containing (in the same order) &€ principal
eigenvalues and -vectors of the data autocorrelation mafrix,E” }, respectively.
It is easy to see that for the data model (23.43), the whitening m¥trbecomes
orthonormal:VV# =1, because the symbols are uncorrelatefb Eb’} =1, and
the whitened data vectors satisfy the condiionE{z,,,z}.

It suffices to estimate one column of the whitening maWix say its second
columnv,. Thisis because we can then estimate the synibhgl®f the desired user
(userk = 1) by applying the vectov, as follows:

vz, = vEVb,, =[0100---0]b,, = b, (23.47)

From the definitions oV andG we see that
. L
vy = A, °UF Z a11811 (23.48)
=1
which is exactly the subspace MMSE detector [451] for dispersive channels

1Because the data is now complex-valued, the transposmist be replaced by the Hermitian operator
H, which equals transposition and complex conjugation.
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Equation (23.48) can be applied to separating the desired sybafolbut it
uses only second-order statistics. In addition, the subspace parametez as
the path gains and delays are always subject to estimation errors, degtlaeling
performance of (23.48) in separation. But we can improve the separatiabitgp
of the estimator (23.48) by using ICA as a postprocessing tools Bhpossible,
since the independence of the original sources is not utilized in dgri#8.48).
Moreover, it is meaningful to apply ICA by using the subspace MMSHrestr
(23.48) as the starting point, because it already identifies the desiezd Uihis
identification is not possible by using ICA alone. The proposed [DBAG receiver
structure, which we call MMSE-ICA, consists of a subspace MMSE detesfioed
by ICA iterations. The complex FastICA algorithm discussed earlierentiSn
20.3 and in [47] is a natural choice for the ICA postprocessing metttazin deal
with complex-valued data, and extracts one independent component at a hiiole, w
suffices in this application.

Alternatively, known or estimated symbols can be used for initializhng ICA
iteration. This follows from the uncorrelatedness of the symbadigesthen we
have Hz,,b1m} = va, leading again to the subspace MMSE detector. Because
training symbols are not necessarily implemented in all the DS-CDM#fesys, it is
preferable to first use the traditional RAKE receiver 378, 382] or ipath correlator
for detecting symbols. The RAKE estimator is nothing but a simpleresion of the
matched filter for several paths. Alternatively, one can initially detectyhebsls by
using the MMSE method for symbol outputs. The symbol estimatesradd initially
in terms of the RAKE detector or MMSE symbol estimator are then refinathusi
the complex FastICA algorithm. These structures are henceforth called KE-RA
ICA and MMSEDbit-ICA detectors, respectively. Global convergence of theptem
FastICA algorithm has been proved in [382]. The sign indeterminadyarsburces
estimated by any ICA method is removed by a comparator element, which chooses
the sign according to the RAKE receiver or subspace MMSE detector, respgctivel

The proposed receiver structures are summarizes below. In step 1, an initial
estimate of thekth whitened code vectov, is computed using one of the three
standard detection methods mentioned earlier. Steps 2-5 give the prodedure
improving this initial estimate using the complex FastICA aldorit[47].

ICA-based blind interference suppression schemes [382] Let k be the
index of the desired user, ang, the whitened data vector corresponding to the
symbol vectob,,,. The constany is 2 for complex-valued symbols, and= 3 for
real-valued symbols (in the latter case, the data itself is complex, buyimbols
are real). An estimate is denoted by the’hd@hen the iterative algorithms for blind
interference suppression are as follows.

1. Initializew(0) = vy /||vk]|, where

(@) MMSE-ICA:v; = A, 20 S8 ayen.

(b) RAKE-ICA: v, = E{zmi)gﬁKE )
(c) MMSEDIt-ICA: v, = E{zm};%MSE )
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Lett = 1.
2. Compute one iteration of the complex FastICA algorithm [47]:

w(t) = E{zp (w(t — 1)"2,)* w(t = 1)72,,|*} —yw(t — 1)
(23.49)

3. Dividew(t) by its norm.

4. If w(t)Hw(t —1)|is not close enough tb, sett = ¢ + 1, and go back to step
2.
5. Output the vectow = ew(t), wheree = sign Re[w(0)7 w(t)]).

23.5.3 Simulation results

The algorithms were tested using simulated DS-CDMA downlink dati avblock
fading channel.

In the first experiment gold codes of the length= 31 were used. The length
of the block was\/ = 500 binary phase shift keying (BPSK) symbols. The channel
was fixed during the block period. The number of users Was= 20, and the
multiple access interference (MAI) per user wadB. Hence, the total interference
power wasl 7.8 dB. The number of paths wds= 3. The path gains were gaussian
distributed with a zero mean, and the path delays were chosen randomlyifeom t
interval {0,1,...,(C — 1)/2}. The delays and the path gains were assumed to
be known. The signal-to-noise ratio (in the chip matched filter djtyaried with
respect to the desired user fraimdB to 35 dB, and 10000 independent trials were
made. A constani = 3 was used in the ICA iteration.

Figure 23.8 shows the achieved bit-error-rates (BERs) for theadstas a function
of the SNR. The performance of RAKE is quite modest due to the neaitdiation.
Consequently, RAKE-ICA is able to improve the performance of th&KRAnethod
only marginally. Subspace MMSE detector suffers from interference flduigaer
SNRs. One reason for this is inaccurate estimation of the signal subspgaee.
though MMSE-ICA uses the same estimate for the signal subspace, iteigcab
exploit the statistical independence of the source signals, and seeal®woduite
closely the equal length optimal MMSE receiver, denoted as MMSE bound.

Figure 23.9 shows the corresponding block-error-rates (BLERjfse methods.

A block is correctly estimated #ll the symbols in the block are estimated correctly.
For speech and data services that do not require real-time processing, EERvdsL
10! is sufficient. For real-time data services, raw BLER of the order(of? is
required. Figure 23.9 shows that RAKE-ICA actually improves thegrerénce of
the RAKE method quite remarkably with respect to BLER, even thougbykeall
BER has not been improved that much.

More numerical experiments, including simulation results for the chgmirely
complex data{ = 2), can be found in [382, 383]. They clearly indicate that the
estimates given by the RAKE and subspace MMSE detectors can be greatly@uprov
by using ICA as a postprocessing tool.
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23.6 CONCLUDING REMARKS AND REFERENCES

In this chapter, we have applied several quite different extensionasi€ bCA (or
BSS) techniques to short-code CDMA data. It can be concluded that ICA often
provides significant performance gains in CDMA applications. Basicallyresults
from the fact that standard CDMA detection and estimation methods do platiex
the powerful but realistic independence assumption. At best, thigeuthe much
weaker uncorrelatedness condition for the received source signals.

CDMA techniques are currently studied extensively in telecommunicatimsis,
cause they will be used in a form or another in future high performanakile
communications systems. A specific feature of all telecommunications ajiisat
of ICA is that they are almost always semiblind problems. The receiver loas on
less prior information on the communication system, typically at Idasspreading
code of the desired user is known. This prior information shoul@drabined in
a suitable way with blind ICA techniques for achieving optimal resulsother
important design feature is that practical algorithms should not be atatipnally
too demanding, making it possible to realize them in real time.
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Fig.23.9 Block-error-rate asafunctionof SNB,(. . . , 35 dB). The systemincludds = 20
users with the average MAI & dB per interfering user. BPSK data is used.

ICA methods also have been applied to CDMA data, for example, in references
[223, 384, 100]. Other applications of blind source separation teaksitp various
communications problems can be found for example in [77, 111, 1), K&lated
blind identification or blind equalization techniques are discussed in mapgrs;
see for example [41, 73, 91, 122, 146, 143, 144, 158, 184, 254,22%®, 287, 351,
352, 361, 425, 428, 431, 439, 440] and the references therein. Blmdifidation
techniques used in communications typically exploit second-order texigiatistics
(or suitable explicit higher-order statistics) instead of ICA. Timeiested reader can
find many more references on blind communications techniques in recent confer-
ence proceedings and journals dealing with telecommunications and stasisfrcall
processing.
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Other Applications

In this chapter, we consider some further applications of independentawnp
analysis (ICA), including analysis of financial time series and audiasggparation.

24.1 FINANCIAL APPLICATIONS

24.1.1 Finding hidden factors in financial data

Itis tempting to try ICA on financial data. There are many situations iickvparallel
financial time series are available, such as currency exchange rates or daitg retur
of stocks, that may have some common underlying factors. ICA migkatesome
driving mechanisms that otherwise remain hidden.

In a study of a stock portfolio [22], it was found that ICA is a complentary tool
to principal component analysis (PCA), allowing the underlying stmgcof the data
to be more readily observed. If one could find the maximally independittiras
of the original stocks, i.e., portfolios, this might help in nmrizing the risk in the
investment strategy.

In [245], we applied ICA on a different problem: the cashflow of severakes
belonging to the same retail chain, trying to find the fundamental factoramon
to all stores that affect the cashflow. Thus, the effect of the factors spexiiayt
particular store, i.e., the effect of the managerial actions taken at thedndigtore
and in its local environment, could be analyzed.

In this case, the mixtures in the ICA model are parallel financial time sey{es
with 7 indexing the individual time series= 1, ... , m andt denoting discrete time.

441
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We assume the instantaneous ICA model

zi(t) = Z a;js;(t) (24.1)

for each time series;(t). Thus the effect of each time-varying underlying factor or
independent componesf(t) on the measured time series is approximately linear.

The assumption of having some underlying independent componethis spe-
cific application may not be unrealistic. For example, factors like seasariations
due to holidays and annual variations, and factors having a sudden efféleé on
purchasing power of the customers, like price changes of various cortiempdan
be expected to have an effect on all the retail stores, and such factors can becissum
to be roughly independent of each other. Yet, depending on the policykétsdos
the individual manager, e.g., advertising efforts, the effect of the facto the cash
flow of specific retail outlets are slightly different. By ICA, it is sisle to isolate
both the underlying factors and the effect weights, thus also makingsgiple to
group the stores on the basis of their managerial policies using oalgash flow
time series data.

The data consisted of the weekly cash flow in 40 stores that belong to tlee sam
retail chain, covering a time span of 140 weeks. Some examples of theainifgita
x;(t) are shown in Fig. 24.1. The weeks of a year are shown on the horizorgal axi
starting from the first week in January. Thus for example the height€hedtmas
sales are visible in each time series before and during week 51 in both aflthe
years shown.

The data were first prewhitened using PCA. The original 40-dimeasgignal
vectors were projected to the subspace spanned by four principal comp@metttse
variances were normalized to 1. Thus the dimension of the signal spaceawag\st
decreased from 40. A problem in this kind of real world application is thate
is no prior knowledge on the number of independent components. Soetethe
eigenvalue spectrum of the data covariance matrix can be used, as shown iarChapt
6, but in this case the eigenvalues decreased rather smoothly withoutiimgliaay
clear signal subspace dimension. Then the only way is to try differergrimns.

If the independent components that are found using different dimenséiorthe
whitened data are the same or very similar, we can trust that they areshattjfacts
produced by the compression, but truly indicate some underlyingriaictohe data.

Using the FastICA algorithm, four independent components (K§)), j =
1,...,4 were estimated. As depicted in Fig. 24.2, the FastICA algorithm hagifoun
several clearly different fundamental factors hidden in the original data.

The factors have different interpretations. The topmost factornalthe sudden
changes that are caused by holidays etc.; the most prominent examplessr@sri
time. The factor in the bottom row, on the other hand, reflects the slseasonal
variation, with the effect of the summer holidays clearly visible. Thedait the
third row could represent a still slower variation, something reserglditrend. The
last factor, in the second row, is different from the others; it mighthat this factor
follows mostly the relative competitive position of the retail chaith respect to its
competitors, but other interpretations are also possible.
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Fig. 24.1 Five samples of the 40 original cashflow time series (mearoveh normalized
to unit standard deviation). Horizontal axis: time in weeker 140 weeks. (Adapted from
[245].)

If five ICs are estimated instead of four, then three of the found compesay
virtually the same, while the fourth one separates into two new coemgen Using
the found mixing coefficients;;, itis also possible to analyze the original time series
and cluster them in groups. More details on the experiments and thaipiatation
can be found in [245].

24.1.2 Time series prediction by ICA

As noted in Chapter 18, the ICA transformation tends to produce coemtaignals,
s;(t), that can be compressed with fewer bits than the original signgls,. They
are thus more structured and regular. This gives motivation to tryréalict the
signalsz;(t) by first going to the ICA space, doing the prediction there, and then
transforming back to the original time series, as suggested by [36@&.pfediction
can be done separately and with a different method for each component, depending
on its time structure. Hence, some interaction from the user may be neettes in
overall prediction procedure. Another possibility would be to folae the ICA
contrast function in the first place so that it includes the predictioorgr— some
work along these lines has been reported by [437].

In [289], we suggested the following basic procedure:

1. After subtracting the mean of each time series and prewhitening (aftehwhi
each time series has zero mean and unit variance), the independent components
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Fig. 24.2 Four independent components or fundamental factors forord the cashflow
data. (Adapted from [245].)

s;(t), and the mixing matrixA, are estimated using the FastICA algorithm.
The number of ICs can be variable.

. Foreach componesi(t), a suitable nonlinear filtering is applied to reduce the

effects of noise — smoothing for components that contain very low frequen
cies (trend, slow cyclical variations), and high-pass filtering for conepds
containing high frequencies and/or sudden shocks. The nonlinear snpoth
is done by applying smoothing functiofison the source signals (¢),

si(t) = filsj(t+71),. .. s5(t), ..., 85t = k)] (24.2)

. Each smoothed independent component is predicted separately, for instance

using some method of autoregressive (AR) modeling [455]. Thegired is
done for a number of steps into the future. This is done by applytiediction
functions,g;, on the smoothed source signais(t):

sh(t+1) = g;[s5(t),s5(t —1),...,85(t — q)] (24.3)

The next time steps are predicted by gliding the window of lemgtlrer the
measured and predicted values of the smoothed signal.

The predictions for each independent component are combined by weighing
them with the mixing coefficientss;;, thus obtaining the predictions (t),
for the original time series;; (t):

xP(t+1) = AsP(t + 1) (24.4)

and similarly fort + 2,¢ + 3, . ...



FINANCIAL APPLICATIONS 445

ariginal oo mponant

_.
im
b
o
ny
2

L L L L L L L
1268 1270 1276 1280 1288 12490 1295 1300 1306
recons ruclion from pradicled componant

162 - 1
16 1

1 I 1 I 1 1 I 1 I 1

kil
1255 1260 1265 1270 1275 12480 1285 1290 12496 1300 1305

Fig. 24.3 Prediction of real-world financial data: the upper figureresents the actual
future outcome of one of the original mixtures and the lowse the forecast obtained using
ICA prediction for an interval of 50 values.

To test the method, we applied our algorithm on a set of 10 foreign egehan
rate time series. Again, we suppose that there are some independerd fhator
affect the time evolution of such time series. Economic indicatotstast rates, and
psychological factors can be the underlying factors of exchange rates,yaarthe
closely tied to the evolution of the currencies. Even without predicome of the
ICs may be useful in analyzing the impact of different external phenomeriaeon
foreign exchange rates [22].

The results were promising, as the ICA prediction performed better divant
prediction. Figure 24.3 shows an example of prediction using ouhadet The
upper figure represents one of the original time series (mixtures)renkbiver one
the forecast obtained using ICA prediction for a future interval ofiB@tsteps. The
algorithm seemed to predict very well especially the turning points. IheT264.1
there is a comparison of errors obtained by applying classic AR predittidhe
original time series directly, and our method outlined above. The-righdt column
shows the magnitude of the errors when no smoothing is applie@ touiencies.

While ICA and AR prediction are linear techniques, the smoothing wabnean.
Using nonlinear smoothing, optimized for each independent componenttnes
separately, the prediction of the ICs is more accurately performed and thtsi@so
are different from the direct prediction of the original time seriese Tibise in the
time series is strongly reduced, allowing a better prediction of thetyidg factors.
The model is flexible and allows various smoothing tolerances and eliff@rders
in the classic AR prediction method for each independent component.

In reality, especially in real world time series analysis, the data arertistby
delays, noise, and nonlinearities. Some of these could be handled bgierteof
the basic ICA algorithms, as reported in Part 111 of this book.
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Table 24.1 The prediction errors (in units of 0.001) obtained with owsthod and the classic
AR method. Ten currency time series were considered andrfdependent components were
used. The amount of smoothing in classic AR prediction waigda

0 | Errors |
2 ‘ 0.5‘ 0.1‘ 0.08‘ 0.06‘ 0.05‘ 0 H

Smoothing in
AR prediction

| ICA prediction | 2.3 | 2.3 | 2.3| 2.3 | 23 | 2.3 | 23]
| AR prediction | 9.7 9.1| 47|39 |34 |31 |4.2]

24.2 AUDIO SEPARATION

One of the original motivations for ICA research was the cocktail-paitplem, as
reviewed in the beginning of Chapter 7. The idea is that thereza®und sources
recorded by a number of microphones, and we wantto separate just onsofithes.
In fact, often there is just one interesting signal, for example, a pespeaking to
the microphone, and all the other sources can be considered as noise; in ¢his cas
we have a problem of noise canceling. A typical example of a situaticarewve
want to separate noise (or interference) from a speech signal is a persoqg tallk
mobile phone in a noisy car.

If there is just one microphone, one can attempt to cancel the noise maoydi
noise canceling methods: linear filtering, or perhaps more sophistiethditues
like wavelet and sparse code shrinkage (Section 15.6). Such noise cgrozaiibe
rather unsatisfactory, however. It works only if the noise has spettieaihcteristics
that are clearly different from those of the speech signal. One mighttwigtmove
the noise more effectively by collecting more data using several micmgdh Since
in real-life situations the positions of the microphones with eesfo the sources
can be rather arbitrary, the mixing process is not known, and it has totineaésd
blindly. In this case, we find the ICA model, and the problem is ondinfitsource
separation.

Blind separation of audio signals is, however, much more difficult tramight
expect. This is because the basic ICA model is a very crude approximdttbe o
real mixing process. In fact, here we encounter almost all the complicatiahg/e
have discussed in Part Il

e The mixing is not instantaneous. Audio signals propagate rathehsland
thus they arrive in the microphones at different times. Moreover, theze
echos, especially if the recording is made in a room. Thus the problemmrs m
adequately modeled by a convolutive version of the ICA model (Chapter 19)
The situation is thus much more complicated than with the separatioagf m
netoencephalographic (MEG) signals, which propagate fast, or with éatur
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extraction, where no time delays are possible even in theory. In faa, the

basic convolutive ICA model may not be enough because the time delays may
be fractional and may not be adequately modeled as integer multiples of the
time interval between two samples.

¢ Typically, the recordings are made with two microphones only. Howeékier
number of source signals is probably much larger than 2 in most cases, since
the noise sources may not form just one well-defined source. Thus vee hav
the problem of overcomplete bases (Chapter 16).

¢ The nonstationarity of the mixing is another important probleme iixing
matrix may change rather quickly, due to changes in the constellation of the
speaker and the microphones. For example, one of these may be moving with
respect to the other, or the speaker may simply turn his head. This implies
that the mixing matrix must be reestimated quickly in a limited tinsnfe,
which also means a limited number of data. Adaptive estimation methods may
alleviate this problem somewhat, but this is still a serious gwbtiue to the
convolutive nature of the mixing. In the convolutive mixingethumber of
parameters can be very large: For example, the convolution may be modeled
by filters of the length of 1000 time points, which effectively muigg the
number of parameters in the model by 1000. Since the number of data point
should grow with the number of parameters to obtain satisfactory estiniat
may be next to impossible to estimate the model with the small nuailokta
points that one has time to collect before the mixing matrix has changed to
much.

¢ Noise may be considerable. There may be strong sensor noise, which means
that we should use the noisy ICA model (Chapter 15). The noise ¢oamtgs
the estimation of the ICA model quite considerably, even in the baséorasre
noise is assumed gaussian. On the other hand, the effect of overcompéste bas
could be modeled as noise as well. This noise may not be very gaussian,
however, making the problem even more difficult.

Due to these complications, it may be that the prior informationejrehdence
and nongaussianity of the source signals, are not enough. To estireataivolutive
ICA model with a large number of parameters, and a rapidly changing mixing
matrix, may require more information on the signals and the matrikst,Fone
may need to combine the assumption of nongaussianity with the différee-
structure assumptions in Chapter 18. Speech signals have autoconslatid
nonstationarities, so this information could be used [267, 21€}08d, one may need
to use some information on the mixing. For example, sparse pgisa&stion 20.1.3)
could be used.

Itis also possible that real-life speech separation requires sophisticatieling
of speech signals. Speech signals are highly structured, autocorrelatibngresta-
tionarity being just the very simplest aspects of their time structBoeh approaches
were proposed in [54, 15].
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Because of these complications, audio separation is a largely unsolvddmrob
For a recent review on the subject, see [429]. One of the main theoreatiddéms,
estimation of the convolutive ICA model, was described in Chapter 19.

24.3

FURTHER APPLICATIONS

Among further applications, let us mention

Text document analysis [219, 229, 251]
Radiocommunications [110, 77]

Rotating machine monitoring [475]

Seismic monitoring [161]

Reflection canceling [127]

Nuclear magnetic resonance spectroscopy [321]

Selective transmission, which is a dual problem of blind source separai

set of independent source signals are adaptively premixed prior to asaondi
persive physical mixing process so that each source can be independently
monitored in the far field [117].

Further applications can be found in the proceedings of the ICA'99 aA@0C0
workshops [70, 348].
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Akaike’s information criterion, 131
Algorithm
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Bell-Sejnowski, 207
Cichocki-Unbehauen, 244
EASI, 247
eigenvalue decomposition
of cumulant tensor, 230
of weighted correlation, 235
fixed-point (FastICA)
for complex-valued data, 386
for maximum likelihood estimation, 209
for tensor decomposition, 232
using kurtosis, 178
using negentropy, 188
FOBI, 235
gradient
for maximum likelihood estimation, 207
using kurtosis, 175
using negentropy, 185
Herault-Jutten, 242
JADE, 234
natural gradient
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connections between, 274
effect of noise, 286
performance index, 281
vs. objective functions, 273
AMUSE, 343
APEX, 135
Applications
audio separation, 446
brain imaging, 407
brain modeling, 403
communications, 358, 417
econometric, 441
financial, 441
image denoising, 398
image feature extraction, 311, 391
industrial process monitoring, 335
miscellaneous, 448
vision research, 403
visualization, 197
ARMA process, 51
Artifacts
in EEG and MEG, 410
Asymptotic variance, 276

for maximum likelihood estimation, 208, 430 Autoassociative learning, 136, 249

nonlinear RLS, 259
SOBI, 344
TDSEP, 344
Algorithms
experimental comparison, 280
choice of, 271
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Autocorrelations, 45, 47

as an alternative to nongaussianity, 342

ICA estimation using, 342

in telecommunications, 424
Autoregressive (AR) process, 50, 445
Back-propagation learning, 136



Basis vectors
and factor rotation, 268
Gabor, 394
ICA, 398
in overcomplete ICA, 305
of independent subspace, 380
of PCA subspace, 128
relation to filters in ICA, 396
wavelet, 396
Batch learning, 69
Bayes' rule, 31
Bias, 80
Blind deconvolution, 355-356
multichannel, 355, 361
Bussgang methods, 357
CMA algorithm, 358
cumulant-based methods, 358
Godard algorithm, 357
Shalvi-Weinstein algorithm, 359
using linear ICA, 360
Blind equalization seeblind deconvolution
Blind source separation, 147
Brain imaging, 407
Bussgang criterion, 253
CDMA (Code Division Multiple Access), 417
CDMA signal model, 422
Centering, 154
Central limit theorem, 34, 166
Central moment, 37, 84
Characteristic function, 41
Chip sequence, 418
Cichocki-Unbehauen algorithm, 244
Cocktail-party problem, 147, 361, 446
Code length
and entropy, 107
and Kolmogoroff complexity, 352
and mutual information, 110
Complex-valued data, 383
Complexity minimization, 353, 424
Compression
by PCA, 126
Conjugate gradients, 67
Consistency, 80
of ICA methods, 187, 205
Convergence
of on-line algorithms, 71
speed, 65
Convolution, 369
Convolutive mixtures, 355, 361
application in CDMA, 430
Bussgang type methods, 367
Fourier transform methods, 365
natural gradient methods, 364
using autocovariances, 367
using higher-order statistics, 367
using spatiotemporal decorrelation, 367

INDEX 477

Correlation matrix, 21-22, 26, 48
Correlation, 21

and independence, 240

nonlinear, 240
Covariance matrix, 22

of estimation error, 82, 95
Covariance, 22
Cramer-Rao lower bound, 82, 92
Cross-correlation function, 46
Cross-correlation matrix, 22
Cross-covariance function, 46
Cross-covariance matrix, 23
Cross-cumulants, 42
Cumulant generating function, 41
Cumulant tensor, 229
Cumulants, 41-42

Cumulative distribution function, 15, 17, 27, 36

joint, 19
Curve fitting, 87
Cyclostationarity, 368
Decorrelation, 132, 140

nonlinear, 239-240, 244
Denoising of images, 398
Density,seeprobability density
Density expansions

Edgeworth, 113

Gram-Charlier, 113

polynomial, 113
Discrete-valued components, 261, 299, 311
Distribution, seeprobability density
EASI algorithm, 247
Edgeworth expansion, 113
EEG, 407
Electrocardiography, 413
Electroencephalography, 407
EM algorithm, 93
Ensemble learning, 328
Entropy, 222

approximation, 113, 115

by cumulants, 113
by nonpolynomial functions, 115

definition, 105

differential, 108

maximality of gaussian distribution, 112

maximum, 111

of transformation, 109
Equivariance, 248
Ergodicity, 49
Error criterion, 81
Estimate, 78
Estimating function, 245
Estimation, 77

adaptive, 79

asymptotically unbiased, 80

batch, 79

Bayesian, 79, 94
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consistent, 80

efficient, 82

error, 80

linear minimum MSE error, 95
maximum a posteriori (MAP), 97
maximum likelihood, 90

minimum mean-square error, 94, 428, 433

moment, 84

of expectation, 24

off-line, 79

on-line, 79

recursive, 79

robust, 83

unbiased, 80
Estimator,seeestimation (for general entry);

algorithm (for ICA entry)

Evoked fields, 411
Expectation, 19

conditional, 31

properties, 20

Expectation-maximization (EM) algorithm, 322

Factor analysis, 138
and ICA, 139, 268
nonlinear independent, 332
nonlinear, 332
principal, 138
Factor rotation, 139-140, 268
FastICA
for complex-valued data, 437
for maximum likelihood estimation, 209
for tensor decomposition, 232
using kurtosis, 178
using negentropy, 188
Feature extraction
by ICA, 150, 398
by independent subspace analysis, 401
by topographic ICA, 401
using overcomplete bases, 311
Feedback architecture, 431
Filtering
high-pass, 265
linear, 96
low-pass, 265
optimal, 266
taking innovation processes, 266
Wiener, 96
Financial time series, 441
FIR filter, 369
Fisher information matrix, 83
Fixed-point algorithmseeFastICA
FMRI, 407, 413
FOBI, 235
Fourier transform, 370
Fourth-order blind identification, 235
Gabor analysis, 392
and ICA, 398

Gauss-Newton method, 67
Gaussian density, 16
forbidden in ICA, 161
multivariate, 31
properties, 32
Generalized Hebbian algorithm (GHA), 134
Generative topographic mapping (GTM), 322
Gradient descent
deterministic, 63
stochastic, 68
Gradient, 57
natural, 67, 208, 244, 247
of function, 57
relative, 67, 247
Gram-Charlier expansion, 113
Gram-Schmidt orthogonalization, 141
Herault-Jutten algorithm, 242
Hessian matrix, 58
Higher-order statistics, 36
ICA
ambiguities in, 154
complex-valued case, 384
and factor rotation, 140, 268
and feature extraction, 398
definition, 151
identifiability, 152, 154
complex-valued case, 384
multidimensional, 379
noisy, 293
overview of estimation principles, 287
restrictions in, 152
spatiotemporal, 377
topographic, 382
applications on images, 401
with complex-valued data, 383, 435
with convolutive mixtures, 355, 361, 430
with overcomplete bases, 305-306
with subspaces, 380
IIR filter, 369
Independence, 27, 30, 33
Independent component analyssglCA
Independent subspace analysis, 380
and complex-valued data, 387
applications on images, 401
Infomax, 211, 430
Innovation process, 266
Intersymbol interference (1SI), 420
Jacobian matrix, 58
JADE, 234
Jeffreys’ prior, 373
Joint approximate diagonalization, 234
Karhunen-L@ve transform, 143
Kolmogoroff complexity, 351, 424-425
Kullback-Leibler divergence, 110
Kurtosis, 38
as nongaussianity measure, 171



nonrobustness, 182, 184

relation with nonlinear PCA, 252
Lagrange method, 73
Laplacian density, 39, 171
Learning

algorithms, 63

batch, 69

on-line, 69

rate, 63
Least mean-square error, 249
Least-squares method, 86

generalized, 88

linear, 86

nonlinear, 89, 93

normal equations, 87
Likelihood, 90

and mutual information, 224

and nonlinear PCA, 253

and posterior density, 97

of ICA model, 203

See alsanaximum likelihood

Loss function, 81
Magnetic resonance imaging, 407, 413
Magnetoencephalography, 407
Magnetoneurography, 413
MAP, seemaximum a posteriori
Marquardt-Levenberg algorithm, 67
Matched filter, 424, 432
Matrix

determinant, 61

gradient of function, 59

Jacobian, 36

trace, 62
Maximization of function, 57
Maximum a posteriori, 97, 299, 303, 306, 326
Maximum entropy, 111
Maximum likelihood, 90, 203, 322

consistency of, 205

in CDMA, 424

See alsdikelihood

Mean function, 45
Mean vector, 21
Mean-square error, 81, 94

minimization for PCA, 128
MEG, 407
Minimization of function, 57
Minimum description length, 131
Minimum-phase filter, 370
Minor components, 135
Mixture of gaussians, 322, 329
ML, seemaximum likelihood
MMSE estimator, 424
MMSE-ICA detector, 434, 437-438
Model order

choosing, 131, 271
Modified GTM method, 323
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Moment generating function, 41
Moment method, 84
Moments, 20, 37, 41-42
central, 22
nonpolynomial, 207
Momentum term, 426
Moving average (MA) process, 51
Multilayer perceptron, 136, 328
Multipath propagation, 420
Multiple access communications, 417
Multiple access interference (MAI), 421
Multiuser detection, 421
Mutual information, 221-222, 319
and Kullback-Leibler divergence, 110
and likelihood, 224
and nongaussianity, 223
approximation of, 223-224
definition, 110
minimization of, 221
Near—far problem, 421, 424
Negentropy, 222
approximation, 113, 115, 183
by cumulants, 113
by nonpolynomial functions, 115
as measure of nongaussianity, 182
as nongaussianity measure, 182
definition, 112
optimality, 277
Neural networks, 36
Neurons, 408
Newton’s method, 66
Noise, 446
as independent components, 295
in the ICA model, 293
reduction by low-pass filtering, 265
reduction by nonlinear filtering, 300
reduction by PCA, 268
reduction by shrinkage, 300
application on images, 398
sensor vs. source, 294
Noisy ICA
application
image processing, 398
telecommunications, 423
estimation of ICs, 299
by MAP, 299
by maximum likelihood, 299
by shrinkage, 300
estimation of mixing matrix, 295
bias removal techniques, 296
by cumulant methods, 298
by FastICA, 298
by maximum likelihood, 299
Nongaussianity, 165
and projection pursuit, 197
is interesting, 197
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measured by kurtosis, 171, 182
measured by negentropy, 182
optimal measure is negentropy, 277
Nonlinear BSS, 315
definition, 316
Nonlinear ICA, 315
definition, 316
existence and uniqueness, 317
post-nonlinear mixtures, 319
using ensemble learning, 328
using modified GTM method, 323

using self-organizing map (SOM), 320

Nonlinear mixing model, 315
Nonlinearity in algorithm
choice of, 276, 280
Nonstationarity
and tracking, 72, 133, 135, 178
definition, 46
measuring by autocorrelations, 347
measuring by cross-cumulants, 349
separation by, 346
Oja’s rule, 133
On-line learning, 69
Optical imaging, 413
Optimization methods, 57
constrained, 73
unconstrained, 63
Order statistics, 226
Orthogonalization, 141
Gram-Schmidt, 141
symmetric, 142
Overcomplete bases
and image feature extraction, 311
estimation of ICs, 306
by maximum likelihood, 306
estimation of mixing matrix, 307
by FastICA, 309
by maximum likelihood, 307
Overlearning, 268
and PCA, 269
and priors on mixing, 371
Parameter vector, 78
PAST, 136
Performance index, 81
PET, 407
Positive semidefinite, 21
Post-nonlinear mixtures, 316
Posterior, 94
Power method
higher-order, 232
Power spectrum, 49
Prediction of time series, 443
Preprocessing, 263
by PCA, 267
centering, 154
filtering, 264

whitening, 158
Principal component analysis, 125, 332
and complexity, 425
and ICA, 139, 249, 251
and whitening, 140
by on-line learning, 132
closed-form computation, 132
nonlinear, 249
number of components, 129
with nonquadratic criteria, 137
Principal curves, 249
Prior, 94
conjugate, 375
for mixing matrix, 371
Jeffreys’, 373
quadratic, 373
sparse, 374
for mixing matrix, 375
Probability density, 16
a posteriori, 94
a priori, 94
conditional, 28
double exponential, 39, 171
gaussian, 16, 42
generalized gaussian, 40
joint, 19, 22, 27, 30, 45
Laplacian, 39, 171
marginal, 19, 27, 29, 33
multivariate, 17
of a transformation, 35
posterior, 31, 328
prior, 31
uniform, 36, 39, 171
Projection matrix, 427
Projection method, 73
Projection pursuit, 197, 286
Pseudoinverse, 87
Quasiorthogonality, 310
in FastICA, 310
RAKE detector, 424, 434, 437-438
RAKE-ICA detector, 434, 438
Random variable, 15
Random vector, 17
Recursive least-squares
for nonlinear PCA, 259
for PCA, 135
Robustness, 83, 182, 277
Sample mean, 24
Sample moment, 84
Self-organizing map (SOM), 320
Semiblind methods, 387, 424, 432
Semiparametric, 204
Skewness, 38
Smoothing, 445
SOBI, 344
Sparse code shrinkage, 303, 398



Sparse coding, 396
Sparsity
measurement of, 374
Spatiotemporal ICA, 377
Spatiotemporal statistics, 362
Sphered random vector, 140
Spreading code, 418
Stability, seeconsistency
Stationarity
wide-sense, 46
strict sense, 45
Stochastic approximation, 71
Stochastic gradient ascent (SGA), 133
Stochastic processes, 43
Subgaussian, 38
Subspace MMSE detector, 434, 436, 438
Subspace
learning algorithm for PCA, 134
noise, 131
nonlinear learning rule, 254
signal, 131
Subspaces
independent, 380
invariant-feature, 380
Superefficiency, 261
Supergaussian, 39
Taylor series, 62
TDSEP, 344
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Tensor methods for ICA, 229
Time averages, 48
Time structure, 43
ICA estimation using, 341
Toeplitz matrix, 48
Tracking in a nonstationary environment, 72
Transfer function, 370
Unbiasedness, 80
Uncorrelatedness, 24, 27, 33
constraint of, 192
Uniform density, 36, 39
rotated, 250
Variance, 22
maximization, 127
Vector
gradient of function, 57
valued function, 58
Visual cortex, 403
Wavelets, 394
and ICA, 398
as preprocessing, 267
White noise, 50
Whiteness, 25
Whitening, 140
as preprocessing in ICA, 158
by PCA expansion, 140
Wiener filtering, 96
nonlinear, 300
Z-transform, 369



